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1. Introduction

MTSI client procedures based on the Access Network Bitrate Recommendation (ANBR) and the Access Network Bitrate Recommendation Query (ANBRQ) were introduced in TS 26.114 as part of the Rel-14 Work Item on RAN-Assisted Codec Adaptation in MTSI.  The use of RAN rate assistance messages with MTSI video require the use of the end-to-end RTCP TMMBR and TMMBN messages.  The specification of TMMBR/TMMBN message usage in RFC 5101 will constrain in some scenarios the ability of the sending terminal to increase its video transmission rate without autonomous ANBR updates from the eNB.

This contribution explains the issue and proposes that this be clarified to RAN2 so that eNB vendors understand the interaction between the RAN-assistance messages and MTSI video clients.

2. Usage of TMMBR and TMMBN messages
The following text from RFC 5104 describes the usage and the concept of “owner of a limitation/restriction”:
3.5.4.1.  Behavior for Media Receivers Using TMMBR
   This section is an informal description of behaviour described more

   precisely in section 4.2.

   A media sender begins the session limited by the maximum media bit

   rate and maximum packet rate negotiated in session signaling, if any.

   Note that this value may be negotiated for another protocol layer

   than the one the participant uses in its TMMBR messages.  Each media

   receiver selects a reference protocol layer, forms an estimate of the

   overhead it is observing (or estimating it if no packets has been

   seen yet) at that reference level, and determines the maximum total

   media bit rate it can accept, taking into account its own limitations

   and any transport path limitations of which it may be aware.  In case

   the current limitations are more restricting than what was agreed on

   in the session signaling, the media receiver reports its initial

   estimate of these two quantities to the media sender using a TMMBR

   message.  Overall message traffic is reduced by the possibility of

   including tuples for multiple media senders in the same TMMBR

   message.

   The media sender applies an algorithm such as that specified in

   section 3.5.4.2 to select which of the tuples it has received are

   most limiting (i.e., the bounding set as defined in section 2.2).  It

   modifies its operation to stay within the feasible region (as defined

Wenger, et al.              Standards Track                    [Page 21]


 
RFC 5104             Codec Control Messages in AVPF        February 2008
   in section 2.2), and also sends out a TMMBN to the media receivers

   indicating the selected bounding set.  That notification also

   indicates who was responsible for the tuples in the bounding set,

   i.e., the "owner"(s) of the limitation.  A session participant that

   owns no tuple in the bounding set is called a "non-owner".
   If a media receiver does not own one of the tuples in the bounding

   set reported by the TMMBN, it applies the same algorithm as the media

   sender to determine if its current estimated (maximum total media bit

   rate, overhead) tuple would enter the bounding set if known to the

   media sender.  If so, it issues a TMMBR reporting the tuple value to

   the sender.  Otherwise, it takes no action for the moment.
   Periodically, its estimated tuple values may change or it may receive

   a new TMMBN.  If so, it reapplies the algorithm to decide whether it

   needs to issue a TMMBR.

The above describes how a media receiver does not send a TMMBR when there is an increase in bit rate – because it is not the owner of the limitation/restriction.
   If, alternatively, a media receiver owns one of the tuples in the

   reported bounding set, it takes no action until such time as its

   estimate of its own tuple values changes.  At that time, it sends a

   TMMBR to the media sender to report the changed values.

   A media receiver may change status between owner and non-owner of a

   bounding tuple between one TMMBN message and the next.  Thus, it must

   check the contents of each TMMBN to determine its subsequent actions.

   Implementations may use other algorithms of their choosing, as long

   as the bit rate limitations resulting from the exchange of TMMBR and

   TMMBN messages are at least as strict (at least as low, in the bit

   rate dimension) as the ones resulting from the use of the

   aforementioned algorithm.

   Obviously, in point-to-point cases, when there is only one media

   receiver, this receiver becomes "owner" once it receives the first

   TMMBN in response to its own TMMBR, and stays "owner" for the rest of

   the session.  Therefore, when it is known that there will always be

   only a single media receiver, the above algorithm is not required.

   Media receivers that are aware they are the only ones in a session

   can send TMMBR messages with bit rate limits both higher and lower

   than the previously notified limit, at any time (subject to the AVPF

   [RFC4585] RTCP RR send timing rules).  However, it may be difficult

   for a session participant to determine if it is the only receiver in

   the session.  Because of this, any implementation of TMMBR is

   required to include the algorithm described in the next section or a

   stricter equivalent.

The above is not completely the case for mobile-to-mobile MTSI calls.  

If the TMMBN from the media sender has a rate lower than what was sent in the TMMBR from the media receiver then the media receiver is not the owner of the limitation/restriction.  This is one of the scenarios described below where the media sender UL was restricted, and the receiver DL later determines that it can receive at a higher rate.  Since the media receiver is not the owner of the limitation it is not supposed to send a TMMBR with a higher rate.

Also, at the bottom of page 37 in clause 4.2.1.2 of RFC 5104, there is the following text that describes how a media sender sending a TMMBR “to itself” therefore sends an (apparently) unsolicited TMMBN to the media receiver:
   A media sender MAY proactively initiate the equivalent to a TMMBR

   message to itself, when it is aware that its transmission path is

   more restrictive than the current limitations.  As a result, a TMMBN

   indicating the media source itself as the owner of a tuple is being

   sent, thereby avoiding unnecessary TMMBR messages from other

   participants.  However, like any other participant, when the media

   sender becomes aware of changed limitations, it is required to change

   the tuple, and to send a corresponding TMMBN.

3. Increasing video transmission rate after ANBR restriction
For ANBR-based UL video rate adaptation, 3GPP TS 26.114 Clause 10.7.3.2 Figure 10.7-1 illustrates how UE-1 decreases it sending rate based on the local UL ANBR restriction to R1 which is less than the maximum R0 set by UE-2 via the TMMBR message.
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Figure 10.7-1 Uplink bitrate decrease based on ANBR

Now consider the scenario shown in the figure below where the UL ANBR indicates that UE-1 can send at R1 > R0.  In this case, since UE-2 owns the restriction on the bitrate, even if UE-1 is notified that it can increase its uplink bit rate it is not allowed by RFC 5104 to probe UE-2 (with a TMMBN set to R1) to check whether UE-2 might be able to receive at rate R1 on its downlink. 

[image: image2]
 Uplink bitrate cannot be increased based on UL ANBR

No message will prompt UE-2 to send an ANBRQ to AN-2 asking if it can receive video at a rate higher than R0.  If AN-2 also has the ability to support a high rate on its DL to UE-2, and thus support a higher end-to-end video transmission rate, AN-2 will have to notify UE-2 via ANBR without waiting for UE-2 to send a query via ANBRQ.  Instead of autonomously notifying UE-2 via ANBR of the rate increase and relying on UE-2 to periodically query AN-2 to determine whether UE-2 can receive a higher rate on its DL is not practical as it introduces more signalling load when ANBRQ is sent frequently or introduces delay in increasing the DL rate when ANBRQ is sent infrequently.

A similar problem happens in the converse scenario where the video sender, UE-1, owns the restriction on its bandwidth transmission at rate R0.  If the receiving UE-2 receives a DL ANBR from AN-2 with rate R1 that is greater than R0 (the current rate UE-1 is transmitting at), UE-2 should not send a TMMBR with R1 to UE-1 since UE-1 owns the restriction at R0 < R1.  Even if UE-2 sends a TMMBR with R1 to UE-1, according to RFC 5104 and TS 26.114, UE-1 ignores this TMMBR since the rate is greater than the current restriction.  
In this scenario UE-1 is not prompted to send an ANBRQ to AN-1 requesting if it can increase its UL rate to R1.  Therefore an increase in video transmission rate is not achieved unless AN-1 autonomously notifies UE-1 via ANBR that it can send at a higher rate than R0 on its uplink.
4. Impact

The analysis shows that in order for video senders to take full advantage of end-to-end bandwidth available on both one AN’s uplink and the other AN’s downlink, the access networks have to autonomously notify the UEs when the bit rate restriction has increased in any of its links.  If this is not performed, there can be scenarios where the video quality will be unnecessarily poor.
5. Solutions
Solution A: Preferred and more efficient

When an eNB has used the ANBR to set any bit rate restriction for video media that is below the MBR value for a UE in a link direction (UL/DL), the eNB should notify the UE whenever that restriction is lifted in that link direction until the MBR value is supported.
Solution B: Less preferred and less efficient

Require that MTSI clients frequently send ANRBQs (up to the MBR) to the eNB to determine whether an increase in bandwidth is allowed.  The eNB, if over loaded with signalling, can use its back-off timers to reduce the frequency of signalling sent from the UE, but at the expense of delaying when an increase in video rate can occur.
6. Proposal
Liaise this document to RAN2 so that eNB vendors are aware of this issue, can provide feedback, and both UE and eNB vendors can take this into consideration in their implementations.
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