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9.8.3 (MBS/MEPRO/TRAPO)
1 Introduction

2 Two forms of the URL for MBMS are discussed. The first was developed in the Kobe meeting; the second suggested there but not developed. They are both suitable (and indeed to some extent a hybrid is possible), and they both work. However, whether we need more than one form is doubtful.

3 
4 Interface

The interface is described graphically by the diagram below. All the boxes except for the yellow, bold, box are pre-existing and no change is needed, and little is desired, in them. An application might, for example, be written to use MBMS services using the MBMS API (left side of the diagram). Or, it may be written to support URLs that address ‘file’ resources, and use a generic operating system URL resolution library (‘URL Dispatch’ in the diagram) to return the identified resource when it encounters one. The “file” resource may be an entry point to a service and it may be the case that there is a default file defined for a service (just as done today if you use http to access a web site). That library, in turn, identifies the specific protocol handler from the URL scheme name (e.g. “http:”, “mbms:”), and invokes the appropriate protocol-specific handler. The interface to that handler is determined by the operating system also; internally, the MBMS handler picks apart the URL form, and, possibly using the existing MBMS APIs, initiates the acquisition of the MBMS service that permits access to the identified resource, and acquisition of the indicated ‘file’ resource from that session, and returns that resource. (There is more detail on its hypothetical behaviour below in section 3.)
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Figure 1: Position of the MBMS URL Handler
5 URL Form

5.1 Variants

The MBMS URL form may have further variants added in future. Two variants are described here, but we probably only need the second. The first was developed in the Kobe SA4 meeting.

The URL has three parts: a mandatory prefix, zero or more optional elements forming a mid-part, and an optional suffix.

The common parts are described first.
5.2 Common Elements and behavior
5.2.1 Mid-part elements

(Note that the use of “&” here is not part of a query or fragment, as there is no preceding “?” or “#”.  “&” is in the main body of URLs where it is a legal character.)

The mid-part has three elements, each optional.

1) The start-time of the viability of the URL, indicated by the string “&start=” and a decimal value.

2) The end-time of the viability of the URL, indicated by the string “&end=” and a decimal value.

3) Possibly only in the case of the first variant, zero or more indicators of the networks on which the resource is available, indicated by the string “&plmn=” followed by the PLMN-Id of a network expressed as 6 hexadecimal characters.

The start and end times are each optional and if present are expressed exactly as in SDP (see the “t=” value in [5]), i.e. as the decimal representation of Network Time Protocol (NTP) time values in seconds since 1900.
5.2.2 Suffix

The suffix consists of the string “&label=” followed by the content-label of a resource, expressed as its URI, without any escaping.

If the suffix is absent, then the MPD included in the USD is returned. [[Ed: We don’t have to do this defaulting, and it would have been cleaner if the USD had identified the root or default resource in general, rather than having special handling for DASH MPDs; then, for example, a web session could have identified the root HTML file as the default.]]
Note that the suffix may include a fragment or query identifier (preceded by “#” or “?” respectively), although query identifiers are not really relevant to the service.
5.2.3 Relative URIs

Note that the “//” means that the MBMS scheme is hierarchical and that relative URLs are permitted, and that they would be effectively composed against the label part. This means that, for example, an explicit or implied base URL in an MPD may be an MBMS URL, and that relative URLs in the MPD can be composed against that base.

[[Ed: the ‘defaulting’ to the included MPD, above, means that relative URLs may get messed up; needs study.]]
5.2.4 Common Operation
5.2.4.1 Opening 

a) if the URL has a start mid-part value, and the value is in the future, it returns an error (404?)

b) if the URL has an end mid-part value, and the value is in the past, it returns with error (404?)

5.2.4.2 Returning the resource

When the session is open, the handler locates the FDT. If the label part of the URL request does not match any content-location entry in the FDT, the resource is not available on that session and it returns 404 (not found).

Otherwise, it waits until it has received the file with the given content-location (it may be already cached), and returns it with the content-type, content-encoding, etc. as indicated in the FDT.

If the API request for the MBMS URL indicated a time-out, and the requested resource has not arrived in the time-out period, then an error is returned.

5.2.4.3 Caching and Keep-Alive
The MBMS URL handler maintains the connection open for some time (how long?) after each request, expecting further requests for other files from the same session.

The files identified in the FDT are cached. Each such file is described by a content-location, which is a URI. If that content-location URI form uses the scheme-name of another protocol (e.g. “http:”) then the resource should (must?) be cached in a cache shared between the MBMS URL handler and that other protocol. In this way, after the session is initiated, it is possible that, for example, a request to the HTTP URL handler for a resource can be satisfied by a file that has arrived and been cached by the MBMS URL handler.

When operating in an environment that permits arrival notifications (e.g. web push or other events), as each file arrives a notification may be sent.

5.3 The ServiceID form of the MBMS URL
5.3.1 Overall Form

The form described here uses a URN in the prefix part; if only this form is adopted, parsers must check for the existence of “urn:” and cease parsing if it is absent. [[Ed: we may need an explicit indication of this variant, e.g. by saying “serviceID=” after the “//” and before the URN]]. This URN form relies on the terminal reception of USD files over the MBMS signaling channel. 


5.3.2 Prefix

The prefix consists of the scheme name “mbms”, followed by a colon character and two slashes, and a URN. The prefix terminates either at the end of the URL, or at the first character not permitted in a URN (an ‘excluded character’ from the URN RFC [6], such as “&”).

The URN is formatted the same as the value of the serviceID attribute in a USD as described in [7], and will be matched to a serviceID. (Note that 26.346 explicitly describes this as a URN, not a URI, so a URL is not permitted.)

example:
mbms://urn:uuid:6e8bc430-9c3a-11d9-9669-0800200c9a66

5.3.3 

4) 
5) 
6) 


5.3.4 


5.3.5 Example

mbms://urn:uuid:6e8bc430-9c3a-11d9-9669-0800200c9a66&plmn=3a06de&label=http://www.example.com/content.mpd
5.3.6 

6 Operation of the URL Handler

6.1 Connecting to the MBMS Service

When the terminal initializes, or at some time preceding the first request to the MBMS URL Handler, the terminal’s MBMS function opens the SACH signalling channel and receives, and caches, the USDs that are sent on that channel. In those USDs it finds the unique serviceID attribute value, defined to be a URN by 26.346, and indexes the received USDs by this serviceID URN value. (This channel is REQUIRED for variant 1, but not for variant two.)

[[Ed: these handling will also be checked in order to align with the MEPRO API work. The URL form may be viewed as an instantiation of the APIs]]
6.2 Initialization of the session

Each URL is passed to the MBMS URL handler for resolution.

First:
a) the handler checks the start and end times, if present, as above
b) if the URL has one or more PLMN mid-part values, and the PLMN-ID of the current network is operating matches none of them, it returns with error (400, Bad Request?). If there are no PLMN-Ids in the URL, then the URL handler should continue and assume the resource/session are generally available, or that other means have been used to assure that the URL is only passed to terminals able to use it.
If these checks pass, the MBMS URL handler then checks to see if the serviceID of the URL matches one of the services it is already receiving (it has already initiated reception e.g. through the API). If it is already being received, it moves ahead to return the resource at the time when the resource is available.

Otherwise, since the MBMS service described by the USD is not currently open, it causes the USD with the matching ServiceID to be opened (again, possibly using the API; if a match cannot be found, it returns with error (404? Service Unavailable?). [[Ed: Note, this assumes that all USDs have arrived before any URL request is made for them; is this viable?]]
If it can be found, it causes the session to be opened. The terminal therefore starts to receive the contents of that session, particularly the FDT and the files described by it, and the terminal caches the included files as they arrive (see below for more discussion of caching).

6.3 The ‘DNS’ form of the MBMS URL

6.3.1 Overall Form

The structure of this second alternative form of the URL is the same as above (prefix, mid-part, and suffix).
The second form relies on a mapping from IP multicast address to link-level (in this case, MBMS) multicast address.  This is normal; it is done for Ethernet and related protocols, for example.
6.3.2 Prefix

In the second variant form of the MBMS URL, the prefix consists of the string mbms://  followed by a hostname, or an explicit IP4 or IPv6 address, followed by an optional “:” and a portnumber. The use of explicit IP addresses enables the DNS step to be avoided; however, the use of DNS enables the same URL to serve on many networks, resolving on each to the correct TMGI, so the explicit address form is less flexible. The default port number is [to be allocated].
Explicit IP addresses may be used only if it can be assured that they will only be served to terminals that can use them. Both the IPv4 forms (e.g. mbms://225.34.12.9.77/) and the IPv6 form using “[“ and “]” may be used (example mbms:://[2001:db8::7]/).
If an explicit address is not used (IPv4 or IPv6), then the domain name server used to resolve the name to an address MUST be ‘sensitive’ to the network on which the terminal resides, i.e. MUST return a result that is valid for that network.  (This is easily done.) If the MBMS session is not available on the network, the DNS query MUST either fail or return all zeroes in the lower part of the returned IP address.
A normal address lookup is done; the result is an IPv4 or IPv6 multicast address.  It has been suggested that an SRV record or even a new DNS record type be used. However, SRV records are not really applicable (they are used in a way akin to MX records, i.e. to find the precise server or servers for a service, given only an organization name: this is how someone@somewhere.com works – an MX record at somewhere.com indicates its mail servers). Many systems and DNS servers can not easily be configured to handle new record types; by using standard IP address we make deployment much easier.
In the case of IPv4, the address is of the form 0xE1xxxxxx where xxxxxx is the 24 bits MBMS Service ID. Since the name resolution detected and used the information as to what network the terminal is on, this is an MBMS Service ID valid for the PLMN-ID (MNC/MCC) of that network; the TMGI is just the terminal’s known PLMN-ID and this MBMS Service ID.

Similarly in the case of IPv6 the MBMS Service ID is embedded in the lowest 24 bits of the IPv6 multicast address; the entire address, including the other 104 bits MUST be a valid IPv6 multicast address.
The advantage of using explicit IP addresses is that it avoids the DNS lookup. However, DNS lookup is cheap and offers significant advantages, the most notable being that the DNS server can return a value which is valid for the network on which the device is operating.
6.3.3 Mid-Part and Suffix

6.3.4 These are exactly as above. (The PLMN-ID mid-part element might not be needed.)
6.3.5 Operation
6.3.6 First, the terminal performs the start and end-time checks, as above.
6.3.7 If we decide to include the PLMN-ID, we can also ‘pre-flight’ and check that we’re on the right network without having to do a DNS lookup; if that fails, we can return 400, Bad Request.
6.3.8 The terminal performs the DNS lookup on the hostname, if the address is not explicit. If this fails, or the result returned has zeroes for the MBMS Service ID, 400 (Bad Request) is returned immediately.
6.3.9 The MBMS Service ID is concatenated with the current PLMN-ID (MCC and MNC) to form the TMGI.
6.3.10 The current specifications permit more than one service to be made available on the same TMGI. If this URL form is in use, then there MUST be only one.
If a SACH channel is in use, the terminal finds the that USD, i.e. the one that is describing that TMGI.

The session MUST also carousel the USD as one of the delivered resources, under the content-label that is the source URL up to but not including the first “&” (note that this is the only place the name after the “/” that terminates the hostname is used). On reception of a resource with that label on the channel identified by the TMGI, the terminal can complete the bootstrap.
If the name after the “/” that terminates the hostname is a URN, then that URN is also the label of the USD, enabling it to be matched to ones received, e.g. on the SACH channel.
The rest of the operation is as for variant 1.

6.3.11 Examples

Example:  mbms://drwho.bbc.co.uk:8054/episode1.usd&start=X&label=http://bbc.co.uk/tv/drwho.mpd

DNS on drwho.bbc.co.uk yields a multicast address 0xE1xxxxxx where xxxxxx is the TMGI, and is combined by the terminal with the currently PLMN-ID (MCC/MNC) to form the MBMS Service ID. The port number is supplied explicitly here (8054).
On the channel, the USD is supplied, carouseled under the name mbms://drwho.bbc.co.uk/episode1.usd
If the ‘filename’ of the USD is a URN, then it looks like this (note the urn: after the first “/”).
Example:

mbms://drwho.bbc.co.uk:8054/urn:uuid:6e8bc430-9c3a-11d9-9669-0800200c9a66&start=X&label=http://bbc.co.uk/tv/drwho.mpd 
7 
7.1 


7.2 


c) 
d) 
e) 



7.3 



7.4 



8 In-band information

8.1 Status Code
As noted in the draft, the current multicast definitions do not include the HTTP status with the meta-information. It would be highly desirable to extend MBMS (and Flute and Fcast) to be able to deliver explicit status codes (notably 404 and re-directs).

For MBMS, this is for further study.

9 Pending Questions

What are the correct status codes for the errors (a) request outside the viability time-range, (b) request made on the wrong network (no matching PLMN-ID) or (c) request for a non-existent serviceID?

What are the caching/keep-alive periods? Can they be derived from the USD?

Do we need the ‘default resource’ capability? The USD has maybe two ways to signal ‘this MPD’; if we need it, the text needs to be clarified, and the interaction with relative URLs needs exploring.

Do we need any updates of the MBMS delivery protocol or is the URL handling a pure API question? (At this point the latter is assumed.)
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