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1. Overall Description:

SA4 thanks IETF CODEC WG for their liaison, S4-110702, regarding speech and audio coding standardization and the update on the progress of the CODEC WG. SA4 has reviewed the liaison statement and related documents. 
2. Comments on Requirements (http://tools.ietf.org/html/draft-ietf-codec-requirements-04)
SA4 notes that the reference codecs used to define the quality requirements have been limited to Speex, iLBC and G.722.1/G.722.1C. While SA4 understands the rationale behind selecting these references with regard to codec encumbrance, SA4 notes that these references and their specific operating points are not representative of the state of the art in codecs and that these requirements can be regarded as too low for the stated applications in future systems. 
The requirements document makes reference to robustness to packet losses, namely:
· Acceptable quality at 5% PLR

· Good intelligibility at 15% PLR

SA4 would like to understand how these requirements have been tested. Of particular interest would be how “acceptable quality” translate in terms of MOS and how “good intelligibility” has been assessed and whether any tests, such as Diagnostic Rhyme Test (DRT), have been conducted. 
When it comes to complexity, SA4 evaluates the computational complexity of codecs in WMOPS units; this standardized unit is also used within ITU-T. SA4 recommends to IETF CODEC WG the use of such unit which would allow a meaningful comparison between the complexities of existing codecs and the IETF internet codec.

3. Comments on Guidelines (http://tools.ietf.org/html/draft-ietf-codec-guidelines-02)
SA4 is concerned by the testing procedure of the guideline document. In particular, in section 3, the following paragraph:
   “For this reason, even if the group agrees that a

   particular test is important, if no one volunteers to do it, or if

   volunteers do not complete it in a timely fashion, then that test

   should be discarded.”

suggests that important functionality of the codec could potentially not be tested even though it is an integral part of the specified codec. SA4 would like to suggest IETF CODEC WG to avoid such a procedure since it could lead to users of the codec being mislead. SA4 believes that if important functionality is omitted fromtesting in selection and characterization then it should be removed from the codec specification. SA4 believes that if no volunteers are found, it is the responsibility of the contributing organization for the functionality to conduct the testing and characterization of that part of the codec. SA4 believes that the IETF CODEC WG should conform to what is stated in the same section of the document:
   “Characterization of the final codec must be based on the reference

   implementation only (and not on any "private implementation").  This

   can be performed by independent testing labs or, if this is not

   possible, using the testing labs of the organizations that contribute

   to the Internet Standards Process.”

If the testing and characterization of an essential feature of the codec does not prove to be possible, then SA4 recommends that the feature is not adopted in the codec specification.

4. Comments on Test results (http://tools.ietf.org/html/draft-valin-codec-results-00) 
It is not clear to SA4 what this document represents and its status within the IETF. While SA4 recognizes the efforts of the contributing companies in merging the two codec proposals, SILK and CELT into making the Opus codec, tests conducted on earlier “development” versions of the codec are not relevant to the industry and have merely historical interest. 

It is stated in the introduction that these results represent a lower bound on the quality of the codec under the assumption that the quality has improved. While this statement may seems self-evident, SA4 wonders how the IETF can guarantee that this assumption is valid. If the assumption cannot be validated then SA4 suggests that test results that have not been conducted on the final version of the codec should be removed from the report and only present results that are relevant for this final version of the codec.
Regarding the test results obtained based upon the frozen bit-stream, which SA4 consider more relevant than other tests; the document makes reference to tests being conducted by Google, Rämö et al. and HydrogeneAudio. . However, since changes to Opus were also made after the bit-stream was frozen then even these results do not necessarily reflect the performance of the final version of the codec unless this assumption is validated.
Regarding the Google test results, SA4 notes that the BS.1534-1 methodology was used, which is typically used for assessing the quality of streaming audio codecs and is potentially less suited for subjective evaluation of codecs for conversational applications. This is especially true for the narrow band codecs and the Google test results obtained for narrowband inputs, while at the same time using an a 3.5kHz anchor, compresses the voting scale and results in results which fall below the low anchor which make these results questionable. Regarding the fullband tests, while G.719 supports stereo at a transport and file format level, as is teh case for AMR-WB for example, the codec is not considered as a stereo codec and no specific stereo codec algorithm for G.719 is standardized by ITU-T. SA4 does not recommend deriving conclusions about codecs which are operated outside their standardized operation space. 

Regarding the results obtained by Rämö et al., SA4 notes that the methodology being used is a non-standardized multi-bandwidth ACR 9 methodology. The few multiband tests executed in ITU-T were run with MNRUs that span both bandwidth and distortion. The ACR MOS tests as standardized in P.800 require the use of MNRUs that span the range of quality of the codecs under test so that the results can be replicated and validated with respect to known distortions. The lack of MNRUs makes the ACR9 test results questionable.  The lack of well defined scoring rules in ACR9 causes the scores to be more variable than in the standardized MOS test, which may result in misleading conclusions. In the absence of such a reference, it is quite likely that the listener scores for the distortions observed may not uniformly span the range of scores presented. In addition, the lack of intermediate labels for the methodology (Only the extreme categories were defined with verbal description: 1 ”very bad” and 9 ”Excellent”) makes it even harder for test subjects to be able to interpret how to score conditions that are neither very bad, nor excellent.

SA4 notes that while the document states that all codec comparisons are based upon a 95% confidence interval, the statements suggesting that Opus at 20kbps is better than AMR-WB at 19.85 do not seem to be consistent with this confidence interval since the Rämö results show a very large overlap in confidence intervals between these two conditions. 
5. Comments on Codec Specification (http://tools.ietf.org/html/draft-ietf-codec-opus-07)
It is not clear to SA4 what this document represents and its status within the IETF. While SA4 recognizes the efforts of the contributing companies in merging the two codec proposals, SILK and CELT into making the Opus codec, tests conducted on earlier “development” versions of the codec are not relevant to the industry and have merely historical interest. 

It is stated in the introduction that these results represent a lower bound on the quality of the codec under the assumption that the quality has improved. While this statement may seem self-evident, SA4 wonders how the IETF can guarantee that this assumption is valid. If the assumption cannot be validated then SA4 suggests that test results that have not been conducted on the final version of the codec should be removed from the report and only present results that are relevant for this final version of the codec.
Regarding the test results obtained based upon the frozen bit-stream, which SA4 consider more relevant than other tests; the document makes reference to tests being conducted by Google, Rämö et al. and HydrogeneAudio. . However, since changes to Opus were also made after the bit-stream was frozen then even these results do not necessarily reflect the performance of the final version of the codec unless this assumption is validated.
Regarding the Google test results, SA4 notes that the BS.1534-1 methodology was used, which is typically used for assessing the quality of streaming audio codecs and is potentially less suited for subjective evaluation of codecs for conversational applications. This is especially true for the narrow band codecs and the Google test results obtained for narrowband inputs, while at the same time using an a 3.5kHz anchor, compresses the voting scale and results in results which fall below the low anchor which make these results questionable. Regarding the fullband tests, while G.719 supports stereo at a transport and file format level, as is teh case for AMR-WB for example, the codec is not considered as a stereo codec and no specific stereo codec algorithm for G.719 is standardized by ITU-T. SA4 does not recommend deriving conclusions about codecs which are operated outside their standardized operation space. 

Regarding the results obtained by Rämö et al., SA4 notes that the methodology being used is a non-standardized multi-bandwidth ACR 9 methodology. The few multiband tests executed in ITU-T were run with MNRUs that span both bandwidth and distortion. The ACR MOS tests as standardized in P.800 require the use of MNRUs that span the range of quality of the codecs under test so that the results can be replicated and validated with respect to known distortions. The lack of MNRUs makes the ACR9 test results questionable.  The lack of well defined scoring rules in ACR9 causes the scores to be more variable than in the standardized MOS test, which may result in misleading conclusions. In the absence of such a reference, it is quite likely that the listener scores for the distortions observed may not uniformly span the range of scores presented. In addition, the lack of intermediate labels for the methodology (Only the extreme categories were defined with verbal description: 1 ”very bad” and 9 ”Excellent”) makes it even harder for test subjects to be able to interpret how to score conditions that are neither very bad, nor excellent.

SA4 notes that while the document states that all codec comparisons are based upon a 95% confidence interval, the statements suggesting that Opus at 20kbps is better than AMR-WB at 19.85 do not seem to be consistent with this confidence interval since the Rämö results show a very large overlap in confidence intervals between these two conditions. 
5. Comments on Codec Specification (http://tools.ietf.org/html/draft-ietf-codec-opus-07)

SA4 notes that although "the design team believed the codec was complete by June 2011, consequently, the codec group issued a WGLC for the codec on July 8, 2011", several patches and bug fixes have been sent on IETF reflector, it is not clear to SA4 how these patches and bug fixes affect the quality of the codec. In the view of SA4 an impact assessment for each corrected bug is required. 

SA4 notes that the text description of the Opus codec is in general, somewhat unbalanced. Some parts of the codec are described in a highly detailed manner whereas other parts are very poorly described and sometimes not at all.

Experts in SA4 would like to point out that the term Super-wideband is defined by ITU-T to refer to an audio bandwidth from 50 – 14000 Hz , which requires a sample rate of at least 32 kHz. With the Opus codec, it is  claimed that Super-wideband functionality is provided with a bandwidth of only 12 kHz ,  sampled at 24 kHz. While this may not be a universally defined term, SA4 would like to point out that speech coding experts in the field agree on this definition. SA4 would therefore recommend that this term is not used when referring to 24kHz sampled audio signals.

It is mentioned that the codec supports VBR and could support CBR “with sufficient effort”, it is not clear what this means? In the same context, it is not clear what near-CBR is?

It is not clear from the specification text what parts of the codec are normative and which parts are informative, While the specification states that only the decoder is normative, there are still parts of the decoder that are optional, for example the PLC for the CELT part. This does not seem to apply to the SILK part of the algorithm. 

SA4 notes that important design parameters for the opus codec are not described. For instance, the Opus codec description and C-code provides no information and no means to estimate the complexity of the codec, similarly, the description of DTX mode is missing.

There are several instances where SA4 experts have observed a mismatch between the text specification of the codec and the C-code. For instance, warped LPC is not described in the text while it is used in the C-code, on the other hand, some algorithms described in the specification text are not implemented in the source code (e.g. the switching between SILK and CELT at speech/music and music/speech frame transitions). 
Some parts of the C-code seem to be never used or not optimized: SA4 believes some significant work will still be needed for efficient implementation without redundant additional complexity. There also appears to be a ,mismatch between the command line help and the readme file. 

In the view of SA4 experts, the code distribution is still in need of improvements and a clean-up. For example there are still developer comments in the code such as “TODO”, the test vectors are missing from the distribution and there are inconsistencies between the SILK part of the code and the CELT part of the code. For example, there is extensive use of two alternatives of the same shift operation in different parts of the code, i.e.:
/** Arithmetic shift-right of a 16-bit value */

#define SHR16(a,shift) ((a) >> (shift))

While in other parts, other operators are used :

#define SKP_RSHIFT16(a, shift)             ((a)>>(shift))             // shift >= 0, shift < 16

Similarly, types are very inconsistently defined, while certain types are defined as:

#define SKP_int         int                     /* used for counters etc; at least 16 bits */

#define SKP_int64       long long

#define SKP_int32       int

#define SKP_int16       short

#define SKP_int8        signed char

Other types are defined as:

   typedef short celt_int16;

   typedef unsigned short celt_uint16;

   typedef int celt_int32;

   typedef unsigned int celt_uint32;
where both the way the definition is made and the name of the types are different while serving similar functionalities.

SA4 is surprised that the IETF Internet Wideband Codec does not provide any additional functionality to support use over the internet, even as informative parts. Functionalities such as Adaptive Jitter Buffer Management, Time-scaling support (time shortening/stretching), which are essential for good VoIP operation, are not provided. In addition, there is no evidence that the codec has been tested with real-world VoIP delay and error profiles operating with these functionalities. 
6. Goals of the IETF codec WG
It has been the understanding of SA4 that a critical goal of the IETF CODEC WG, as clarified in “Liaison Statement on codec discussions within the IETF” S4-100426, is the ability to widely distribute a codec on the Internet and that payment of royalties is a hindrance to widespread adoption and open availability. It is also the understanding of SA4 that IETF had concluded that the goal of widespread and open availability of a codec on the Internet was one that could not easily be met under the existing processes of other SDOs, and that this requirement was unique relative to functional ones which are certainly readily fed into existing processes within ITU, 3GPP and MPEG. There now appears to have been significant changes to the goals of this codec activity in IETF. We note that the current proposal is to standardize the new codec with RAND (Fair Reasonable and Non Discriminatory - with Possible Royalty/Fee) licensing terms, which seems to be at odds with the original goal of an unencumbered codec. SA4 would be interested to know to what extent the critical goal of an unencumbered codec has been fulfilled and what now differentiates this codec work from similar codec standardization activities in 3GPP, ITU-T and MPEG. 

7. Conclusion 
SA4 would appreciate receiving more detailed information about the testing (selection and characterization tests) of Opus which have been or are being conducted in IETF. 
Furthermore, noting that the major goals for the creation of the CODEC WG in IETF was the delivery of a codec that enjoys widespread adoption and open availability, and which is optimized for use over the internet (e.g. Jitter, time-scaling....), SA4 would be interested to know to what extent these critical objectives have been or are planned to be met.
8. Date of Next TSG–SA WG4 Meetings:

TSG–SA WG4 Meeting #66, 7 - 11 Nov 2011 Jeju Island, Korea 
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