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1 Introduction
Segment and Subsegment Alignment had been an ongoing discussion in MPEG DASH and 3GPP. We believe that this is not a matter of technology, but a matter of detailed understanding of the underlying problems. It had been deferred at SA4#63 to further offline discussion at the last minute. For example people mentioned that sub-segment alignment should be segment alignment for sub-segments. Others mentioned that sub-segment alignment is much more constraining the encoding than segment alignment, which is actually also not the case.
We provide background on the discussion in section 2 and a draft CR to address the issues discussed in the background section. 
2 Background

2.1 Specification on Segment Alignment in Rel-9

	
	
	segmentAlignmentFlag
	A
	
	OD

Default: false
	When set to ‘true’, indicates that all presentation start and end times of media components of any particular media type are temporally aligned in all Segments across all Representations with the same value of the duration attribute on Representation level in this Period. The presentation end time of a media component is defined as the sum of the presentation time of the last sample and the duration of the last sample.


The following applies for Segments being used in Representations: 
· If the segmentAlignmentFlag 

· is set to ‘true’, it indicates that all presentation start and end times of media components of any particular media type are temporally aligned in all Segments across all Representations with the same value of the duration attribute on Representation level in this Period. Such aligned Representations are referred to as “segment-aligned Representations.” 
· is set to ‘false’ or if any Representation is contained in a non-zero group and if the Period contains multiple Representations, 

· then at least one ‘sidx’ box shall be present in each Media Segment. This ‘sidx’ shall document the decoding_time for all tracks present in this Representation.

· proper track alignment shall be ensured for each movie fragment which is indexed in the second loop of any ‘sidx’ box. If the tracks of the referenced movie fragment are not aligned and if a ‘sidx’ does not provide the track alignment for a movie fragment, then a ‘tfad’ box shall be present for the referenced movie fragment.

· is set to ‘true’ and all Representations are contained in group zero, and if the tracks are not time-aligned at the segment start, then either the ‘sidx’ (for a Media Segment) or ‘tfad’ (for at least the first movie fragment in the Media Segment) shall be provided.
2.2 Specification on Segment Alignment in Rel-10 and MPEG
	
	
	@segmentAlignmentFlag
	OD

Default: 
false
	When set to ‘true’, indicates that all presentation start and end times of media components of any particular media type are temporally aligned in all Segments, except possibly the last one, across all Representations with the same value of the @duration attribute on Representation level in this Period.



	
	
	
	@startWithRAP
	O
	When 'true', indicates that all Segments in the Representation start with a RAP (both in terms of data and in terms of presentation time). The presentation time of the RAP shall either be provided explicitly by the Segment Index or, if the @segmentAlignmentFlag is true, may be inferred from the presentation time of the last sample of the previous segment.


2.3 What does it mean?

The segment alignment in Rel-9 was introduced in the following context. Without the availability of a global segment timeline, in particular w/o the sidx (includes global presentation time of the first media sample of a reference track) or the tfdt (provides global decoding time in the segment), it is necessary that the segments are created such that after switching Representations, each of the segments across the switchable Representation does have EXACTLY the same duration in terms of presentation time. This requirement resulted from two use cases:

· the use of the tfad for component synchronization w/o a global timeline

· the use of the MPEG-TS without a global timeline across Representations as considered by the OIPF in their HAS specification. Note that OIPF always jointly mandates the use of bitStreamSwitchingFlag set to TRUE and startWithRAP set to true.

The segmentAlignmentFlag definition in its original proposal has some severe implications on the content generation, namely:

1. The @duration attribute needs to be used to obtain a good estimate of the accurate global timeline of the first sample of the media segment. However, the @duration attribute is typically not accurate on sample level for different reasons.

2. At segment boundaries switching can be applied without requiring the discarding of decoded samples (from the come-from Representation) and the discarding encoded samples (typically in the go-to Representation). This means that displaying the content in segment k-1 of the come-from Representation and the starting decoding and displaying of segment k in the go-to Representation is feasible. This typically means that the k-th segment of the go-to Representation starts with a "Random Access Point" for each contained media component. What qualifies a "Random Access Point" should be defined by the specific decoder specification, namely it should be defined how the bitstream needs to be constructed such that starting from the index the bitstream is compliant and that the first presented sample of this bitstream is correctly presented. Note that for this clean switching operation it is only of relevance that the goto-Representation does have a "Random Access Point" to enable this switching. The presence of a "Random Access Point" in the come-from Representation is not relevant for the seamless switching case. For more discussion on RAP, see below.
3. Furthermore, this "first presented sample" needs to be accurately placed in the global media presentation timeline. Without external information on the exact presentation time, this presentation time needs to be inferred from the presentation of the previous segment. Therefore, the sampling/frame rate in each of the Representations needs to be identical as otherwise there is no way to maintain the exact global presentation time. Despite this may be considered ignorable, it may result in a significant problem in case of multiple back-and-forth switching as the timeline will drift as samples are presented with the wrong duration. This effect may get severe especially in the case where multiple Representations are presented jointly. Lip sync problems will eventually occur.
Segment alignment is initially independent of the placement of RAPs. However, in the combination with switching, placement of RAPs is essential to avoid the discarding of encoded and decoded samples. In DASH, RAPs are referred to as Representation Access Points, a functional definition that provides both, the byte index Irap and the global media presentation Trap for each RAP. There are two ways to signal RAPs
· startWithRAP set to TRUE means that each segment starts with a RAP. Functionally it means that Irap is set to 0 and Trap is the presentation time of the first sample in the segment. Without the segment index, Trap is not explicitly signalled. However, with segmentAlignmentFlag set to True, it is inherent that Trap is such that it immediately follows the presentation time of the last sample of the come-from Representation in segment k-1.

· contains_RAP in Segment Index: In this case, Irap and Trap are explicitly signalled. 
Assume now that the segmentAlignmentFlag is set to true. From the RAP discussion, to enable seamless non-overlapping switching at segment boundaries, setting startWithRAP to true is not essential. Only some Representation may signal an Irap at the beginning of the segment by using the segment index and seamless switching in the "segment alignment sense" is feasible. However, the consequence is that if there is a RAP at the beginning of a segment (regardless whether this is signalled through the startWithRAP flag for all Representations, or only for selected Representations using the sidx), and the segmentAlignmentFlag is set to true, seamless switching without discarding of encoding and decoding samples is feasible. 

In Release-10, the presence of the tfdt is mandatory. This solves the issues that are discussed in 1 and 3 above. Remaining is only the issue 2 from above, namely that segmentAlignmentFlag set to true guarantees switching to a go-to Representation with RAP at the beginning of the segment from any Representation that is included in the set of segment aligned Representation without requiring discarding encoded and decoded samples.

So the first aspect to clarify is if segmentAlignmentFlag set to true in Release-10 shall express exactly the requirement in 2 above. Our proposal is to do so. 
Question is how to express this appropriately as specification text ... Before attempting to re-invent the wheel, let's look at MPEG DASH subsegment alignment.

2.4 MPEG Specification on Sub-Segment Alignment

This is what the MPEG DIS says about subSegmentAlignment.
	
	
	
	@subsegmentAlignment
	OD

default:
false
	Assume the following definitions:

· The Earliest Presentation Time of a subsegment is defined to be the earliest presentation time of any sample in the reference stream of the subsegment. The Latest Presentation Time of a subsegment is defined to be the Presentation Time of the latest sample in the reference stream of the subsegment that has a Presentation Time less than the Earliest Presentation time of the next subsegment.

If the subsegmentAlignment for a Group is set to ‘true’, all following conditions shall be satisfied:

· Each Media Segment shall be indexed (i.e. either it contains a segment index or there is an Index Segment providing an index for the Media Segment)

· For every subsegment with contains_RAP =1, the TRAP value of the first RAP in the subsegment shall be the earliest presentation time of any sample of the reference stream of the subsegment in which it appears, 

· For any two representations, A and B, and any k, the Earliest Presentation Time of the kth subsegment of A shall be greater than the Latest Presentation Time of the k-1th subsegment of B.


2.5 Relaxed Segment Alignment Definition
As mentioned in section 2.3, the relaxed segment alignment definition for Rel-10 should only take into account the encoded and decoded sample discarding issue. We need a definition - so how about this one:
Assume the following definitions:

The Earliest Presentation Time of a segment is defined to be the earliest presentation time of any sample in the reference track of the segment. 

The Latest Presentation Time of a segment is defined to be the presentation time of the latest sample in the reference track of the segment that has a Presentation Time less than the Earliest Presentation Time of the next segment.

If the @segmentAlignmentFlag for a set of Representations is set to ‘true’, then for any two representations, A and B, within this set and for any segment index k, the Earliest Presentation Time of the k-th segment of A shall be greater than the Latest Presentation Time of the (k-1)-th segment of B.

This is awfully close to the sub-segment alignment definition from above, except that the subsegment alignment includes two further conditions, namely 

1. that indexing shall be used

2. that the subsegment shall start with a RAP if contains_RAP is signalled.

The first condition is unnecessary for segment alignment as the information given by the segment index (subsegment index and subsegment duration) is provided inherently for segment alignment.
The second condition seems to point to a small flaw in the definition of the contains_RAP flag in the segment index. Some discussion on this follows in section 2.6.

In summary, the segment alignment flag set to true and the subsegment alignment flag set to true shall signal the conditions, that segments and subsegments at the same position (identified by the index of the segment or the presentation time in the Segment Index) have no overlap in presentation times for all Representations and any Segments/Subsegments in the set of aligned Representations.
Note however, that there is none of the following consequence are true:

· if segment alignment flag is set to true, then sub segment alignment flag shall also to be set true

· if subsegment alignment flag is set to true, then segment alignment flag shall also to be set true
2.6 What is start with RAP and contains RAP about
Under the assumption of the definition in section 2.5, segment alignment and sub-segment alignment are only partly useful when it comes to switching as there is no guarantee that at segment and sub-segment boundaries there is also a Representation Access Point. Therefore, switching may be possible, but this may result in a presentation gap until the next RAP. It may also require that encoded samples may have to be dropped until the next RAP.
The signalling of startsWithRAP set to true guarantees this behaviour for segments. Therefore, the combination of segmentAlignmentFlag set to true and startsWithRAP to true provides exact information to the client that it can switch at segment boundaries across the set of aligned Representations.
The Segment Index provides the information, if the subsegment contains a RAP. The Segment Index also contains information on the Trap of the RAP, but if RAP_delta_time is greater than zero, then the first sample if not a RAP and discarding of decoded samples is necessary. In this case the alignment information is of no use as the come-from Representation needs to be decoded beyond the sub-segment boundaries.
Therefore, "good" RAPs in terms of Segment Index signalling are RAPs, for which contains_RAP is set to 1 and RAP_delta_time is set to 0. Therefore, for cases where the segment alignment is set to true and the startsWithRap is set to false, it should be recommended that for enabling easy switching at segment boundaries at least for a subset of the Representations the first Segment Index box shall have contains_RAP set to 1 and RAP_delta_time set to 0.

In addition, the conditions for sub-segment alignment should be reformulated:
If the subsegmentAlignment for a Group is set to ‘true’, all following conditions shall be satisfied:

· Each Media Segment shall be indexed (i.e. either it contains a segment index or there is an Index Segment providing an index for the Media Segment)

· For every subsegment with contains_RAP =1, the RAP_delta_time shall be set to 0. , 
· For any two representations, A and B, and any k, the Earliest Presentation Time of the kth subsegment of A shall be greater than the Latest Presentation Time of the k-1th subsegment of B.

Alternatively, the conditions may be relaxed such that it basically just ensures to have no sample discarding in case the there exists a good RAP. This is not proposed, but if this increases the acceptance of the use of the subsegmentAlignment, it may be considered.
If the subsegmentAlignment for a Group is set to ‘true’, all following conditions shall be satisfied:

· Each Media Segment shall be indexed (i.e. either it contains a segment index or there is an Index Segment providing an index for the Media Segment)

· For every subsegment with contains_RAP =1 and the RAP_delta_time set to 0 ,´  the following condition shall hold:For any two representations, A and B, and any k, the Earliest Presentation Time of the kth subsegment of A shall be greater than the Latest Presentation Time of the k-1th subsegment of B.

More discussion may be required on the exact definition of the RAP for the ISO base media file format and different media codecs. The authors understanding is that the Representation Access Point provides an index to a compliant bitstream, for which the first sample that is displayed has global presentation time Trap.
2.7 Why is Alignment and clean RAP good?

As the summary of the discussion it is clear that time instances in a media presentation for which 

· decoding and presenting Representation 1 up to certain clearly defined position (define as byte index in segment)
· starting with Representation 2 from a clearly defined position

· this action providing a seamless switching experience

are excellent positions to be exposed to clients in the MPD and Segment Index. In fact, a large amount of clients will only be able to do seamless switching at such positions. Therefore, content authors shall be aware to add such positions with a sufficient frequency to enable good user experience.
2.8 What should be changed and added in Release-10?

Based on all of this discussion, we believe the following changes should be applied to 3GPP Release-10 TS 26.247.

· Clarification on the exact meaning of segment alignment according to section 2.5

· Add recommendations on how to combine segment alignment with start with RAPs
· Addition of subsegment alignment in the Release-10 specification taking into account what is defined in MPEG with the suggested minor changes and add recommendations similar to the segment alignment.
2.9 What would this mean for MPEG?

For MPEG, the exactly same changes as in 2.7 shall be applied for segment formats based on the ISO base media FF. 

However, what happens for the MPEG-2 TS? The MPEG specification should be checked carefully that any of such changes do not affect the MPEG-2 TS.
3 Proposal
We propose to take into account the proposed changes in section 2.8. A draft CR is provided below.
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8.4.2 Period

	
	
	@segmentAlignmentFlag
	OD

Default: 
false
	Let the Earliest Presentation Time of a segment be the earliest presentation time of any sample in the reference track of the segment and let he Latest Presentation Time of a segment be the presentation time of the latest sample in the reference track of the segment that has a Presentation Time less than the Earliest Presentation Time of the next segment.
When is set to 'true', then for the set of all Representations with the same value of the @duration attribute on Representation level in this Period, for any two representations, A and B, within this set and for any segment index k, the Earliest Presentation Time of the k-th segment of A shall be greater than the Latest Presentation Time of the (k-1)-th segment of B.




	End of Change 1


	Change 2


8.4.3.2
Common Group and Representation Attributes and Elements
	
	
	
	@startWithRAP
	O
	When 'true', indicates that all Segments in all described Representations start with a RAP (both in terms of data and in terms of presentation time). The presentation time of the RAP shall either be provided explicitly by the Segment Index or, if the @segmentAlignmentFlag is true, may be inferred from the presentation time of the last sample of the previous segment.


	End of Change 2
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8.4.4.3 Group
	
	
	
	@subsegmentAlignment
	OD

default:
false
	Let the Earliest Presentation Time of a subsegment be the earliest presentation time of any sample in the reference track of the subsegment and let he Latest Presentation Time of a subsegment be the presentation time of the latest sample in the reference track of the subsegment that has a Presentation Time less than the Earliest Presentation Time of the next subsegment.
If the subsegmentAlignment for a Group is set to ‘true’, all following conditions shall be satisfied:

· Each Media Segment shall contain a Segment Index
· For every subsegment with contains_RAP =1, the RAP_delta_time shall be set to 0, 

· For any two representations, A and B, and any k, the Earliest Presentation Time of the k-th subsegment of A shall be greater than the Latest Presentation Time of the (k-1)th subsegment of B. 


	End of Change 3


	Change 4


9.4.3 Segment Alignment


Segment alignment is a specific property of a set of Representations.
Let the Earliest Presentation Time of a segment be the earliest presentation time of any sample in the reference track of the segment and let he Latest Presentation Time of a segment be the presentation time of the latest sample in the reference track of the segment that has a Presentation Time less than the Earliest Presentation Time of the next segment.

If the @segmentAlignmentFlag set to 'true', then for the set of all Representations with the same value of the @duration attribute on Representation level in this Period, for any two representations, A and B, within this set and for any segment index k, the Earliest Presentation Time of the k-th segment of A shall be greater than the Latest Presentation Time of the (k-1)-th segment of B.

Segment alignment is most beneficial in combination with Representation Access Points at the start of at least a subset of Representations as this combination provides a simple means to switch Representations. Therefore, if @segmentAlignmentFlag set to 'true' is recommended to either also set the @startWithRAP set to 'true' or to provide at least for a subset of the Representations segments for which the first Segment Index box sets the contains_RAP to 1 and the RAP_delta_time to 0. 

	End of Change 4
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9.4.4 Subsegment Alignment
Subsegment alignment is a specific property of a set of Representations. Subsegment alignment provides a simple means to switch Representations at subsegment boundaries.

Let the Earliest Presentation Time of a subsegment be the earliest presentation time of any sample in the reference track of the subsegment and let he Latest Presentation Time of a subsegment be the presentation time of the latest sample in the reference track of the subsegment that has a Presentation Time less than the Earliest Presentation Time of the next subsegment.

If the @subsegmentAlignment for a Group is set to ‘true’, all following conditions shall be satisfied:

· Each Media Segment shall contain a Segment Index

· For every subsegment with contains_RAP =1, the RAP_delta_time shall be set to 0, 

· For any two representations, A and B, and any k,
 the Earliest Presentation Time of the k-th subsegment of A shall be greater than the Latest Presentation Time of the (k-1)th subsegment of B. 

9.4.5 Sub-Representation

	End of Change 5
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