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1 Background

1.1 Introduction

This section reproduces snippets of the Release 10 draft, for ease of reference.
1.2 Specification Snippets
If present, the MPD attribute availabilityStartTime gives the earliest time at which the Media Presentation is available at the server. 

If present, the MPD attribute availabilityEndTime gives the time after which the Media Presentation will no longer be available at the server.
If present, the MPD attribute mediaPresentationDuration describes the duration of the entire Media Presentation. If not present, the duration of the Media Presentation is unknown.
Each Period has an attribute start. 

For live services, the sum of the start attribute of the Period and the MPD attribute availableStartTime specifies the availability time of the Period in UTC format, in particular the first Media Segment of each Representation in this Period.

For on-demand services the start attribute of the first Period shall be 0. For any other Period the start attribute specifies the time offset between the start time of the Period relative to the start time of the first Period. 

Each Period extends until the start of the next Period, or until the end of the Media Presentation in the case of the last Period. 

If the duration of the last Media Segment of any Representation in a Period is significantly shorter than the value of the duration attribute for this Representation, or if the duration attribute for this Representation is not present, then MPD shall either include at least the start attribute of the next Period or, in case this is the last Period in the Media Presentation, include the mediaPresentationDuration attribute.
	
	availabilityStartTime
	A
	
	CM

Must be present for type=”Live”
	Gives the availability time (in UTC format) of the start of the first Period of the Media Presentation. 



	
	availabilityEndTime
	A
	
	O
	Gives the availability end time (in UTC format). After this time, the Media Presentation described in this MPD is no longer accessible. When not present, the value is unknown.

	
	mediaPresentationDuration
	A
	
	O


	Specifies the duration of the entire Media Presentation. If the attribute is not present, the duration of the Media Presentation is unknown.

	
	minimumUpdatePeriodMPD
	A
	
	O
	Provides the minimum period the MPD is updated on the server. If not present the minimum update period is unknown. 

	
	minBufferTime
	A
	
	M


	Provides the minimum amount of initially buffered media that is needed to ensure smooth playout provided that each Representation is delivered at or above the value of its bandwidth attribute.

	
	timeShiftBufferDepth
	A
	
	O


	Indicates the duration of the time shifting buffer that is available for a live presentation. When not present, the value is unknown. If present for on-demand services, this attribute shall be ignored by the client. 

	
	Period
	E
	1..N
	M
	Provides the information of a Period

	
	
	start
	A
	
	M
	Provides the accurate start time of the Period relative to the value of the attribute availabilityStart time of the Media Presentation. 

	
	
	
	SegmentInfo
	E
	1
	M


	Provides Segment access information.

	
	
	
	
	duration
	A
	
	CM

Must be present in case duration is not present on period level and the Representation contains more than one Media Segment.
	If present, gives the constant approximate segment duration. The attribute must be present in case duration is not present on Period level and the Representation contains more than one Media Segment. If the Representation contains more only one Media Segment, then this attribute may not be present.
All Segments within this SegmentInfo element have the same duration unless it is the last Segment within the Period, which could be significantly shorter.


	
	MediaSegment
	1 … N
	Describes the accessible Media Segments.

	
	
	startTime
	1
	The approximate start time of the Media Segment in the Period relative to the start time of Period. To obtain the start time of the Media Segment in the Media Presentation, the start time of the Period needs to be added for On-Demand services. For live services, in addition also the value of the availabilityStartTime attribute needs to be added.


The MPD may be changed during the Media Presentation. 

If the attribute minimumUpdatePeriodMPD is provided then the client derives the next time to check whether the MPD has been updated on the server, referred to as CheckTime, as the sum of the time when the previous update of the MPD was requested and the minimumUpdatePeriodMPD.

If the minimumUpdatePeriodMPD is not provided, external means may be used to deduce the CheckTime of the MPD, if applicable. 
Generally, Segments are only available for any time NOW between availabilityStartTime and availabilityEndTime. For times NOW outside this window, no Segments are available.

In addition, for live services, the Media Segment list is further restricted by the CheckTime as defined in section 7.3.4 together with the MPD attributes timeShiftBufferDepth such that only Media Segments for which the sum of the start time of the Media Segment and the Period start time falls in the interval [NOW-timeShiftBufferDepth-duration, min(CheckTime, NOW))] are included. 
2 History

At the last SA4 meeting I tried to get the equations clear, and got general consensus on an email … until we discovered in plenary that the re-fetch rule in some people's minds was not based on wall-clock time, and that, in fact, this did not represent a shared understanding.

(Section 3.2, below).  It became clear in plenary that it's media-time, not wall-clock, that is used for this check.

I think it would be good to get the right set of equations, and the equations that they imply, down on paper, at least for us, if not for readers of the specfication.  I am pretty sure that these are incomplete, wrong, and so on. Is it worth getting them right (even if only as an exercise to see if we’re all on the same page)?
3 Discussion

3.1 Definitions

Let the following symbols be

publicationWCTMPD be the wall-clock Publication time of a single MPD instance (UTC).
republicationWCTMPD be the Replacement time of that MPD (i.e. when the next instance becomes available at the same URI)

fetchWCT be the most recent wall-clock Fetch time (or re-fetch) of an MPD instance by the client 
timeshiftBufferDepth be the timeshift Buffer depth (a period)

clientNowWCT be the client's Now (current wall-clock time)
clientCurrentMediaTime be the Current media playback time for a client (expressed in UTC, on the axis of the media presentation, as described by the period start times)

earliestPeriodStartTime be the Earliest period start time

lastDescribedMediaTime be the Last described media time (for a playlist, the end of the last described segment; for a template, the end of the segment identified by endIndex, if any) 
MPDDuration be the declared media presentation Duration, if any, in the MPD

clientThresholdDuration be a suitable client Threshold period (for example, minimumBufferDepth) -> 
3.2 Mistaken Rules and Equations

If MinimumUpdatePeriod is not specified in an MPD, then either external means are used to determine it (such as a priori knowledge, or HTTP cache headers), or the limit on the MPD validity is determined by other means (such as a failure on fetching a media segment, see below).

For any fetchWCT in the period publicationWCTMPD to republicationWCTMPD, the server maintains the MPD validity (including that available segments can, in fact, be fetched) so that a client need not update (i.e. the MPD remains valid) for a period of at least MinimumUpdatePeriod after fetchWCT.  [wrong; the client can operate in the timeshiftbuffer for longer than this]
This means that at the server, for any time T in the interval publicationWCTMPD through republicationWCTMPD + MinimumUpdatePeriod, clients must be able to fetch segments with start times in the interval T- timeshiftBufferDepth through T  (i.e. the timeshiftBuffer works, and the client can operate with an MPD for at least the minimumUpdatePeriod after it succeeds in fetching that MPD).

This means that a client may should ensure that the MPD is current by re-fetching the MPD if clientNowWCT >= fetchWCT + MinimumUpdatePeriod.

(Equivalent: if the client only expands templates for the period fetchWCT through fetchWCT + MinimumUpdatePeriod, or trims a playlist to the same length, then the rule on fetching a new MPD when starving (below) will trigger this same MPD fetch.)

3.3 Discussable Rules and Equations
If MinimumUpdatePeriod is not specified in an MPD, then either external means are used to determine it (such as a priori knowledge, or HTTP cache headers), or the limit on the MPD validity is determined by other means (such as a failure on fetching a media segment, see below).

The client fetches a new MPD if clientCurrentMediaTime > CheckTime, i.e. if clientCurrentMediaTime  > fetchWCT + MinimumUpdatePeriod.

This means that the server cannot be sure of clients getting a new MPD until the timeShiftBufferDepth ‘forces’ their play point into this interval.  Given that segments in the interval 
[clientNowWCT – timeShiftBufferDepth - duration, min(CheckTime, clientNowWCT))] 
are included in the segment list, we’re looking for the case when the earliest material available (i.e. the earliest the client can be playing), is nonetheless past the refetch time.  That means
clientNowWCT – timeShiftBufferDepth – duration > fetchWCT + MinimumUpdatePeriod.  
This means that the server has to maintain MPD validity (i.e. the clients may be operating with an MPD) until 
(serverNowWCT == clientNowWCT) > republicationWCTMPD + MinimumUpdatePeriod + timeShiftBufferDepth + duration. 
(I note that in the specification we don’t say which duration we mean here; I assume it’s period duration).
If (a) either MPDDuration is not declared, or MPDDuration > lastDescribedMediaTime - earliestPeriodStartTime (i.e. the MPD announces less media than the declared presentation duration), and (b) lastDescribedMediaTime - clientCurrentMediaTime < clientThresholdDuration (i.e. the client risks running dry), then fetch a new MPD. clientThresholdDuration should not be larger than MinimumUpdatePeriod, which means that in an MPD, minimumBufferDepth should be smaller than MinimumUpdatePeriod also.  

[we do not currently say anything about back-off; this is not in the specification] If the fetch results in the same MPD, then the client should (client behavior is guideline only, so we cannot say must) set re-try times at M/2, M, and then M*3 in the future.  (back off).

This means that for a client that fetches two MPDs separated by a distance of MinimumUpdatePeriod, the lastDescribedMediaTime in the new one must, on average, be later than the lastDescribedMediaTime in the old one by MinimumUpdatePeriod, or more.  (That is, the server is announcing new media availability segments in a one-one correspondence with real time; maybe this doesn't need saying).

A client should not normally initiate playback with lastDescribedMediaTime - clientCurrentMediaTime <= clientThresholdDuration (i.e. "too close" to the end of the announced media).

If the client gets an error, such as 404 or other fetch failure, on a media segment, then the client should (a) ensure that its clock is accurate (i.e. that it is correctly placed on the timeline expressed by the period and segment start times) and (b) if this is the first such error since fetchWCT (i.e. the last successful fetch of the MPD), re-fetch the MPD;  if the re-fetch yields the same MPD, then this is a failure. 

When an MPD is updated, the media period in the second should overlap the media period in the first.  Formally, for two MPDs fetched at two times F1 and F2 that are separated by MinimumUpdatePeriod, lastDescribedMediaTime[1] > earliestPeriodStartTime[2], and there is at least one period in common (i.e. one period with the same start time).
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