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1. Introduction

This contribution discusses the suitability of using a source controlled variable-rate (VR) approach for the EVS codec versus a fixed-rate (FR) approach. The discussion investigates the impact on system capacity and transmission latency in an LTE system environment. The contribution concludes that VR speech coding may have negative consequences despite the potential advantage of a lower average source coding rate. It suggests the EVS codec design constraints to specify that the EVS codec in LTE system environments should operate at fixed bit rates, except for the case of DTX operation.  
2. LTE Transmission principle overview
Here follows a basic over view of the LTE Transmission, for details consult the actual specifications (3GPP TS 36.213 and references therein).

All transmissions in the LTE radio interface are controlled by the scheduler located in the eNodeB; it handles both the downlink and uplink resource allocations. Note that the scheduler is not completely specified by the LTE standard. It will rather be vendor specific. In the following description the focus is on aspects related to VoIP packet transportation. 
DL transmission can be done with high efficiency since the scheduler has full access to relevant information such as the actual DL buffer status, e.g. age and size of packets waiting for transmission. For the UL there is no direct access to the current UL buffer status; this buffer is located in the UE. Consequently, as generally acknowledged, the capacity bottleneck for VoIP over LTE is the UL transmission. Therefore the following discussion focuses on the LTE UL. 
With the UL control channel (PUCCH) each UE is provided with a recurrent opportunity to send a Scheduling Request (SR) to the eNodeB. A SR is used to inform the scheduler that there is data available in the UE. On receiving a SR the scheduler will respond after some scheduling delay, by sending an uplink grant to the UE specifying when and how much data it is allowed to send. Scheduling delay is introduced as the scheduler handles asynchronous requests from multiple UE’s. It depends on factors such as system load and possible vendor specific settings that can be related to the used scheduling algorithm. The SR is a single bit. Therefore it is only possible for the UE to signal the fact that data is available in the UL-buffer for transmission but not how much data this is. 
For VoIP there are basically two different ways of signaling uplink grants in the LTE standard:

Dynamic scheduling (the basic procedure for data transmission in LTE):

In response to a SR from the UE the scheduler allocates resources (time slot, resource blocks, modulation and coding scheme) for the UE to use; the related information is then sent to the UE within the uplink grant. Upon receiving the uplink grant the UE knows how much data and when in time it is allowed to transmit.
If the uplink grant matches the data waiting in the UL buffer the transfer can be completed. However, if the grant is too small then the scheduler must issue more uplink grant(s) to the UE to allow it to send the remaining data. To inform the scheduler how much data that remains, a Buffer Status Report (BSR) is included in the transport block. A BSR is always included in the first transmission after an SR. There are a number of trigger mechanisms for BSR and SR which can be individually configured but that is outside the scope of this contribution.

It is important to note that the size of the uplink grants that are generated in response to a SR are not specified in the LTE standard, this is open for the eNodeB designer to decide. 

Semi-Persistent scheduling (to allow for periodic data transmission)

For periodic sources (such as FR voice codecs during speech bursts) it is also possible to use a semi-persistent uplink grant (SPS-grant), if enabled at call set up. This allows the scheduler to allocate periodic resources which allows the UE to transmit a fixed amount of data periodically without waiting for the uplink grant for each transmission. During periods of speech inactivity and if DTX operation is enabled the SPS grant will typically be released in order not to allocate transmission resources when not needed. 
Another part of the physical layer is the use of Hybrid Automatic Repeat reQuest (HARQ) over the LTE radio link. The basic operation of HARQ is to use retransmissions to increase reliability of data transmission over an unreliable channel. Since HARQ is used only over LTE radio interface the round trip delay can be kept short. Note that even in normal system operation it is expected that the initial transmission may fail for 10 – 20 % of the packets. The HARQ retransmissions reduce the failure rate at the cost of increased transmission delay jitter, which is assumed to be handled by a Jitter Buffer (JB) in the play out end.
A detailed description of HARQ is outside the scope of this contribution. In the LTE specification there are different options for the HARQ retransmissions and it is worth noting that different options typically are used for dynamic scheduling and semi-persistent scheduling. A common property is that the more delay can be allocated for re-transmissions in HARQ, the more reliable LTE transmission gets. Below we show how VR vs. FR influences the delay for delivery of frames and thus influences the possibility to assign delay resources to HARQ retransmissions.
In the next section follows the discussion on how the rate behavior of the used speech codec, i.e. whether it is FR or variable-rate, affects the ability to efficiently transport VoIP traffic with low latency. 
3. Discussion

a. Dynamic scheduling
Based on the principles outlined above a comparison is made between VoIP using a FR speech codec and VoIP using a variable-rate speech codec. The comparison is based on timing diagrams for the data transmission between UE and eNodeB. The timing is simplified in a sense that the basic transmission time (SR – uplink grant – data in eNodeB without HARQ retransmissions) is assumed to constantly be 10 ms. This means that a number of sources of delay are not explicitly considered here or neglected, as e.g. delay between packet arriving in UL buffer to the next possibility to send SR in PUCCH, scheduling delay in the eNodeB, and delay for possible HARQ retransmissions. It is however the difference between the cases that are important and it is independent of these assumptions.
In general, in order to achieve high VoIP capacity in an LTE system it is important that the scheduler can generate accurately sized grants for most VoIP packets based on only the one bit SR received from the UE and other knowledge that allows the scheduler to derive accurate estimates.
For a FR codec it is obviously easy to accurately predict the required size of the grants. This size is constant and once the correct size has been found the scheduler can always send grants with that size. As long as the speech codec bit rate does not change, it is ensured that the grants will match the amount of speech data in the UL buffer. Even with occasional rate changes as seen with FR codecs when using DTX operation, it is still possible for the scheduler to use the correct grant size for most of the transmissions.  

In the following a timing diagram is shown illustrating the principle of the transmission of VoIP data when using a FR codec. It is assumed that the scheduler has identified the codec bit rate to 300 bits per frame. 
The following notation will be used: 
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Figure 1 Illustration of timing for Fixed Rate LTE VoIP transports using the SR – UL-Grant cycle for each packet. The columns on the left shows how data frames are delivered from the codec and placed in the buffer. For each frame the UE sends a SR to the eNodeB which responds with an uplink grant which is then used to transmit the data from the UE to the eNodeB. The right column shows the delay for each frame from the UE to the eNodeB.  
The figure illustrates that with one uplink grant per VoIP packet it is possible to deliver each packet with only a 10 ms transmission delay between UE and eNodeB.
When using a VR codec there are several possibilities for transmission. One solution could be to allow the scheduler to always have a fixed size first uplink grant in response to the SR and to rely on the BSR to allow for transmission of larger packets. There are however two issues with such a solution. The first issue is that high bit rate packets would require two uplink grants for their transmission, one in response to the SR and the other in response to the BSR. This would obviously increase the overall number of grants compared to the FR codec case and hence negatively impact LTE capacity. The other issue is the additional delay introduced by the BSR – uplink grant cycle, in the simplified discussion of this document this extra delay is assumed to be in the same order as the basic transmission time. 

A more sensible solution for the transmission of voice data of a VR codec at least not increasing the required number of grants compared to the FR case is discussed below and illustrated with another timing diagram. In order not to impact LTE capacity compared to the FR codec case the assumption is to use only one uplink grant per VoIP packet or one transmission for every codec frame. This case is illustrated in the Figure 2.   
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Figure 2 Illustration of timing for Variable Rate LTE transports using one UL-Grant for each packet. Here different size packets arrive from the codec (left column) to the buffer. If the buffer is empty when a packet arrives the UE sends an SR to the eNodeB which responds with an uplink grant which is then used to transmit the data from the UE to the eNodeB.  Here the grant was too small and the UE sends part of the data and a BSR. If the scheduler is limited to only send one grant per VoIP packet to save resources it must wait with the uplink grant in response to the BSR until the next frame, i.e. at least 20ms. Also here the right column shows the delay for each frame from the UE to the eNodeB. 

The figure illustrates that the inability to estimate the correct packet size of a VR codec and the constraint to maintain the number of one uplink grant per codec packet could increase the LTE transport delay to at least 30 ms. The additional delay of at least 20 ms (one frame interval) compared to the FR codec case would need to be compensated elsewhere in the transmission chain to the remote UE. This could for instance be done by reducing the number of HARQ retransmission, which however is known to affect the LTE system capacity potentially very negatively. Another possibility would be to compensate it in the receive jitter buffer of the remote UE, which however, is not advisable either since it would increase the probability of late losses for VR codec frames. The increased loss risk would especially affect packets which contain codec speech data after a rate increase of the VR codec like e.g. onset frames. Increasing the loss risk for such perceptually important frames seems very undesirable. 

The above solution is one example of a scheduler setup for a VR design. Obviously, there are other ways to implement the UL grants for a VR codec, some of them likely to be more optimal. However, the source of this document claims that for all configurations a large number of grants will be either too small or too large for the data in the UE buffer. This will negatively impact LTE capacity by an increased number of grants or by a larger delay.

b. Semi-Persistent scheduling
As the semi-persistent allocation is fixed rate for the duration of the SPS-grant this mode is most likely not suited for source controlled VR. Sending smaller packets than the allocated grant only adds padding (no blind decoding of user data in LTE) and would therefore not give any performance advantage. Using frequent changes of the SPS-grant and in order to follow the varying bit rate would also increase the jitter and consume uplink grant resources and therefore reduce the assumed gain from SPS in the first place. SPS is therefore not considered further.

4. Summary and Conclusion

To achieve low delay in LTE transport is it important that the data in the UL-buffer fits the uplink grant received in response to the SR from the UE. For fixed bit-rate codecs (and FR codecs with DTX operation) it is easily possible for the scheduler to estimate the size of the codec VoIP frame and use this to generate a uplink grant with a suitable size (at least for most of the VoIP packets). 

For source-controlled VR codecs the following issues can be identified:

· It is not clear how the scheduler would be able to react quickly enough to the rate variations in a source controlled VR codec. 

· Without this quick reaction there would be no gain from the lower source data rate as the UE would use padding to fill the allocated RB if not enough data is available in the UL-buffer. 

· When the packets are larger than the allocated bit rate there is an additional delay before the complete packet can be transferred over the LTE link and this would likely increase the late loss rate or affect the permissible number of re-transmissions in the HARQ protocol.
· If the additional delay from a BSR – uplink grant cycle is to be minimized one must use additional uplink grants, which however is a scarce resource and doing so impacts LTE system capacity.  This also leads to less efficient channel coding than sending all the data as one transport block.
From the discussion and the issues raised above it can be concluded that source-controlled VR speech codecs applied for VoIP over LTE will require additional transmission delay and, depending on the scheduling strategy, increased transmission resources, both affecting LTE system capacity or achievable speech quality. This is despite the fact that VR codecs may have advantages due to a lower average source coding bit rate than a comparable FR speech codec. It is not clear if the benefits of the lower average bit rate (compared to a FR speech codec with DTX operation) will outweigh the LTE capacity impact and the potential limitations on the achievable speech quality. From the discussion it is seen that a scheduling scheme that would aim at using the same amount of UL-grants for a VR speech codec as for a FR codec (one grant per packet) would introduce approximately 20 ms extra delay.  
It is hence suggested that unless motivated by evidence that and how these problems can be overcome VR coding for VoIP over LTE should not be used; alternatively the implied additional transmission delay of 20 ms has to be taken into account. It is proposed that the EVS codec design constraints to specify that the EVS codec in applications over LTE accesses should preferably operate at fixed bit rates, except for the case of DTX operation for which gains in the LTE system have been proven for the 3GPP AMR and AMR-WB codecs. If a VR codec approach should be used, then the design constraints should specify a maximum algorithmic delay that is 20 ms below the maximum algorithmic delay of a FR codec, or in the simulations with JBM a target fill level of 20 ms less compared to FR case must be used. In addition, it needs to be investigated in how far the expected higher delay for higher-rate packets leads to higher loss probabilities of these packets with the resulting perceptual impact.
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