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1 Introduction
Contribution S4-100405 described some of the complexity involved in timing recovery when switching using the Segment Index. It was agreed on the basis of that contribution to live with that complexity, rather than making changes to the specification.

This contribution examines the switching process in more detail, considering both the case with and without a Segment Index.

In the case without Segment Index, seamless switching is possible only if a certain strict segment alignment property holds amongst the streams. We examine this property in detail and propose that the Segment Alignment flag be defined to imply this property. We believe the intention of the Segment Alignment Flag was to signal that seamless switching is possible at Segment boundaries, but the current definition does not imply the necessary properties.

In the case with a Segment Index, we identify a corner case in which switching may not be seamless. This issue would be resolved if the Segment Index provided presentation times instead of decode times. We show that all other uses for timing in the Segment Index can operate equally well with presentation times instead of decode times and propose that the Segment Index times be redefined to be presentation times.
2 Stream switching without Segment Index

2.1 Arbitrary switch points

This section addresses the case in which no information is available about the relationships between streams or the positions of Random Access points within the streams.

In this case it is necessary for a client that wishes to switch rate to speculatively download a Segment from the new stream that overlaps in time with Segments of the old stream. The client must then search the new stream data for a Random Access Point within the overlap, which can then be used as the switch point.

If no such Random Access Point exists then additional overlapping data must be downloaded until one is found.

In the case of a switch down of media rate, this process is very likely to result in a pause in playout unless the client is operating at rates well below the available bandwidth.

Note that the above assumes that the Segments of the new stream can be correctly placed on a common timeline with the old stream. As noted in S4-100405 this is not possible unless absolute timing information is provided, for example in the Track Fragment Decode Time box.

2.2 Segment alignment

We understand the purpose of the Segment Alignment flag is to indicate that Segment Boundaries are aligned in some precise way that enables seamless switching.

There are two cases to consider, with and without the property that every Segment starts with a RAP (StartsWithRAP flag).

If StartsWithRAP is false, then the client must follow an approach similar to Section 2.1 above and download overlapping data. In this case it is to be hoped that the Segment Alignment property enables the new Segment to be correctly placed on a common timeline with the old representation.

This is indeed possible if we require the scope of the Track Fragment Adjustment Box to cover all representations (in the case that the Segment Alignment Flag is set). Specifically, the Track Fragment Adjustment boxes of the first fragment of the nth Segment of each Representation must specify correct relative alignment of all the tracks in all the Representations, for any n.

In this case, the client downloads the nth Segment of both the old and new representations (in order to obtain some overlap in which to search for a RAP) and correct relative timing can be recovered from the Track Fragment Adjustment boxes. It is not in fact even necessary for the media in each Segment to cover precisely the same time interval in each Representation.

If StartsWithRAP is true, then it is to be hoped that seamless switching can be achieved without downloading overlapping data. This does require the media in each Segment to cover precisely the same time interval in each Representation, but timing recovery is more difficult:

Suppose the client downloads Segment n of Representation 1 and Segment n+1 of Representation 2 and hopes to play them seamlessly. The Segments certainly contain the correct media data to enable seamless playout, the question is only how to get the timing right. The Track Fragment Adjustment Box does not provide timing in this case, since it is required to provide only correct relative timing for the Fragment in which is appears and other Fragments starting at the same time. The TFAD of Rep 1, Seg n cannot be used in combination with the TFAD of Rep 2, Seg n+1.

For media types where each sample has an intrinsic presentation duration and there are no gaps between samples this is a non-issue. Audio has these properties. Video samples, however, have a presentation duration which depends on the frame rate, or can even vary from frame to frame. When switching between two representations with different frame rates, it is not clear what the presentation duration of the last sample of the old stream should be. The problem may be even more significant for Text samples: the timing of subtitles in different languages may be completely different.

It is also not correct to assume that the decode time of the first sample of the new segment should be equal to the decode time of the last sample of the old segment, plus its decode duration. This is because the ISO Base Media File Format requires an initial offset between decode and composition time to account for subsequent frame re-ordering. This initial offset may be different between representations but is unknown unless the client has the first segment of both representations.

One solution to this problem is to require absolute timing within the fragments, such as would be provided by the Track Fragment Decode Time box in the Draft Amendment to ISO 14496-12.

Another solution would be to rule out the above issues when the Segment Alignment Flag is set and require that the correct decode time of the first sample of any segment is given by taking the decode time of the last sample of the preceding segment from any Representation and adding the decode duration. It is to be investigated whether this restriction is viable for Text tracks.

3 Switching with Segment Index

When the Segment Index Box is present, the client must first identify the Segment of the new stream to which it would like to switch. This is likely the segment containing the earliest composition time (Tend) for which no data has been requested from the old stream.

The client then consults the Segment Index for that Segment to identify a suitable Random Access Point as switch point. This is ideally the latest RAP that is no later than Tend.
How does the client identify Tend?
In the case that the headers of the latest requested Fragment of the old stream have been received, the client may examine the sample tables to determine Tend. This does have the disadvantage that the streaming process needs to perform detailed parsing of the ISO Base Media File Format down to the sample table level – such detailed parsing is otherwise not required until the media presentation stage of the media pipeline.

However, if such headers have not yet been received, the client may use the information from the Segment Index Box of the Segment of the old stream containing the latest requested Fragment. This provides the decode start and end times of each Fragment. Using the end decode time, the client can approximate Tend.

Two issue can arise out of the use of this approximation.

· The approximation may be earlier than the real presentation end time. This may cause to the client to download overlapping data when in fact a RAP at exactly the real Tend was available. This is not unlikely if the content had been specifically prepared with aligned fragments.

· The approximation may be later than the real presentation end time. This may cause the client to choose a RAP in the new stream that is too late, causing a drop of a few frames at the switch point.

These issues could be resolved by providing the real presentation start and end times in the Segment Index.

In considering this proposal, we consider the other purposes for fragment start and end times in the Segment Index and examine whether these purposes are better served by use of Decode or Presentation times.

· Scheduling of requests: times in the segment index enable to client to know accurately how much media it has requested in time. Without such information the client can only estimate based on data size and stream bitrate. However the stream bitrate is a kind of “max” bitrate and the video encoding itself may be VBR, making this estimate very inaccurate. Accurate timing enables the client to avoid requesting data too far into the future and enables the client to maintain similar sized buffers for the different media components i.e. it enables accurate management of the client buffers.

For this purpose, however, accuracy of few 100ms is probably sufficient. The difference between decode and composition times is less than this, so either would suffice.

· Obtaining absolute timing for presentation: Once a fragment is downloaded, the client must obtain precise absolute timing to ensure correct presentation. As described in S4-100405, this can be achieved by combining the precise absolute decode times in the Segment Index with the Track Fragment Adjustment Box information. However, this function is performed after download of the Fragment, when mapping between Decode and Composition Times is available in the form of the Composition Offsets of the Samples themselves. Therefore this function can be performed with Presentation times, but at a cost of deep parsing of the sample tables for the Fragment.

4 Conclusion and proposal

This contribution identifies a number of problems with the existing switching and timing support which are summarised in the following table:

	Segment Index
	Segment Alignment
	Starts With RAP
	Problem
	Proposal

	No
	No
	-
	Cannot obtain timing information for new Segment when switching
	Support TFDT

	
	Yes
	No
	Correct timing requires TFAD to have inter-representation scope
	Strengthen Segment Alignment condition

or

Support TFDT

	
	
	Yes
	Cannot obtain correct timing for next Segment of new stream
	Further Strengthen Segment Alignment condition

or

Support TFDT

	Yes
	-
	-
	Cannot always determine accurate presentation end time for old stream => unnecessary download of overlap or frame drops on switch
	Provide presentation times in Segment Index


A proposal for a strengthened Segment Alignment condition is as follows:

“When the SegmentAlignmentFlag is true this implies that the Representations of the Period meet the following conditions:

(a) The Track Fragment Adjustment Boxes at the beginning of aligned Segments (those with the same start time according to the MPD) have global scope i.e. they specify correct relative alignment of all tracks of all Representations.

(b) For each media type, the decode timeline is continuous across segments of different Representations. Specifically, the decode time of the first sample of a Segment other than the first may be obtained by adding the decode time of the last sample of the immediately preceding Segment of any Representation and the decode duration of that sample.”

The corresponding Draft CRs are provided in document S4-100574 and S4-100575.
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