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1. Overall Description

Your questions and recommendations:

1) (On early NADU packets). We recommend that the specification should be clarified on this point.  In particular, we believe that clients should not send any NADU packets until one or more of the corresponding RTP media packets have been received.

2) (Relationship between playout delay and target time). We recommend that the specification be clarified on this point, and specifically that Playout-Delay be considered toward achievement of the target-time.

3) (Meaning of ‘undefined’ playout delay). We would request clarification on how a server should interpret receipt of the ‘undefined’ Playout Delay value, and whether the existing practice of treating it as zero is in line with the expectations of the specification authors.

4) (Magnitude of playout delay). The current specification does not seem to acknowledge that large values of Playout Delay may occur, nor does it make any comment on the case where a client has a large Playout Delay but chooses not to report it.  We believe this requires clarification in the specification, since in this case the server may be getting a very inaccurate picture of the client’s behaviour and health.

5) (Playout delay reporting mandatory?) Going forward, we would recommend that signalling of Playout Delay be made mandatory [or strongly recommended] on the client side.   For backward compatibility, servers would still need to deal with the case where Playout Delay is not signalled, but new clients would be required to provide it. We would like to know from the point of view of the current specification whether clients who choose to report Playout Delay can be expected to report consistently (as described above) such that servers might use Playout Delay as a clear signal of the client’s buffering state. If this is not currently the case, we would recommend that the specification be modified to require or at least strongly recommend that the reporting of Playout Delay be done consistently, if at all.

6) (Tracking whether (re-)buffering or playing). We request clarification about how a server may determine when a client is buffering vs. when a client is actively playing out data.

7) (Fast start capable servers.) The current specification does not specifically state whether 3GPP servers capable of Rate Adaptation are (in general) expected to be capable of streaming faster than real time.  We would request a clarification on this matter.  If there is an unwritten assumption that all servers have this capability, then we would request this to be explicitly stated in the specification.

8) (Client assumption of fast start.) Absent the knowledge (via such signalling or some other means) that the server is capable of faster than real-time streaming, we recommend that clients be discouraged from starting playout before the target-time is met.  We will include such a recommendation in our Best Practices document, but this might be added to the specification as well, at the discretion of 3GPP SA4.

9) (Modelling client re-buffering at the server.) We recommend that new signalling be introduced so that a client may inform the server of a nonzero rebuffering threshold.  Such signalling should be optional (client may not provide it, and so a server must deal with the absence of the signalling).   The signalling should also express the buffering threshold in terms of time (rather than bytes), since time scales better with changes in transmission bit rate.
Our responses follow.

We have examined these questions and would like to convey to you our understanding, to ensure that we have reached a mutual understanding, before we implement the changes. 

Specific responses to your questions and recommendations are as follows.

1) We agree that clients should be instructed not to send NADU before any packets have been received, as the NSN field cannot be filled in correctly in this situation.  It is clearly good practice for the server to ‘sanity check’ received values (e.g. did I ever send a packet with the sequence number NSN?); this might be good in the ‘best practices’ document you are developing.

2) We agree, and will clarify that the server can calculate the total time buffered at the client, and that playout delay contributes to this value in addition to the timestamp range (difference between the highest and lowest timestamps) for the packets reported as remaining in the buffer (i.e. from NSN in the NADU to highest-sequence-received in the Receiver Report (RR)).  We will clarify also that the client must state target time in such a way that this estimated total buffer time can be compared with it, at the server.

3) We intend to deprecate the ‘undefined’ value of playout delay, but also clarify that in all cases where it may happen (empty buffer, client paused or re-buffering, or clients that choose not to signal playout delay), zero is a suitable value for the server to use if it needs a value.  We intend to define the preferred value of playout delay when the client has an empty buffer (which we now believe should be 0), and when the client is not playing.  In the latter case, we prefer the value it would be if the client were to start playing now.

4) We intend to strongly recommend that clients always calculate and send playout delays.  Clearly the client should report playout delays, especially when they are large.

5) We agree that the playout delay is important. We do not think we can, at this stage, make it mandatory, not least because servers will have to handle clients built to the existing specification in which it is not.  However, we will strongly recommend it.  It is possible we will consider a mandate in a future release (with the warning that it was not required in previous releases).

6) We agree that deducing that the client is not currently playing is not easy.  We are looking into enabling the client to provide explicit indication of its playing/not-playing state.

7) We do not believe, in today’s specification, that clients should assume that they can ‘fast-start’, not least because at early stages of a session servers may not yet have an estimate of the available bandwidth.  We are considering addressing this in a future revision, and do not wish to add this explicit functionality now.

8) We will add a statement that it may be unsafe for clients to start playing before achieving their target time.

9) We will add a statement that clients must not re-buffer if they have achieved their target time, and almost certainly need to if the buffer is empty, and may in between.  We currently do not have agreement on adding such optional signalling, but our considerations are continuing.

2. Actions

Your review of and comment on our replies above would be appreciated as we prepare the corrigenda.  In addition, we would very much like to have the opportunity of reading your ‘best practices’ document as it may help us in our thinking and drafting.  If more issues arise in your review, please do not hesitate to raise them with us.

3. Date of Next TSG-SA4 Meetings:

TSG-SA WG4 Meeting #47
21st – 25th January 2008

Monte Carlo, Monaco

TSG-SA WG4 Meeting #48
7th – 11th April 2008
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