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Summary

This document summarises our assessment of the important criteria for the selection of the recommended codec for speech enabled services. Review of the performance results from ASR vendors shows that DSR provides substantial speech recognition performance advantages compared to the AMR voice codec that will have a very worthwhile impact on the success of speech and multimodal services. Better performance will help ensure increased revenues for operators, improve customer satisfaction with these services and reduce operator support costs.  We therefore support the position that the DSR Extended Advanced Front-end is selected for speech enable services by SA4 to bring these benefits to release 6.
Recognition performance

Recognition performance is key to the success of speech and multimodal services. It is the only criterion used in the SES recommendation criteria [1] because of its impact on the service and therefore the selection of the codec for SES. When setting the recommendation criteria, however, it was not possible to agree on a single improvement figure that constituted a worthwhile improvement in performance from DSR compared to the AMR voice codec so a compromise was reached with a so called “grey area” within which the results would be discussed further before decision. A very high bar was set for outright selection of the DSR codec (35% improvement). In Motorola’s opinion anything more than 20% reduction in word error rate constitutes sufficient justification for including a new codec for SES. One of the reasons for this is presented in the appendix where the relationship between recognition performance and customer satisfaction is presented. It is shown that improvements in recognition performance can greatly reduce the number of customers dissatisfied with a service.
Speech recognition services have been a long time coming in the market. One of the contributing reasons for this has been performance reliability. Many aspects of the technology have improved and the time is now right to develop many new revenue earning services either with speech only interfaces or in new multimodal interfaces which can be supported with the same DSR features. 
The consequence of poor performance can at worst be a service launch that fails. Poor performance in transaction processing results in loss of revenue due to incomplete transactions and a drop in repeated usage. On the other hand, good performance also means reduced cost due to lower customer support with the need for smaller call centres to handle any customer complaints and questions.
Operation over GPRS

SES are expected to be offered both over 2.5G GPRS and 3G networks. For 3G network services then it is desirable to be able to hand off to 2.5G GPRS either to extend coverage or when roaming to areas without 3G deployment. In the design constraints for SES it was determined that the max payload data rate for GPRS is 5.6kBit/s. For GPRS at 16kHz then DSR is the only codec with low enough data rate. At 8kHz then only AMR 4.75 (or possibly AMR 5.2) and DSR can be used in the uplink data rate capacity available. Comparing DSR with AMR 4.75 then the performance improvement from DSR is particularly good at 36%.
Speech Reconstruction

It is important to distinguish between 3 different application use cases:

1) Speech output from server during normal interaction with SES service. Here the speech output on the downlink will use packet voice codecs (ie. AMR or AMR-WB to give speech quality consistent with person to person communication

2) Speech reconstruction for the application use cases where it is required to listen what the user said to the recognition system. The DSR reconstruction is used for these use cases. 

3) For a few special applications where it is desired for the user to provide their own personalised voice prompts (e.g. spoken name for speaker dependent voice dialling or personal greeting in voice mail). In these cases the uplink codec can temporarily be switched using SIP negotiation to packet AMR of AMR-WB to make the recording.

The use cases for speech reconstruction are presented in [2]. There it is shown that speech intelligibility is what is important in the applications where reconstruction is used. The reconstructed speech at the server is rarely (if ever) replayed to the customer, rather it is the service engineering and design staff who will listen to it. Speech reconstruction is a necessary part of the service offering but it is not used very frequently compared to the recognition capability and when it is then its being able to understand what was spoken rather than the speech quality of the reconstructed speech that is required.
Transcription tests and intelligibility tests conducted by Dynastat have shown that that the reconstructed speech from the DSR extended Advanced Front-end meets the requirements.  SA4 previously reported this to SA in an LS [3].
Conclusion

DSR will bring substantial benefits to the success of 3GPP’s Speech Enabled Services. Therefore we support its selection by SA4 based on the greatly improved performance that it brings compared to using the AMR voice codec.
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Appendix
Relationship between customer satisfaction and recognition performance
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Figure 1: Illustration of relationship between user satisfaction and recognition performance.

Figure 1 illustrates one way of looking at the relationship between speech recognition performance and user satisfaction. For a particular service there are some users who get exceptionally good performance and others who get poor performance while the majority lie somewhere in the middle. There is a distribution in performance over the user population. Figure 1 tries to illustrate this. Word error rate is shown on the horizontal axis with lowest error rates on the right (ie 100% correct [0% errors] at the point of intersection of the Y axis). The vertical axis is the number of users out of the customer population experiencing a particular error rate. The curves show the distribution of individual performance experiences over the user population. An average taken over the whole population will give the average word error rate for the task and corresponds to what is measured in ASR performance evaluations. There are two curves shown on the graph. The blue curve corresponds to the distribution for 5% word error rate while the green curve corresponds to that for a 4% word error rate (ie a 20% improvement in performance).

We can image that for an individual user, if they obtain good enough recognition performance then they are quite satisfied with the service and will continue to use it. If the error rate is higher then they might tolerate the errors provided the service delivered what they wanted and then if the error rate was somewhat higher they will reach a point where they really notice and become dissatisfied. For illustration purposes lets suppose that a user getting worse that 8% word error rate will be dissatisfied e.g. someone getting 1 error in every 10 utterances will not be very happy. This point at beyond which users become dissatisfied is marked on the graph and the shaded areas on the left show the total number of users who are dissatisfied. 

For the blue curve (with 5% recognition word error rate) the area under the blue curve gives a total of 10% of users that are dissatisfied with the service. While for the green curve (at 4% recognition word error rate) only 3% of users are dissatisfied.

With hundreds of thousands of users of these services it apparent how important this is and the numbers of customers that it corresponds to. It is seen that a 20% reduction in error rate has shifted the number of dissatisfied customers from 10% to 3%. (a 70% reduction in the number of customer complaints!)

The real situation is, of course, somewhat more complicated than this example, since different users will have different tolerance levels. Also one can discuss about at what absolute level of performance users will cross the threshold from satisfaction to dissatisfaction (chosen at 8% for this illustration). Nevertheless, the general principles apply, and it is seen how recognition performance and customer satisfaction with the service are related and that the shape of the distributions means that there is an amplifying effect because of the consequences for the tail of the distribution. 20% reduction in word error rate gave 70% reduced customer dissatisfaction by 70% in this example.

As seen from the evaluation results from the ASR vendors the performance advantages of DSR over AMR often give performance gains of more 20%.
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Improving recognition accuracy by 20% (5% ( 4%) reduces the number of dissatisfied users from 10% to  3%.
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