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1 Introduction

In the last meeting (Tampere) a contribution was given outlining the desirability of file-format information to support the “Annex G” parameters used in streaming.  This contribution contains that originally proposed method, with small modifications to de-couple media knowledge and transport (e.g. RTP) knowledge, and also two other alternative ways to represent the same information in the file format, then discusses the advantages and disadvantages of each approach, and finally raises some questions which should help us resolve which one we take.

1.1 Original Introduction

PSS Annex G (Buffering of video) can be optionally used with H.263 and MPEG-4 Visual in PSS and MMS. PSS Annex G specifies a buffering verifier model that was designed mainly

1) to allow initial buffering in H.263 (which helps in maintaining a nearly constant visual quality),

2) to place limits on computational complexity of H.263 and MPEG-4 Visual streams, and

3) to allow server-originated transmission delay variation.

More background on the technical design is available in documents S4-010497 and S4-020044.

The buffering model of PSS Annex G can be controlled with the following parameters: pre-decoder buffer size, pre-decoder buffering period, post-decoder buffering period, and peak decoding byte rate. The values of these parameters can be transferred in the capability exchange and session set-up procedures according to PSS Annex G. Moreover, an update of the values can be transferred as a part of the response to a RTSP PLAY request.

2 Problems

Currently there is no standardized method to carry PSS Annex G parameters in 3GP files. This creates problems such as:

· How does a streaming server know which values of PSS Annex G parameters are used in encoding of the video track of a particular 3GP file? 

· Could smaller amount of buffering be used as a response to a RTSP PLAY request than announced in the SDP description? 

· How does an MMS recipient know which values of PSS Annex G parameters the MMS originator used in encoding of the transferred multimedia message?

3 Proposed Solutions

We propose that the support for PSS Annex G would be included in 3GPP TS 26.244 Rel-6 (i.e., the 3GPP file format specification). 

3.1 Design 1:  a new table in the sample table

This is the design as presented in Tampere. The design is updated to reflect the decoupling of RTP-specific transport dependencies.

3.1.1 Detailed Design

We propose addition of 3GPP PSS Annex G Box in all profiles of the 3GPP file format as described in the following subsections.

3.1.1.1 Definition

Box Types:
‘3gag’
Container:
Sample Table Box (‘stbl’)
Mandatory:
No
Quantity:
Zero or one

This box indicates the values of parameters under which the associated media track conforms to the buffering model specified in Annex G of 3GPP TS 26.234 (hereafter 3GPP PSS).

3.1.1.2 Syntax

aligned(8) class 3GPPPSSAnnexGBox() extends FullBox ('3gag', version = 0, 0){

unsigned int(16) operation_point_count;

for (i = 0; i < operation_point_count; i++){


unsigned int(32) tx_byte_rate;


unsigned int(32) dec_byte_rate;


unsigned int(32) pre_dec_buf_size;


unsigned int(32) init_pre_dec_buf_period;


unsigned int(32) init_post_dec_buf_period;


unsigned int(32) sync_sample_update_count;


unsigned int(32) shadow_sync_sample_update_count;


for (j = 0; j < sync_sample_update_count; j++){



unsigned int(32) sync_sample_number;



unsigned int(32) ss_pre_dec_buf_size;



unsigned int(32) ss_init_pre_dec_buf_period;



unsigned int(32) ss_init_post_dec_buf_period;


}


for (j = 0; j < shadow_sync_sample_update_count; j++){



unsigned int(32) shadow_sync_sample_number;



unsigned int(32) sss_pre_dec_buf_size;



unsigned int(32) sss_init_pre_dec_buf_period;



unsigned int(32) sss_init_post_dec_buf_period;


}

}
}

The presence of this box in the video media track implies that the video stream of the media track complies with PSS Annex.G, if the media-transport related packetization is done based on the parameters defined for an operation point supplied in the Annex.G box. RTP is an example of such a media-transport protocol.

3.1.1.3 Semantics

operation_point_count specifies the number of operation points characterized by a pair of transmission byte rate and decoding byte rate. Values of buffering parameters are specified separately for each operation point. The value of operation_point_count shall be greater than 0. In the following, the associated media track complies with 3GPP PSS Annex G when the indicated values of buffering parameters for an operation point are used in the PSS Annex G buffering model. 

tx_byte_rate indicates the transmission byte rate (in bytes per second) that is used to calculate the transmission timestamps of possible media-transport packets for the PSS Annex G buffering verifier as follows. Let t1 be the transmission time of the previous media-transport packet and size1 be the number of bytes in the payload of the previous media-transport packet in transmission order, excluding any present payload header and any lower-layer headers. For the first media-transport packet of the stream, t1 and size1 are equal to 0. The media track shall comply with PSS Annex G when each sample is packetized in one media-transport packet, the transmission order of media-transport packets is the same as their decoding order, and the transmission time of a media-transport packet is equal to t1 + size1 / tx_byte_rate. The value of tx_byte_rate shall be greater than 0.

dec_byte_rate indicates the peak decoding byte rate that was used in this operation point to verify the compatibility of the stream with PSS Annex G. Values are given in bytes per second. The value of dec_byte_rate shall be greater than 0.

pre_dec_buf_size indicates the size of the PSS Annex G hypothetical pre-decoder buffer in bytes that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G.

init_pre_dec_buf_period indicates the required initial pre-decoder buffering period that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz block. That is, the value is incremented by one for each 1/90 000 seconds. For example, value 180 000 corresponds to a two second initial pre-decoder buffering.

init_post_dec_buf_period indicates the required initial post-decoder buffering period that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz clock.

sync_sample_update_count specifies the number of sync samples in which at least one of the values of the buffering parameters (pre_dec_buf_size, init_pre_dec_buf_period, and init_post_dec_buf_period) changes compared to the previous sync sample in sample number order. If the Sync Sample Box is not present in the same Sample Table Box that contains this 3GPP PSS Annex G Box, the value of sync_sample_update_count shall be 0.

shadow_sync_sample_update_count specifies the number of shadow sync samples in which at least one of the values of the buffering parameters (pre_dec_buf_size, init_pre_dec_buf_period, and init_post_dec_buf_period) changes compared to the previous shadow sync sample in sample number order. If the Shadow Sync Sample Box is not present in the same Sample Table Box that contains this 3GPP PSS Annex G Box, the value of shadow_sync_sample_update_count shall be 0.

sync_sample_number specifies the first sync sample in a set of sync samples. The set of sync samples contains all sync samples of the media track in sample number order until the next value of sync_sample_number (exclusive) of the same operation point or until the end of the stream, if no next value of sync_sample_number exists. The indicated values of buffering parameters are valid when decoding starts from any sync sample in the set of sync samples and lasts until the end of the stream. The values of sync_sample_number for each operation point shall appear in ascending order. When the same Sample Table Box that contains this 3GPP PSS Annex G Box contains a Sync Sample Box and the entry_count in the Sync Sample Box is greater than 0, the value of sync_sample_number shall be equal to one of the values of sample_number in the Sync Sample Box. When same Sample Table Box that contains this 3GPP PSS Annex G Box contains a Sync Sample Box and the entry_count in the Sync Sample Box is equal to 0, the value of sync_sample_number shall be equal to any valid sample number.

Informative note: When same Sample Table Box that contains this 3GPP PSS Annex G Box contains a Sync Sample Box and the entry_count in the Sync Sample Box is equal to 0, every sample is a random access point.

ss_pre_dec_buf_size indicates the size of the PSS Annex G hypothetical pre-decoder buffer in bytes that guarantees pauseless playback from the indicated sync sample until the end of the stream under the assumptions of PSS Annex G. The value of ss_pre_dec_buf_size shall be equal to or smaller than pre_dec_buf_size of the same operation point.

ss_init_pre_dec_buf_period indicates the required initial pre-decoder buffering period that guarantees pauseless playback from the indicated sync sample until the end of the stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz block. 

ss_init_post_dec_buf_period indicates the required initial post-decoder buffering period that guarantees pauseless playback from the indicated sync sample until the end of the stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz clock. The value of ss_init_post_dec_buf_period shall be equal to or smaller than init_post_dec_buf_period of the same operation point.

shadow_sync_sample_number specifies the first shadow sync sample in a set of shadow sync samples. The set of shadow sync samples contains all shadow sync samples of the media track in sample number order until the next value of shadow_sync_sample_number (exlusive) of the same operation point or until the end of the stream, if no next value of shadow_sync_sample_number exists. The indicated values of buffering parameters are valid when decoding starts from any shadow sync sample in the set of shadow sync samples and lasts until the end of the stream. The values of shadow_sync_sample_number for each operation point shall appear in ascending order. The value of shadow_sync_sample_number shall be equal to one of the values of shadowed_sample_number in the Sync Sample Box of the same Sample Table Box that contains this 3GPP PSS Annex G Box.

sss_pre_dec_buf_size indicates the size of the PSS Annex G hypothetical pre-decoder buffer in bytes that guarantees pauseless playback from the indicated shadow sync sample until the end of the stream under the assumptions of PSS Annex G. The value of sss_pre_dec_buf_size shall be equal to or smaller than pre_dec_buf_size of the same operation point.

sss_init_pre_dec_buf_period indicates the required initial pre-decoder buffering period that guarantees pauseless playback from the indicated shadow sync sample until the end of the stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz block. 

sss_init_post_dec_buf_period indicates the required initial post-decoder buffering period that guarantees pauseless playback from the indicated shadow sync sample until the end of the stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz clock. The value of sss_init_post_dec_buf_period shall be equal to or smaller than init_post_dec_buf_period of the same operation point.

3.1.2 Overview of this design decision

This design introduced a new box in the Sample Table Box, because

· PSS Annex G can be used for both H.263 and MPEG-4 Visual. Thus, the use of the sample entry box or decoder specific info structure of the corresponding codec would be clumsy. Moreover, the process to change the sample entry box or decoder specific info structure of H.263 or MPEG-4 Visual may not be straightforward (to maintain compatibility with older versions).

· Introduction of a new sample entry box type would have prevented Rel-4 and Rel-5 clients to decode Rel-6 files including PSS Annex G signaling, because the ISO base media file format specifies:

If the ‘format’ field of a SampleEntry is unrecognized, neither the sample description itself, nor the associated media samples, shall be decoded.

A multiple of operation points characterized by the values of peak decoding byte rate and transmission byte rate can be used. Each operation point may have different parameter values for initial buffering periods and pre-decoder buffer size. Peak decoding byte rate is selected as a parameter characterizing an operation point due to the following reasons:

· PSS clients can indicate their capabilities according to section 5.2 of TS 26.234, and one of the defined capabilities is VideoDecodingByteRate. 

· The initial pre- and post-decoder buffering periods and the pre-decoder buffer size are a function of decoding byte rate. For example, if a steady 15-fps output rate is desired, a QCIF-sized intra frame in the middle of the stream takes 4000 bytes (32000 bits), and the decoding byte rate is 8000 bytes / sec, the hypothetical decoding process of the intra frame takes half a second according to Annex G. To compensate the hypothetical decoding time, the initial post-decoder buffering period has to be half a second and the post-decoder buffer has to be capable of storing 8 frames. If the decoding byte rate is 32000 bytes / sec, the initial post-decoder buffering period has to be one eighth of a second and the post-decoder buffer has to be capable of storing only 2 frames.

· PSS servers can select the announced Annex G buffering values in the SDP description (see section 5.3.2.2 of TS 26.234) according to the indicated VideoDecodingByteRate capability.

Transmission byte rate is selected as a parameter characterizing an operation point due to the following reasons:

· If the file to be decoded is accessed from a local mass storage, the transmission byte rate corresponds to the access rate to the local mass storage and can be very high. When decoding from a file, decoders do not have to store incoming coded data to a dynamic pre-decoder buffer in RAM, but rather the file can be considered to reside entirely in a pre-decoder buffer.

· Streaming servers may transmit a stream faster than its average bitrate, when the pre-decoder buffer is sufficiently large. For relatively short streams, this could be an option to minimize the initial buffering period and maximize the available time for possible retransmissions. For long streams, the size of the pre-decoder buffer probably gets impractically large. 

A steady transmission rate in terms of bytes per second is assumed. Transmission rate variation was considered to be specific to server implementations.

Values of buffering parameters can only be signaled from a random access point until the end of the stream. Smaller buffer size and shorter initial buffering periods may be needed for playback of a definite range of the stream. However, to keep the syntax and semantics simple, such limited ranges were not considered in the design.
3.2 Design 2:  use the ‘sample groups’ introduced in AVC

In the recent extensions to support the AVC (aka H.264, MPEG-4 Part 10, and sometimes even “JVT”) video codec, the file format was extended to introduce “sample groups”.  A sample group has a definition, and then one or more samples in a track can be associated with that group.  There may be several groups of the same type, and there may be several types of group.  Each sample can be associated with at most one group of any given type.  These groups are used in AVC to support such concepts as layering, and pre-roll.

The general design for sample groups is part of the second version of the Part 12 file format, expected to be technically complete this month and be finished with balloting in June.

By using sample groups, we avoid introducing a new structural concept into the file format.  Instead, software systems which understand groups (themselves a new concept) will be able to operate.

3.2.1.1 Definition

Group Type:
‘3gag’
Container:
Sample Table Box (‘stbl’)
Mandatory:
No

This group indicates the values of parameters under which the associated media track samples conform to the buffering model specified in Annex G of 3GPP TS 26.234 (hereafter 3GPP PSS).

The presence of this box in the video media track implies that the video stream of the media track complies with PSS Annex.G, if the media-transport related packetization is done based on the parameters supplied in the Annex.G box. RTP is an example of such a media-transport protocol.

3.2.1.2 Syntax

class 3GPPPSSAnnexGGroup() extends VisualSampleGroupEntry (’3gag’)
{

unsigned int(32) tx_byte_rate;

unsigned int(32) dec_byte_rate;

unsigned int(32) pre_dec_buf_size;

unsigned int(32) init_pre_dec_buf_period;

unsigned int(32) init_post_dec_buf_period;
}
3.2.1.3 Semantics

tx_byte_rate indicates the transmission byte rate (in bytes per second) that is used to calculate the transmission timestamps of media-transport packets for the PSS Annex G buffering verifier as follows. Let t1 be the transmission time of the previous media-transport packet and size1 be the number of bytes in the payload of the previous media-transport packet in transmission order, excluding the media-transport payload header and any lower-layer headers. For the first media-transport packet of the stream, t1 and size1 are equal to 0. The media track shall comply with PSS Annex G when each sample is packetized in one media-transport packet, the transmission order of media-transport packets is the same as their decoding order, and the transmission time of an media-transport packet is equal to t1 + size1 / tx_byte_rate. The value of tx_byte_rate shall be greater than 0.

dec_byte_rate indicates the peak decoding byte rate that was used in this operation point to verify the compatibility of the stream with PSS Annex G. Values are given in bytes per second. The value of dec_byte_rate shall be greater than 0.

pre_dec_buf_size indicates the size of the PSS Annex G hypothetical pre-decoder buffer in bytes that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G.

init_pre_dec_buf_period indicates the required initial pre-decoder buffering period that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz block. That is, the value is incremented by one for each 1/90 000 seconds. For example, value 180 000 corresponds to a two second initial pre-decoder buffering.

init_post_dec_buf_period indicates the required initial post-decoder buffering period that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz clock.

3.3 Design 3:  Add to the sample entry

There is an even simpler place to put this information.  In the current design of the sample table, every sample is associated with a sample description, which both identifies (using a four-character-code) and parameterizes the media.  The parameterization is performed using boxes added to the base sample entry.  For example, an MPEG-4 video stream uses the 4CC ‘mp4v’ and an ‘esds’ box containing an elementary stream descriptor.

This design proposes allowing another box in that sample entry, with the Annex G information.  This is structurally sound, and compatible with existing manipulation software, which should ignore extra boxes it does not recognize, but carry them over when editing.

This design works best when, for a given encoder, the parameters are constant (or near enough so that their ‘ceiling’ values can be used) over long periods.

3.3.1.1 Definition

Box Types:
‘3gag’
Container:
VisualSampleEntry
Mandatory:
No
Quantity:
Zero or one

This box indicates the values of parameters under which the associated media conforms to the buffering model specified in Annex G of 3GPP TS 26.234 (hereafter 3GPP PSS).

3.3.1.2 Syntax

aligned(8) class 3GPPPSSAnnexGBox() extends FullBox ('3gag', version = 0, 0){

unsigned int(32) tx_byte_rate;

unsigned int(32) dec_byte_rate;

unsigned int(32) pre_dec_buf_size;

unsigned int(32) init_pre_dec_buf_period;

unsigned int(32) init_post_dec_buf_period;
}

3.3.1.3 Semantics

tx_byte_rate indicates the transmission byte rate (in bytes per second) that is used to calculate the transmission timestamps of media-transport packets for the PSS Annex G buffering verifier as follows. Let t1 be the transmission time of the previous media-transport packet and size1 be the number of bytes in the payload of the previous media-transport packet in transmission order, excluding the media-transport payload header and any lower-layer headers. For the first media-transport packet of the stream, t1 and size1 are equal to 0. The media track shall comply with PSS Annex G when each sample is packetized in one media-transport packet, the transmission order of media-transport packets is the same as their decoding order, and the transmission time of an media-transport packet is equal to t1 + size1 / tx_byte_rate. The value of tx_byte_rate shall be greater than 0.

dec_byte_rate indicates the peak decoding byte rate that was used in this operation point to verify the compatibility of the stream with PSS Annex G. Values are given in bytes per second. The value of dec_byte_rate shall be greater than 0.

pre_dec_buf_size indicates the size of the PSS Annex G hypothetical pre-decoder buffer in bytes that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G.

init_pre_dec_buf_period indicates the required initial pre-decoder buffering period that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz block. That is, the value is incremented by one for each 1/90 000 seconds. For example, value 180 000 corresponds to a two second initial pre-decoder buffering.

init_post_dec_buf_period indicates the required initial post-decoder buffering period that guarantees pauseless playback of the entire stream under the assumptions of PSS Annex G. Values are interpreted as clock ticks of a 90-kHz clock.

4 Discussion

The three designs have different trade-offs.  The following table outlines some of the advantages and disadvantages.

	
	Advantages
	Disadvantages

	New Sample Table
	The design can be optimized for association with the random access points (sync and shadow sync).
	This is a ‘structural’ change to the file format (when the track is edited etc., the sample numbers must be updated), and structural changes are not normally done outside the base definition.

	New Sample Group
	Uses a defined extensibility point (sample groups) and represents the data compactly.  Sample groups allow for association with sparse sets of sample (e.g. only sync samples).
	This leverages a concept only recently introduced in the file format (sample groups).

It doesn’t use shadow-sync tables, but they are deprecated for AVC and rarely if ever seen for other coding systems.

	Extended Sample Entry
	No structural change or new concepts;  very simple.
	It’s possible some systems will object to the new box in the sample entry (they should not).

If the “Annex G” information is not roughly constant over long runs, this causes fragmentation of the sample entry;  a new one is needed every time any one of these parameters changes.  This looks to decoders as if a decoder reset may be needed.


There are a few remaining questions that need to be sorted out in committee:

a) the times are represented against a fixed 90 kHz clock;  should they be against the media clock timescale as stored in the file (every other time and duration is)?

b) what are the usage modes which might lead us to prefer one of these approaches?

c) should there be similar or identical structures in hint tracks, both to permit the hinter to make adjustments (e.g. when it has subsetted redundant codings, or the hinted transmission rate is not constant etc.) and also to permit a server not to have to cross-reference the original media track?















Page: 1/8


Page: 7/8

