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1 Background

At the meeting #27 of SA4 in Munich the group discussed different interpretations of the audio quality performance requirements in the low bitrate range. The most heavily disputed issue was the question how the reference quality should be determined. This document is embedding this issue in the context of the overall selection process and provides justification for one particular interpretation, the adoption of which is proposed by the author. 

2 The issue at hand

The audio quality performance requirement for the low bitrate range, according to [1] is worded as follows:

No worse than the better of AMR-WB and MPEG-4 AAC LC at the same bitrate in any test case based on the average performance over music, mixed content and speech, and better in at least one test case.

The group unanimously agrees that the language calls for an independent quality evaluation per test case (a test case being defined by the bitrate and the number of audio channels). This includes an independent selection of the reference codec per test case. Questions have however been raised how, in a particular test case, the reference quality should be determined from the language above. Several interpretations were proposed. Certain interpretations were aiming at the actual performance of AMR-WB and/or MPEG-4 AAC LC and select the better of the two based on the performance over the whole variety of content types. Other interpretations highlighted the goal of consistent performance and promoted interpretations where the better of the two codecs would be selected on a per-item or per-content-type basis. In those cases, the averaging procedure would happen as a second step, describing the performance of a virtual codec combining the advantages of both AAC and AMR-WB.

3 The performance requirement in the context of the selection process

The intention of the performance requirement is to provide a gating criterion, used to exclude candidates providing insufficient performance from further consideration.

In the context of the current audio codec selection exercise, there is a general agreement that an improvement over the currently defined codecs is the minimum merit a candidate must provide, especially in situations where the content type for a transmission can not be determined or predicted beforehand.

Besides that, a desire was expressed to not only achieve a higher performance but to also aim for a more consistent performance over the various content types. This would require looking at each content type separately, something that is not foreseen as part of the performance requirement wording stated above.

As outlined earlier, the performance requirement is a gate-keeper rather than a decision-maker. The selection process should provide for a more detailed and closer look at the performance of each candidate passing the performance requirement. This closer look can reveal specific strengths and weaknesses and may even lead to the conclusion that even the winning codec(s) is/are not suitable as a mandatory codec. This closer look will also enable SA4 to evaluate the consistency of the performance across content types.

4  Crafting a “good” performance requirement for the purpose

The performance requirement should ensure that no codec is considered further if it does not perform better than both AMR-WB and MPEG-4 AAC LC when processing unpredictable (in terms of content type) content. Furthermore, the performance requirement should not over-interpret the performance figures available to it, i.e. require an arbitrarily increased performance in the mere hope of achieving a secondary benefit.

Looking at the issue at hand from this perspective, two questions arise which are answered in the following sub-sections.

4.1 At which performance level does a candidate demonstrate an advantage over the existing Rel.5 codecs?

In order to answer this questions, we should first rank the different interpretations of the reference quality. We have three interpretations for finding the “better of the two” reference codecs, namely “better per codec”, better per content type” and “better per item”. It becomes immediately obvious from a closer look that “better per item” is the toughest criterion, followed by “better per content type” and “better per codec”. 

The natural choice according to the first requirement for a “good” performance requirement, would be to look at the overall performance of each of the two codecs over all content and select the better of the two (“better per codec”). This is the only real solution that Rel.5 technology would offer. The other two (“better per content type” and “better per item”) would require that codecs be selected according to the content type or individual item at hand, creating the performance of a virtual codec that is not available to service providers under Rel.5.

Looking at this natural choice (“better per codec”), does it meet the goal? Does it ensure that any codec passing that criterion represents an improvement versus any of the Rel.5 codecs? 

Yes, for two reasons.

First of all, it is highly unlikely that across the various test cases (bitrates and channel configurations), the better of AMR-WB and AAC is always the same of the two, therefore neither AMR-WB nor AAC will be “no worse than” the reference determined by the “better per codec” criterion across all test cases.

Furthermore, the performance requirement language requires the candidate to be better than the reference in at least one of the test cases, a criterion which can obviously never be met by either AMR-WB or AAC.

Conclusion: Meeting the “better per codec” performance level ensures a performance improvement of the candidate versus both AMR-WB and AAC.

4.2 Can we test against other desired goals with the performance criterion as given?

It would theoretically be an option to test for a consistent performance over content types. While this will anyway be part of the further steps of the selection criteria, you could hope to make the selection easier if this question could be answered early in the process. But before we make a judgment of the merit in doing so in the gate-keeper stage already, we should evaluate whether it can be done at all.

All three ways to determine the reference quality (“better per codec”, “better per content type” and “better per item”) share one commonality. They are tested against the candidate based on the average over all test items. The only difference between the three criteria is the selection of data points when building this average. Given that, a candidate codec can always make up a weakness at a certain content type through a strength in another content type, regardless of the chosen way to define the reference quality.

Conclusion: None of the three criteria would be suited to build a pass-fail gate based on consistency of performance over content types.

Proposal

It has been demonstrated that the “better per codec” way of defining reference quality ensures an improvement over Rel.5 quality. It has also been shown that none of the criteria under discussion would allow pre-selection based on consistency of the performance. 

The “better-per-codec” method has a number of additional advantages. It is very easy to understand, it compares real codecs against each other rather than virtual compound codecs. Out of the three alternatives, it is also the one that can most obviously be derived from the actual language, making it a defendable choice without re-writing the performance criteria document.

The author therefore proposes to interpret the performance requirement language according to the “better per codec” method.

The author further urges SA4 to ensure that Figures of Merit be defined that allow to determine whether a codec performs consistently or not. The author wishes to be noted though that from his point of view an inconsistent performance as such is not critical as long as a certain minimum quality is met.

The author respectfully requests SA4 to follow his proposal.
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