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1 Overall Description

This document considers the payload formats for the carriage of pre-encrypted 3GPP media.  Pre-encrypted media is encrypted before the packetization stage.  The media formats considered are those 3GPP formats for which no-one has yet defined a packet format for pre-encrypted media: AMR and H.263.  ISMA has defined formats for AAC and MPEG-4 Video.

2 General Overview

SA4 discussions in the past have revealed that we would like content protection to cover these cases:

a) protection of content that is downloaded;

b) protection of streams;

c) protection of content that is in files but is later streamed.

The last scenario can arise when the delivery mode is uncertain, when the same content must be available both ways, or when the preparation for streaming (e.g. hinting) is done in a place different from the content preparation.

ISMA approaches this by defining how encrypted media is stored in ISO-family (e.g. 3GPP) files.  This encrypted media can then, if desired, be streamed.  This means that the process of RTP packetization and de-packetization cannot be media-aware (the media is encrypted).  This approach unifies encryption management – it is independent of whether the file is streamed or downloaded – and it is also reduces the size of the ‘tamper-proof’ environment (just the decryptor and decompressor).  In contrast, encryption of RTP payloads is much easier, but bifurcates the design, and also increases the size of the tamper-proof environment.

In general, encryption processes are sensitive to where one is in a stream.  For example, in AES-CTR (AES Counter) mode, a counter is incremented through the stream, and that counter is encrypted and XOR-ed with the content.  Being able to compute the counter value is critical to de-crypting the content. In other encryption schemes, data from the ‘previous’ block is used to encrypt the ‘next’ block.  Such state information is called an initialization vector (IV).  As long as contiguous bytes of data are encrypted, the IV for each block can be computed and need not be stored.

In addition, if multiple keys are used in a stream, one needs to know which key was used on a particular block.

Finally, it is possible that, for efficiency reasons, only some of the access units of a stream are encrypted.  Clearly the state of selective encryption must be remembered with each access unit.

The approach taken is similar to the ISMA approach;  see whether something as similar as possible to the existing payload format can be used.  This does not really ensure code commonality – the extra encryption information gets in the way – but it does attempt to enable the re-use of the features of the existing formats, which are presumably well-suited to the underlying media.

3 H.263

3.1 Review of the unencrypted payload format (RFC 2429)

The H.263 payload format in RFC 2429 is fairly straightforward.  The payload consists of a payload header, and then a contiguous set of bytes from the video stream.

The payload header can optionally include a picture header.  This ‘extra’ picture header may not be contiguous with (usually won’t be contiguous with) the bytes of the payload itself.

Packets in H.263 are normally placed at header boundaries in the video stream.  This is indicated by setting the ‘P’ bit in the payload header;  and when this is set, the initial two zero-valued bytes of the payload are omitted.

3.2 Proposal for encrypted H.263

For H.263 therefore, the major part of the problem is straightforward.  One needs an extra ‘encryption header’ in the payload format which carries the selective-encryption indicator, the IV, and the key-indicator.  Presuming that the size (and existence) of these can all be established easily in session setup (e.g. SDP), one has this extra block at least in the payload:


if (Selective_Encryption) {


unsigned bit(1)
AU-is-encrypted;


unsigned bit(7)
Reserved;

}

else AU-is-encrypted = 1;

if (AU-is-encrypted==1) {


unsigned int(IV_Length*8)


IV; 


unsigned int(Key_Indicator_Length*8) 
key-indicator;

}


The values Selective_encryption, IV_length and Key_Indicator_Length are signaled.

Once the media data has been encrypted, the ‘P’ bit can only easily be set for those places which must be a header (i.e. the start of frame).  In this case, the two bytes will have to be elided, and (at least in the case of AES-CTR mode) the stored IV incremented by two before it is placed in the packet.  The handling of the IV for other ciphers may be harder.

It may not be possible to place extra picture headers in the stream in this case, and so the question of whether they are in the clear or encrypted is probably moot.  However, the specification should state whether they are, may be, or are not encrypted.  If they are, or may be, then a second data block such as the one above would be needed.

<VRC??>

4 AMR and AMR-WB

AMR and AMR-WB present more of a challenge.

4.1 Review of the unencrypted payload format (RFC 3267)

The existing pre-encrypted formats define a payload table of contents, which is followed by the actual payload bytes.  The payload table of contents is a list of entries, each of which contains three important indicators:

a) an end-of-list indication (last frame);

b) the frame-type;

c) the frame quality indicator.

The frame-type, in turn, implies the frame size.

4.2 Problem Discussion

There are a number of problems here.  

4.2.1 Encryption of the Frame-type indication

The most obvious is that constructing the table of contents relies on the frame type indication, and if all the media bytes are encrypted, then this indication is also.  It is then not possible to construct the payload table of contents.  As we have previously discussed, this also makes it impossible to store more than one frame/sample, as the frame boundaries cannot then be found.

We have previously suggested that in the case of encrypted media, only one frame per sample should be stored.  This enables the packetizer to know that each file-format sample is a frame.  The compact sample size table can help manage the file format size-information overhead.

In addition, the pre-encrypted media has the frame-type indicators interspersed with the data.  In the RTP payload format, they are pulled out into the TOC.  This means that the byte-sequence to feed to the decryptor is not linear in the packet.

4.2.2 Interleave

The payload format also allows for interleave.  The pattern is regular, group-oriented interleave.  Each packet indicates that it is (n of m), and thus there are always (m-1) frames between the ones in this packet.  Since the size of these frames is unknown if the packets containing them are lost, it is not in general possible to recover the IV for second and subsequent frames in a packet simply from the IV for the first frame – an unknown number of bytes have been omitted between the frames in an interleaved packet.  Therefore an IV per frame is needed. 

4.2.3 Bandwidth efficiency

In the case where the data is not interleaved (contiguous), then the frames may be packed without any padding between them.  In the ISMA cipher this is not a problem;  bits in the output correspond one-to-one with the input.  However, for a block-transform cipher this may make life difficult.  The octet-aligned mode may be forced in this case.

4.2.4 Speech frame CRCs

The format allows the presence of CRCs over the speech frames.  It would need to be documented whether these can be used for pre-encrypted media, and if so, how they are calculated (calculated from pre-encrypted or clear data, and themselves encrypted or not).  Since they are not part of the file media, it seems that at best they could be calculated on post-encrypted media (the unencrypted media may be unavailable when they must be calculdated), and be themselves in the clear.

4.3 Handling the frame-type issue

Of these problems, the most pressing is the first.  There are various solutions to it.

4.3.1 Use a different payload format

The easiest solution is to design a different format for pre-encrypted AMR data. This new format could indicate frame sizes explicitly, for example.

4.3.2 Infer the frame-type from the frame-size

Though the actual frame-type indicator is encrypted, it is possible to conclude what it must have been from the frame size – there is a direct reversible mapping between frame-size and frame-type.  At least, it is the frame-size that the recipient needs to be able to compute again.  This has the disadvantage of losing the true speech-quality (Q) indicator;  a value would be invented in the RTP TOC, that did not reflect the value in the stored content.

4.3.3 Don’t Encrypt Frame Indicators

The ISMA system is layered;  the actual crypto-system used is indicated with a four-character-code, which in turn defines the sample format.  Though ISMA decided to either encrypt all of each sample, or none of it, there is no reason why OMA/3GPP should follow this.  A design which allowed selective encryption within each sample could be defined.  It could be generic (with some sort of per-sample map of what was encrypted and what not), or even be AMR-specific.  An AMR-specific format could define, for example, that the frame-type bytes are never encrypted.

This approach has the side-advantage of removing the problem in files also;  we can continue to store multiple frames per sample.

4.3.4 Live with it

It is not obvious at first glance, but actually it is possible to handle the data even when the frame-type indicator is encrypted.

The IV for the first frame is known.  That IV would apply to the first byte of the first frame, which is the frame-type indicator of the first frame.  That indicator, therefore, can be encrypted and decrypted immediately.

This then gives us the frame-type, and hence the length of the first frame.  From this we can compute the IV of the second frame and so on.

Since the ISMA encryption (AES-CTR) works by XOR-ing the clear data with an encrypted counter, we can even manage the end-of-list indicator.  The matching bit in the storage format is reserved zero;  so the encrypted bit is therefore the encryption bit.  We can set the end-of-list indicator by simply flipping (XOR-ing with 1) the appropriate bit in the encrypted frame.

4.4 Handling Interleave

The interleave issue has also been encountered by ISMA.  There is really no choice but to include enough information to reconstruct the second and subsequent initialization vectors.  Since the IV information may be several bytes, it is probably better to record it as a delta.  We can also decide whether the selective-encryption and key-indicators (if used) are per-packet or per-frame.  ISMA chose to make selective encryption per-frame, but whether the key-indicator is per-frame or per-packet is signaled.  This leads to an encryption header, per frame, like this:


if (Selective_Encryption) {


unsigned bit(1)
frame-is-encrypted;


unsigned bit(7)
Reserved = 0;

}

else frame-is-encrypted = 1;

if (frameNum==0) // First frame in packet?

{


unsigned int(IV_Length*8)


initial-IV; 


unsigned int(Key_Indicator_Length*8) 
key-indicator;

}

else

{


int(Delta_IV_length*8)




delta-IV;


if (key_Indicator_Per_AU)



unsigned int(Key_Indicator_Length*8)
key-indicator;

}


4.5 Proposed RTP format for AMR and AMR-WB

I don’t have a proposal at this time for the RTP format.  I think that the various options outlined above need careful consideration.

These questions become moot, of course, if encryption of streamed media is done post-packetization.  In that case, a single encryption-header is needed on every RTP packet – after the RTP header but before any payload (header) bytes.  Such a bifurcated design is problematic only if is it required that a system be able to stream encrypted data without being able to decrypt it.

