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The International Multimedia Telecommunications Consortium (IMTC) has an activity group (PSS-AG) which plans and executes interoperability tests based on TS 26.234.   Testing is done both through file exchange (raw bitstreams, 3GPP/MP4 files, packetized streams) and using interactive server-player sessions (both virtual and at a live testing event).  The group has completed its first test cycle which ran from December 2001 through March 2002.  Nine vendors participated in the first cycle.

As part of the test process, PSS-AG collects information in an Implementation Guide which is then made available to the public.  The guide contains issues discovered through testing, and these issues may suggest a need for clarifications or corrections in the PSS specification.  In this contribution, we present some of the issues discovered during the first test cycle, along with the suggested actions.  By submitting this contribution, PSS-AG intends to spark discussion of these issues within SA4.  If SA4 agrees that changes are needed, then the appropriate CR’s may be generated during the meeting, or (in case of minor issues) presented at the next meeting.

The PSS-AG believes that regular communication with SA4 is important to ensure that the information discovered during the interop tests may be used to correct and improve the relevant SA4 documents where appropriate.

· Issue#1: Are multiple AMRSampleEntries allowed in one mp4 file track ?
During the tests, some vendors created MP4 files in which a single AMR track referenced more than one AMRSampleEntry.  This is normally allowed within the MP4 file format specification; each “chunk” of speech data is mapped to an AMRSampleEntry (or “sample description”) via the Sample to Chunk atom.  In the files in question, multiple AMRSampleEntries were used to change the frames_per_sample field dynamically, and so the number of frames in each sample could change from chunk to chunk.  Some vendors found this to be very useful.  The same technique could be used to vary other parameters such as mode_set and mode_change_period, since these are also signalled in AMRSampleEntry.  However, if this is allowed some care is needed when streaming from the file, since these two parameters are announced up front in SDP.  To properly deal with this, the server would need to read all of the AMRSampleEntries and then construct the proper values to announce in SDP.  Note that these two fields are optional in SDP, so a server could omit them and avoid the issue altogether.

Other vendors thought that the ability to have multiple AMRSampleEntries per track was of little value, and that allowing it made reading the AMR track (at a server or a player) needlessly complicated.  It was pointed out that some of the language in the current spec (particularly the definition of frames_per_sample) seems to assume a single AMRSampleEntry.  Allowing mode_set and mode_change_period to change with time has no benefit, since the server can’t signal changing values during streaming.  Vendors in this camp suggested that a restriction to a single sample entry be added to the specification.

The current PSS specification doesn’t say explicitly whether the use of multiple AMRSampleEntries per track should be allowed.  We believe that some action is needed in order to prevent interoperability problems between file authors and file readers.  Here are two possible solutions which should be considered:

1. State in TS26.234 that multiple AMRSampleEntries are allowed per track, and that any parameter defined within AMRSampleEntry may vary from chunk to chunk.

OR

2. State in TS26.234 that only a single AMRSampleEntry is allowed per track.

· Issue#2:  How should profile/level for AAC-LC be signalled in SDP ?
It is useful to signal the profile/level and object-type information for a media stream in the SDP description, so that the terminal may easily determine whether it has the capabilities to support the stream.  The usual method is to include this information via MIME parameters in the “a=fmtp” line associated with the stream.  For the case of AAC, rfc3016 defines two optional MIME parameters which may be used for this purpose:


profile-level-id

identifies the MPEG-4 audio profile/level combination


object


identifies the object type

However, the PSS specification gives no guidance on how these parameters should be used.  In the interop tests, we found that each vendor had a different interpretation of what values (if any) should be used to identify the AAC streams.  We believe some clarification is needed to enable consistent signalling among implementations, and so improve interoperability.

TS 26.234 currently recommends support for two object types: the AAC-LC object SHOULD be supported, and the AAC-LTP object MAY be supported.  Thus use of the object parameter is straightforward.  However, a profile/level combination is not given in PSS, likely because MPEG-4 audio does not define an AAC-only profile.  The PSS specification gives two restrictions: sampling rate should be limited to 48 khz, and channels should be either stereo or mono.  These types of restrictions would normally be part of the MPEG-4 profile/level definition.

We recommend that when a server wishes to identify an AAC-LC object with the PSS restrictions, it should include the following values in the “a=fmtp” line:


profile-level-id=15
MPEG-4 High Quality Audio Profile, Level 2
object=2

AAC-LC object type
Note that this particular profile/level combination is chosen because it includes the same restrictions given in the PSS specification (48 khz max sampling, at most 2 channels).  The object restriction overcomes the lack of an AAC-only profile.  To indicate an AAC-LTP object with the same restrictions, the server would use:


profile-level-id=15
MPEG-4 High Quality Audio Profile, Level 2
object=4

AAC-LTP object type

We believe this signalling is necessary because the current specification gives only recommendations for AAC, not mandates.  Thus a terminal which sees the ‘MP4A-LATM’ MIME type can’t necessarily conclude that the stream contains an AAC-LC object with the recommended PSS restrictions.  The MIME type only indicates some kind of MPEG-4 audio stream, and so more information is needed so that the terminal can decide whether or not to request the stream.

We recommend two possible solutions:

1. Mandate that profile-level-id and object be included in SDP as described above whenever the PSS-recommended objects are available in a presentation.

OR

2. Recommend the use of profile-level-id and object as described above, and clarify that if such information is not provided in SDP, the terminal might be unable to determine if it can decode the stream, and so the stream might be rejected altogether.

· Issue#3: Should transmission of streamMuxConfig for AAC-LC be restricted?
According to RFC3016 for audio, the streamMuxConfig  may be sent out-of-band (in the SDP description) or in-band (in the RTP packets).  Sending it in-band is mainly useful because it allows streamMuxConfig to be changed on the fly.  In this way the number of audio frames per packet may be varied for optimal packetization.

However, sending streamMuxConfig in-band has two disadvantages:

1. While out-of-band SDP transmission is guaranteed, in-band transmission is not.  The loss of a streamMuxConfig could leave the terminal unable to decode subsequent audio packets, until another streamMuxConfig is received.  There is also no information at the packet level that would allow the terminal to know whether a lost packet contained a streamMuxConfig or not.  The problem can be reduced by sending streamMuxConfig frequently in the packet stream, at the cost of extra bandwidth.

2. Sending streamMuxConfig in-band causes a byte alignment problem within the audio mux element, which requires the server to do unnecessary bit shifting.

For these reasons, we believe the PSS specification should mandate that out-of-band transmission of streamMuxConfig be used.   Specifically, it should require that the cpresent field be set to 0 in SDP, and that the streamMuxConfig be sent using the config MIME parameter.

· Issue#4: How does a server know the maximum RTP packet size?
During the interoperability tests, most vendors assumed that RTP packets would not exceed a “typical” path-MTU size of 1500 bytes.  However, some servers generated RTP packets larger than this (e.g. in the 2-3 kbyte range), and this caused interoperability problems with some clients.  This brings up the question of how a server should determine what the maximum packet size should be.  

For example, RFC3016 for audio and video states that the RTP payload should not exceed the path-MTU and that fragmentation should be avoided.  However, it is not stated in the RFC how the server knows the path-MTU.  It isn’t clear whether this value will be network dependent and set by the carrier, or whether a fixed value of 1500 bytes should be assumed.  We ask that SA4 provide some clarification to help resolve this issue.

· Issue#5:  Should “Range” header be mandatory in RTSP PLAY response?

During the first cycle of testing, we tested the Seek operation (i.e. PLAY with Range header), and we found that in some cases the client would not be correctly synchronized after a Seek.  The problem occurs because some server implementations do not return the Range header in the PLAY response.  In this case the client cannot correctly compute the time after the Seek (in the timeline of the original presentation).  This may cause problems with synchronization, and some clients may incorrectly display the position within the clip (e.g. on a progress bar).

To solve this problem, one of these actions may be taken:

1. Mandate that the Range header be included in the PLAY response.  This action is being considered within IETF for the next version of RTSP.

OR

2. Recommend the Range header be included in the PLAY response, and clarify that omission of the Range header may cause the client to assume an incorrect mapping between the Rtp-Time values and the time position within the clip.  This could lead to an incorrect position indication, and possible synchronization problems.
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