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1
Introduction

This report provides details on the following aspects of the Motorola candidate for the AMR Noise Suppression Solution:

· Design Constraints

· Interaction with the AMR Speech codec

· Delay

· Complexity

· Voice Activity Factor Measurements

· Objective Performance Measures

· High Level Description

2
Design Constraints

2.1
Interaction with the AMR Speech Codec

The Motorola candidate is implemented as an embedded module within the AMR speech encoder, as defined in the 1st paragraph of section 2.1.2 of v1.0 of the Design Constraints document (TD 369/99). The solution modifies only the "old-speech[ ]" buffer . It accesses the buffer after the function call to the VAD (vad1( ) or vad2( )) and before the call to the LPC analysis functions. In this way, the noise suppresser operates on the speech buffer only after the voice activity detection function is implemented, thereby avoiding compromised VAD performance.

The Motorola solution does not modify any existing tables or internal variables except for the aforementioned speech buffer. However, the Motorola candidate needs to access the variable "LTP_flag" which is part of the "vadState2" structure defined in "vad2.h". This access is required whichever VAD is activated, and whether or not DTX is activated. Therefore modifications are necessary to ensure that this signal is generated regardless of which compile time options are implemented, or whether or not DTX is active. Since these minor modifications do not change the behaviour of the existing AMR speech codec, we contend that the spirit of the design constraints is met.

Furthermore, it is noted that Figure 1 in v1.0 of the Design Constraints document may not unambiguously reflect the proper configuration when DTX is enabled.  To clarify this more fully, an amended version of Figure 1 from the Design Constraints document is included below. Clearly the fundamental constraint, i.e. that the  functions of the AMR speech encoder are not altered, is maintained in this configuration.

The Motorola AMR/NS candidate does not alter the AMR speech decoder. Additionally, exactly the same AMR/NS solution is implemented for both the uplink and the downlink.

Finally, the AMR C code with the Motorola AMR/NS solution integrated incorporates a compile-time switch to disable the noise suppresser function.


Figure 1: Verification of AMR speech encoder bit-exactness for embedded solutions (Modified)

2.2
Delay

Activation of the Motorola AMR/NS solution incurs an additional algorithmic delay of 5.0ms. If the solution is implemented externally to the speech encoder (i.e. before the speech encoder scaling and filtering operations), the additional algorithmic delay remains unchanged at 5.0ms.

The additional algorithmic delay incurred was determined as follows.  The Motorola AMR/NS algorithm uses what is known as “overlap-and-add” techniques to reconstruct speech that is noise suppressed in the frequency domain.  This process basically requires, for example, an input frame of length n+5 ms to produce an n ms output frame of speech, wherein 5 ms of the input frame is “overlapped” with the previous frame.  This method produces a delay which is independent of the positioning within the AMR system (i.e., embedded vs. non-embedded).

The figure of merit for delay (see TD251R/99) is

FOM(2) = delay(proc) + delay(algor)

Using this formula, and the agreed method for calculating the processing delay (TD33/99), the values of FOM(2) for the Motorola AMR/NS candidate are provided below, for the 3 required values of E*S*P (as defined in TD33/99)

E*S*P
FOM(2) (ms)

25
8.152

50
6.576

100
5.788

Table 1
FOM(2) for the Motorola AMR/NS Candidate

2.3
Complexity

The complexity results for the Motorola AMR/NS candidate are provided in the following table, along with the upper bounds previously set.

Quantity
Complexity Limit (Upper Bound)
Motorola Candidate NS

Number of weighted operations per second
5 WMOPS
3.976 WMOPS

Dynamic RAM
Re-use AMR speech encoder scratch pad RAM (or in the case of implementation which does not reside in the same device as the speech encoder, the available scratch pad RAM should be the same as that defined for the AMR speech encoder)
Less than the scratchpad RAM available for use by the AMR speech encoder

Static RAM
1.5 kwords
239 words.

Data ROM
1 kword 
537 words, 

Program ROM
2000 basic ETSI operations
581 basic ops

Table 2
Complexity of the Motorola AMR/NS Candidate

These figures have been calculated according to the guidelines set out in Section 2.6 of the Deliverables Document (TD370/99), with the exception of the WMOPS calculation.  For the WMOPS calculation, the AMR/NS C programs were modified such that the absolute worst-case complexity path was taken.  This method guarantees that the reported number is the absolute worst case, whereas the proposed method in TD370/99 may not provide the truly worst case figure.

A readme file has been included with the C code delivered to ETSI with additional detailed information regarding the C code.

The figure of merit for complexity (see TD251R/99) is

FOM(1) = WMOPS + 2.sRAM + (2/5).dROM + 2.pROM

where sRAM and dROM are defined as kbytes, and pROM is defined as number (1000's) of basic ETSI instructions.

Using this formula, FOM(1) for the Motorola candidate is 5.7948.

3
Voice Activity Factor Measurements

The method defined in TDs 370/99 and 363/99 was used in generating the following measures (w), as was the C code provided by Nortel Networks. The report below was generated using the tool supplied by Nortel Networks. Note that Nortel Networks are providing the measurements for the reference conditions (x and y).

Voice Activity Factor Statistics

1536 files

786912 frames

VAF with VAD1 : 0.779039 

VAF with VAD2 : 0.763652 

VAF with VAD1 (car noise): 0.775102 

VAF with VAD2 (car noise): 0.762917 

VAF with VAD1 (street noise): 0.782084 

VAF with VAD2 (street noise): 0.764563 

VAF with VAD1 (babble noise): 0.795165 

VAF with VAD2 (babble noise): 0.773009 

VAF with VAD1 (music noise): 0.747500 

VAF with VAD2 (music noise): 0.739479 

VAF with VAD1 (talker noise): 0.747500 

VAF with VAD2 (talker noise): 0.739479 

4
Objective Performance Measure

Motorola have used the tool provided by Nokia to generate the following objective performance measures (signal to noise ratio improvement SNRi and noise level reduction NPLR). The guidelines contained in annex C of the Deliverables document (TD370/99) have been used in producing these results.

The Tables below reflect the output of the tool provided by Nokia.  Table 3 gives the results for the ARCON-sourced material. Table 4 gives the results for the COMSAT-sourced material. Table 5 combines these results into one table.

Cond
Num Files
Num Frames
Noise Frames
Speech Frames
NPLR
SNRI
High power frames
SNRI_h(+/-CI)
Mid power frames
SNRI_m(+/-CI)
Low power frames
SNRI_l(+/-CI)

1a
72
93905
40.24%
59.76%
-9.50 +/-0.07
7.58 +/-0.18
83.00%
8.98 +/-0.07
7.93%
1.52 +/-0.86
9.07%
-0.02 +/-0.64

1b
24
22402
36.10%
63.90%
-9.21 +/-0.21
7.20 +/-0.42
80.02%
8.66 +/-0.21
8.45%
0.88 +/-0.69
11.53%
0.87 +/-1.16

2a
24
22402
36.10%
63.90%
-9.79 +/-0.32
7.71 +/-0.56
80.02%
9.29 +/-0.33
8.45%
1.96 +/-1.60
11.53%
0.77 +/-1.26

2b
24
22402
36.10%
63.90%
-9.48 +/-0.35
7.44 +/-0.61
80.02%
8.99 +/-0.35
8.45%
1.52 +/-2.25
11.53%
1.22 +/-1.45

3a
48
62726
39.23%
60.77%
-5.92 +/-0.25
4.76 +/-0.29
82.59%
5.49 +/-0.28
8.09%
0.93 +/-0.70
9.32%
1.46 +/-1.05

3b
48
62726
39.23%
60.77%
-5.92 +/-0.25
4.76 +/-0.29
82.59%
5.49 +/-0.28
8.09%
0.93 +/-0.70
9.32%
1.46 +/-1.05

4a
24
22402
36.10%
63.90%
-7.63 +/-0.63
6.15 +/-0.65
80.02%
7.24 +/-0.62
8.45%
1.44 +/-1.10
11.53%
1.82 +/-1.31

4b
24
22402
36.10%
63.90%
-7.45 +/-0.60
6.03 +/-0.62
80.02%
7.10 +/-0.59
8.45%
2.01 +/-1.37
11.53%
1.45 +/-1.21

5
264
291043
38.11%
61.89%
-8.14 +/-0.22
6.47 +/-0.21
81.49%
7.67 +/-0.22
8.21%
1.40 +/-0.41
10.30%
0.95 +/-0.39

6a
48
62726
39.23%
60.77%
-2.93 +/-0.25
2.07 +/-0.28
82.59%
2.53 +/-0.26
8.09%
-0.21 +/-0.48
9.32%
-0.07 +/-0.95

6b
24
22402
36.10%
63.90%
-2.79 +/-0.44
2.01 +/-0.44
80.02%
2.40 +/-0.45
8.45%
0.27 +/-0.93
11.53%
0.20 +/-0.59

6c
24
22402
36.10%
63.90%
-5.37 +/-0.63
4.54 +/-0.75
80.02%
5.05 +/-0.63
8.45%
2.44 +/-1.95
11.53%
1.56 +/-1.77

6d
24
22402
36.10%
63.90%
-5.11 +/-0.58
4.24 +/-0.64
80.02%
4.81 +/-0.58
8.45%
2.08 +/-1.74
11.53%
1.66 +/-1.93

7
24
31179
42.27%
57.73%
-4.88 +/-1.09
4.20 +/-1.05
83.87%
4.59 +/-1.09
7.58%
2.33 +/-1.45
8.54%
2.18 +/-1.90

8
24
31179
42.27%
57.73%
-1.50 +/-0.15
1.01 +/-0.17
83.87%
1.29 +/-0.15
7.58%
-0.58 +/-1.04
8.54%
-0.37 +/-0.71

9
24
31179
42.27%
57.73%
-8.83 +/-0.27
7.25 +/-0.39
83.87%
8.33 +/-0.27
7.58%
1.47 +/-2.30
8.54%
1.64 +/-1.20

10b
24
33258
0.32%
99.68%
-2.74 +/-1.22
2.61 +/-1.51
49.51%
2.69 +/-1.23
18.63%
2.11 +/-2.21
31.86%
2.65 +/-2.15

10c
24
19613
18.94%
81.06%
-9.61 +/-0.17
7.72 +/-0.46
79.27%
8.35 +/-0.15
14.99%
6.91 +/-2.47
5.74%
1.76 +/-1.21

Table 3
Objective measure output for ARCON database.

Cond
Num Files
Num Frames
Noise Frames
Speech Frames
NPLR
SNRI
High power frames
SNRI_h(+/-CI)
Mid power frames
SNRI_m(+/-CI)
Low power frames
SNRI_l(+/-CI)

1a
84
111546
38.67%
61.33%
-9.53 +/-0.06
7.89 +/-0.14
90.11%
8.76 +/-0.06
5.96%
1.41 +/-0.98
3.92%
0.71 +/-0.63

1b
28
24401
49.37%
50.63%
-9.35 +/-0.13
7.23 +/-0.27
81.24%
8.73 +/-0.12
10.38%
0.60 +/-1.09
8.38%
0.52 +/-1.01

2a
28
26560
51.05%
48.95%
-9.87 +/-0.18
7.99 +/-0.37
83.65%
9.23 +/-0.18
7.84%
1.74 +/-1.44
8.51%
1.82 +/-1.64

2b
28
25306
49.96%
50.04%
-9.58 +/-0.20
7.66 +/-0.34
82.51%
9.06 +/-0.21
9.33%
1.35 +/-1.98
8.16%
0.38 +/-0.48

3a
56
74356
33.87%
66.13%
-5.88 +/-0.26
4.78 +/-0.27
91.53%
5.24 +/-0.28
5.13%
0.55 +/-0.76
3.34%
0.40 +/-0.99

3b
28
24401
49.37%
50.63%
-5.68 +/-0.36
4.39 +/-0.37
81.24%
5.18 +/-0.37
10.38%
1.04 +/-1.27
8.38%
0.44 +/-0.57

4a
28
26560
51.05%
48.95%
-7.38 +/-0.49
6.05 +/-0.52
83.65%
6.89 +/-0.50
7.84%
1.41 +/-1.01
8.51%
2.08 +/-1.53

4b
28
25306
49.96%
50.04%
-7.13 +/-0.49
5.82 +/-0.46
82.51%
6.70 +/-0.50
9.33%
2.16 +/-1.68
8.16%
1.15 +/-1.19

5
308
338436
42.79%
57.21%
-8.12 +/-0.21
6.58 +/-0.19
87.48%
7.50 +/-0.20
7.01%
1.24 +/-0.44
5.51%
0.85 +/-0.36

6a
56
74356
33.87%
66.13%
-3.04 +/-0.23
2.17 +/-0.22
91.53%
2.48 +/-0.24
5.13%
-0.74 +/-0.75
3.34%
-0.47 +/-0.74

6b
28
24401
49.37%
50.63%
-2.66 +/-0.26
1.94 +/-0.26
81.24%
2.23 +/-0.26
10.38%
0.47 +/-0.92
8.38%
0.26 +/-0.25

6c
28
26560
51.05%
48.95%
-4.77 +/-0.61
3.66 +/-0.60
83.65%
4.32 +/-0.61
7.84%
0.58 +/-1.11
8.51%
-0.08 +/-0.82

6d
28
25306
49.96%
50.04%
-4.53 +/-0.60
3.50 +/-0.59
82.51%
4.15 +/-0.62
9.33%
0.33 +/-1.25
8.16%
0.61 +/-0.92

7
28
37190
48.25%
51.75%
-4.85 +/-1.03
4.02 +/-1.03
86.49%
4.39 +/-1.01
8.08%
2.06 +/-2.30
5.43%
1.40 +/-1.22

8
28
37190
48.25%
51.75%
-2.84 +/-0.23
2.24 +/-0.22
86.49%
2.57 +/-0.24
8.08%
0.06 +/-0.12
5.43%
0.05 +/-0.58

9
28
37190
48.25%
51.75%
-8.78 +/-0.22
7.06 +/-0.27
86.49%
8.04 +/-0.23
8.08%
0.92 +/-1.06
5.43%
0.33 +/-0.84

10b
28
38664
0.09%
99.91%
-2.77 +/-0.98
1.68 +/-0.82
47.04%
2.66 +/-0.98
16.53%
1.34 +/-1.68
36.43%
0.40 +/-0.71

10c
28
20265
13.72%
86.28%
-9.24 +/-0.16
7.57 +/-0.43
82.65%
7.59 +/-0.17
11.74%
7.78 +/-3.34
5.61%
6.88 +/-2.81

Table 4
Objective measure output for COMSAT database.

Cond
Num Files
Num Frames
Noise Frames
Speech Frames
NPLR
SNRI
High power frames
SNRI_h(+/-CI)
Mid power frames
SNRI_m(+/-CI)
Low power frames
SNRI_l(+/-CI)

1a
156
205451
39.38%
60.62%
-9.52 +/-0.05
7.75 +/-0.11
86.91%
8.86 +/-0.05
6.85%
1.46 +/-0.66
6.24%
0.37 +/-0.45

1b
52
46803
43.02%
56.98%
-9.28 +/-0.12
7.22 +/-0.24
80.58%
8.70 +/-0.12
9.34%
0.73 +/-0.66
10.07%
0.68 +/-0.76

2a
52
48962
44.21%
55.79%
-9.83 +/-0.18
7.86 +/-0.33
81.75%
9.25 +/-0.18
8.16%
1.84 +/-1.06
10.10%
1.33 +/-1.06

2b
52
47708
43.46%
56.54%
-9.53 +/-0.19
7.56 +/-0.33
81.19%
9.03 +/-0.20
8.86%
1.43 +/-1.47
9.95%
0.77 +/-0.72

3a
104
137082
36.32%
63.68%
-5.90 +/-0.18
4.77 +/-0.20
87.63%
5.35 +/-0.20
6.42%
0.72 +/-0.52
5.95%
0.89 +/-0.72

3b
76
87127
42.07%
57.93%
-5.83 +/-0.21
4.62 +/-0.23
82.26%
5.37 +/-0.22
8.65%
0.97 +/-0.64
9.09%
1.08 +/-0.70

4a
52
48962
44.21%
55.79%
-7.49 +/-0.39
6.10 +/-0.41
81.75%
7.05 +/-0.39
8.16%
1.42 +/-0.74
10.10%
1.96 +/-1.01

4b
52
47708
43.46%
56.54%
-7.28 +/-0.38
5.92 +/-0.37
81.19%
6.88 +/-0.38
8.86%
2.09 +/-1.09
9.95%
1.29 +/-0.84

5
572
629479
40.63%
59.37%
-8.13 +/-0.15
6.53 +/-0.14
84.59%
7.58 +/-0.15
7.59%
1.31 +/-0.30
7.82%
0.89 +/-0.26

6a
104
137082
36.32%
63.68%
-2.99 +/-0.17
2.13 +/-0.17
87.63%
2.50 +/-0.18
6.42%
-0.50 +/-0.46
5.95%
-0.29 +/-0.59

6b
52
46803
43.02%
56.98%
-2.72 +/-0.24
1.97 +/-0.24
80.58%
2.31 +/-0.25
9.34%
0.37 +/-0.65
10.07%
0.23 +/-0.30

6c
52
48962
44.21%
55.79%
-5.05 +/-0.44
4.07 +/-0.49
81.75%
4.66 +/-0.45
8.16%
1.44 +/-1.10
10.10%
0.67 +/-0.95

6d
52
47708
43.46%
56.54%
-4.80 +/-0.42
3.85 +/-0.44
81.19%
4.46 +/-0.43
8.86%
1.14 +/-1.06
9.95%
1.10 +/-1.02

7
52
68369
45.52%
54.48%
-4.87 +/-0.74
4.10 +/-0.73
85.22%
4.48 +/-0.73
7.84%
2.19 +/-1.40
6.94%
1.76 +/-1.09

8
52
68369
45.52%
54.48%
-2.22 +/-0.23
1.67 +/-0.22
85.22%
1.98 +/-0.23
7.84%
-0.24 +/-0.49
6.94%
-0.14 +/-0.45

9
52
68369
45.52%
54.48%
-8.80 +/-0.17
7.15 +/-0.23
85.22%
8.18 +/-0.18
7.84%
1.18 +/-1.20
6.94%
0.94 +/-0.73

10b
52
71922
0.20%
99.80%
-2.76 +/-0.77
2.11 +/-0.82
48.18%
2.67 +/-0.77
17.50%
1.70 +/-1.35
34.32%
1.44 +/-1.10

10c
52
39878
16.29%
83.71%
-9.41 +/-0.13
7.64 +/-0.31
81.04%
7.94 +/-0.15
13.29%
7.38 +/-2.12
5.67%
4.52 +/-1.74

Table 5
Objective measure output for combined ARCON and COMSAT databases.

5
Additional Points

The following notes are made with reference to v2.0 of the Stage 1 specification for AMR/NS (TD353/99).

No formal testing has been undertaken, but Motorola believes that the adoption of the Motorola AMR/NS solution will not decrease the transparency of the AMR speech codec to DTMF or other signalling tones.

Motorola believes that the implementation of this solution will not decrease speech quality when lawful intercept is in operation.

Additionally Motorola believes that this solution will not interfere with the provision or invocation of any supplementary services. Also there will be no impact on data transmission due the Noise Suppression Feature (for alternate and followed by services)

6 High Level Description

The Motorola AMR/NS solution is based on a well-established noise suppression technology, which is depicted in Figure 2.  The input signal is converted to the frequency domain via Fast Fourier Transform (FFT), from which the various frequency components are grouped into channels (similar to critical bands) and the respective channel energies are calculated.  From a comparison of the channel energy estimates to the background noise estimate, the channel signal-to-noise ratios (SNRs) are determined and summed together to form the voice metric sum, which is used to determine whether or not the estimate of the background noise should be updated.  If the voice metric sum is above a threshold, there may likely be some speech component to the input signal, and the background noise estimate is not updated.  Furthermore, the LTP_Flag indicates to the background noise estimator that the previously coded speech frame contained significant periodicity, and that the background noise estimate should not be updated.














Figure 2: Motorola AMR/NS Block Diagram

Also from the channel SNRs, a channel gain function is derived.  The basic theory of the gain function is as follows.  If the SNR of a specific channel is below a certain threshold, the respective channel gain is set to the maximum attenuation level.  If the channel SNR is above a certain threshold, the respective channel gain is set to 0 dB (no attenuation).  If the channel SNR lies between these two thresholds, the channel gain is set to a value that is proportional to the distance between the SNR and the two threshold levels.  The channel gains are then applied to the frequency spectrum of the original input signal in a manner than preserves the original phase, and is then converted back to the time domain via inverse FFT.

This NS method in effect attenuates frequencies in which there is little or no speech energy present, and allows other frequencies containing significant speech energy to pass without attenuation.

7
Conclusions

This report has shown that the Motorola candidate for the AMR noise suppression standard meets all the design constraints, including a reasonable interpretation of the bit exactness criterion. On the latter point, Motorola contend that the exception is true to the spirit of the requirement in that the changes are required only to provide access to an existing parameter value, and more importantly, because the behaviour of the existing speech encoder functions is not altered in any way.

The generic methods contained in the AMR/NS candidate have been used by Motorola in hands-free mobile applications since the mid-1980’s.  This has also been standardised as part of the EIA/TIA IS-127 Enhanced Variable Rate Codec.  The EVRC noise suppression technology has been operational in the field for nearly three years, and has been shown to be a very robust and effective technology.  Whilst the technology on which the Motorola AMR/NS is based is mature, it is by no means outdated.  Recent enhancements have been incorporated which have improved performance for the stringent AMR/NS test conditions, making it suitable for more demanding applications. 

Furthermore, one may notice that the block diagram given in Figure 2 resembles that of the AMR VAD Option 2.  In fact, virtually all programs developed for the VAD Option 2 have been reused to implement the Motorola AMR/NS candidate.  Thus, the impact to code development and time-to-market can be minimised provided that the VAD Option 2 algorithm is implemented.
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