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1	Scope 


This contribution discusses the importance of AMR Voice Activity Detection (VAD) algorithm performance consistency and further presents test results comparing the two AMR VAD algorithms that have been standardised by SMG.


2	Summary


Motorola is very concerned with the ability of the AMR VAD algorithm to maintain consistent performance characteristics across input level and SNR.  This concern is especially important in UMTS since the overall system performance depends, to a large degree, on Voice Activity Factor (VAF).  There are a wide range of performance issues that can occur as a result of a statistical voice model that is used in system planning and design that has significantly different VAF characteristics to that of the actual VAD algorithm that is used in real-world situations.  Issues such as acoustic environmental noise and input level variation should absolutely not be of concern to the systems designer.


But in the examples contained herein, Motorola has found that there is a large disparity in performance consistency between the two AMR VAD options.  These algorithms have been compared in a wide variety of background noise conditions where the input levels vary from  -16 dBov (high level speech) to -36 dBov (low level speech), and where the signal-to-noise ratios (SNR’s) vary from 0 dB (very noisy) to 30 dB (practically clean speech).


In the CAR noise case, for example, the VAF for a given input speech file for the AMR VAD Option 1 can be as low as 42% and as high as 52%, while the corresponding range for the AMR VAD Option 2 is about 48% to 51%.  Furthermore, in the “practically clean” case of 30 dB SNR, the Option 1 VAD yields a range in VAF over all conditions from 42% to 72%, while the corresponding variation of Option 2 ranges from 47% to 53%.  So, to restate this very important point: For the given speech file with almost no background noise, the AMR VAD Option 1 algorithm will exhibit a voice activity factor of somewhere between 42% and 72%, whereas the AMR VAD Option 2 algorithm exhibits a VAF between 47% and 53%.


In addition, the clipping performance (misclassification of voice as non-voice) of the Option 1 VAD was also found to be input level and SNR sensitive.  Therefore, the reliability of the VAD decision (thus quality and capacity) would be unduly influenced by variations in the environment in which the equipment is used.  In the Option 2 VAD algorithm, the performance is tuned via a “constant clipping” approach in which the goal is to maintain a nominally low objective clipping measure that is independent of input level and SNR.  On the other hand, UMTS demands what we would consider a “constant VAF” approach in which the VAF (as opposed to clipping) would be independent of input level and SNR.  While the Option 2 VAD algorithm certainly shows independence to input level, there remains the possibility of trading some negligible quality for savings in VAF.  If so desired, the Option 2 VAD algorithm provides the capability to decrease the VAD responsiveness to non-stationary background noise.  It must be stressed, however, that this optimisation would involve ONLY parameter settings, and not algorithmic changes.  Based on the information provided in the AMR specifications, we do not believe this type of optimisation is possible with the Option 1 VAD without substantial algorithmic enhancements.  We, therefore, strongly believe that the Option 2 solution is the best available technology for use in UMTS.


In summary, the results presented in this contribution clearly show that the Option 1 VAD suffers from a severe input level and SNR sensitivity deficiency, and is therefore not suitable for use in UMTS.  Motorola, therefore, recommends ONLY the standardisation of AMR VAD Option 2 by 3GPP.


3	Comparison of AMR VAD Options 1 and 2 using Objective Measures


Test results for the Option 2 AMR VAD were presented in Tdocs SMG11 325/98 and 74/99, using the EFR VAD as the benchmark for comparison.  This contribution effectively repeats the tests undertaken in Tdoc 74/99, but this time comparing the two VAD options recently standardised for use in conjunction with the AMR codec.


3.1	Database Generation


For completeness, the description of the generation of the test material, originally presented in Tdoc 74/99, is repeated here. 


In order to test the AMR VAD algorithm under sufficiently variable signal conditions and input speech, the NTT-AT Speech Database for Telephonometry 1994 was used in conjunction with the NTT-AT Ambient Noise Database for Telephonometry 1996.


The master speech file for these tests was constructed by using one sentence pair from one male and one female talker from each language within the database.  Each file was downsampled to 8 kHz using the ITU-T STL-96 flat filter, and level adjusted to –26 dBov.  The samples were then concatenated together to form a single large file.  Furthermore, approximately two seconds of silence was inserted between the files to simulate an approximate 40% voice activity factor, which resulted in a speech file length of 20,780 frames.


The various noise files were also downsampled to 8 kHz using the ITU-T STL-96 flat filter, and self-concatenated to produce a file greater in length than the master speech file.  The speech and noise were appropriately level adjusted using the ITU-T P.56 digital voltmeter and mixed to produce the designated SNR file.


3.2	Performance Data


The two AMR VAD options were tested using three types of environmental noises (car, street, and office).  Each was tested at three input speech levels (-16, -26, -36 dBov) and at six SNR’s (0, 6, 12, 18, 24, 30 dB).  Three sets of plots are presented corresponding to the three noise types used, as recorded in Figures 1 to 3.


Voice Activity Factor (VAF) is defined as the number of declared voice active frames divided by the total number of frames.


Hard Clipping Percentage is defined as the percentage of frames declared by the VAD under test as “non-voice” where the corresponding master VAD mask indicated “voice”, divided by the total number of “voice” frames in the master VAD mask.  The master VAD mask was generated by measuring the energy in each frame of the clean master speech file (-26 dBov), and declaring frames as “voice” when the energy exceeded -54 dBov.  The same master VAD mask was used for all input levels and SNR’s.


Soft Clipping Percentage is defined in Tdoc SMG11 304/98 with the exception that the artificial -55 dBov noise floor is removed.


3.2.1	Performance in Car Noise


Figure 1 shows the performance of the two VAD algorithms averaged over six different car noise samples from the reference noise database.  This comprises over 120,000 processed frames for each of the 36 data points on the plots (i.e. 6 points per curve). It can be seen that whilst the VAF for the Option 2 VAD varies by no more than 3% (across the full range of input level and SNR), the VAF for the Option 1 VAD varies by more than 10%.


Additionally, clipping as measured by both techniques (hard and soft) is nearly always significantly lower for the Option 2 VAD. Where this is not the case, the clipping percentages are generally both similar and very small (and hence insignificant) for both VAD's.


It is also worth noting that the Option 1 VAD exhibits a potential arithmetic overflow problem during the high level input, 0 dB case.  This is evidenced by the uncharacteristic upturn of the voice activity factor curve at -16 dBov input, 0 dB SNR.  This is apparent for all types of noise conditions.


3.2.2	Performance in Street Noise


Figure 2 show similar performance characteristics as the car noise case, but the difference is if anything more striking. The VAF variation for Option 2 in this case is of the order of 7% across the SNR and input level ranges used, whereas the VAF variation for Option 1 is of the order of 25%. Across the more representative range of SNR's (10dB to 30dB), superiority of Option 2 is maintained with a 4% to 5% variation for Option 2 and a 10 to 11% variation for Option 1.


Similarly, in terms of clipping, the pattern is similar to the car noise case with the partial exception of very low SNR's, where Option 1 indicates a somewhat better performance at high level input.  As in the car noise case, this may be partially due to arithmetic overflow (note upturn in VAF).


3.2.3	Performance in Office Noise


Figure 3 shows performance during a large office environment (>100 people, typing noise, telephones ringing).  Both algorithms exhibit increased VAF due to the difficulty of distinguishing wanted speech from background speech, but the Option 2 VAD remains consistent across input level and also exhibits a much lower variation in VAF compared to Option 1 (20% of variation for Option 2 compared to 50% for Option 1). Note that over a more restricted (and possibly more representative) range of SNR (15dB to 30dB), the Option 2 VAD still exhibits a much lower variation of VAF (20% variation for Option 2, nearly 35% for Option 1).


In terms of clipping, the Option 1 VAD appears superior at non-realistic SNR's for this scenario (below 5 or 6dB), but this comes at the expense of extremely high voice activity factors.  At higher SNR's Option 2 exhibits equivalent or better performance (although the clipping rates for both algorithms are not very significant for either option).  Again, Option 2 shows consistency across the input signal rage, whereas Option 1 shows significant variation.
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