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1
Background

SA4 agreed a new Work item [4] at its SA4#69 meeting to address the issue of Coordination of Video Orientation (CVO). We recall the main objective of this work item here:

The main objective of this work is to resolve the video orientation mis-alignment issues experienced in MTSI real-time video communication via interaction between MTSI video clients at both call setup and during mid-call of the video orientation for correct local rendering. The solution should be backward compatible. 

At SA4#70 the document S4-120975 [5] introduced a backward compatible solution for MTSI that would re-use the existing standardized functionalities of MTSI “imageattr” SDP attribute [1]. During the same meeting the GSMA mechanism to signal video orientation in RCS 5.1 UNI [2] was presented. Based on the discussions this document proposes a solution for coordination of video orientation (CVO) that is aligned with the GSMA mechanisms. It also provides an analysis of the sender/receiver orientation compensation mechanisms and recommends handling of non-CVO clients.
2
Proposed CVO Solution 
2.1
Introduction
The proposed solution is based on the RCS 5.1 UNI solution. 
CVO requires 3 specification parts:

· Call setup signaling

· RTP signaling

· Non-CVO client handling
The first part is to enhance the call setup signaling so that a CVO enabled client can detect whether the other party supports CVO or not.

In case the other party is CVO enabled, then RTP signaling according to RCS 5.1 UNI is used. 

In case the other party is not CVO enabled, then a behavior is recommended to minimize the risks of orientation issues.
2.2
CVO call setup signaling
The call setup signaling is enhanced such that a CVO enabled client can detect whether the other party supports CVO or not.

The proposed call setup signaling is aligned to GSMA RCS 5.1 UNI [2]. It is using the IETF RFC 5285 “A General Mechanism for RTP Header Extensions“ [3]. The CVO client sending an SDP offer shall include the a=extmap attribute indicating the CVO URN. 

Note that GSMA have already defined an URN “gsma:video-orientation” and an example SDP offer orientation attribute looks like this (the number 7 in the example may be replaced with any number in the range 1-14):
a=extmap:7 urn:gsma:video-orientation

3GPP may decide to re-use this URN or define its own URN depending on the eventual alignment of syntax and semantics.

The CVO client receiving such attribute with the video media line shall respond with an SDP containing that line. The non-CVO client will remove this line.

Note that this solution does not prevent the use of “imageattr” to signal all possible video resolutions and sizes offered for an MTSI video session.
2.3
CVO RTP signaling
In case the other party is CVO enabled, then RTP signaling is used. 

The proposed call setup signaling is aligned to GSMA RCS 5.1 UNI [2]. It defines a one byte additional RTP header extension payload for RTP payload carrying video, resulting in a total of 8 additional bytes for each RTP packet containing the header extension, compared to RTP packets without header extension. This additional header extension payload byte signals the camera being used and the rotation/symmetry (8 values).
One aspect discussed at SA4#70 was that GSMA mandates the insertion of this additional payload to all intra frames. Such restriction was motivated by the need to reduce the bandwidth overhead due to the use of RTP extension on average. However, although the signaling of orientation is necessary in all intra frames, it should also be allowed on P frames. The reason is that a change of orientation does not necessarily lead to an intra frame.
The 4 rotation values of RCS 5.1 UNI are enough to achieve the work item objectives. However, RCS 5.1 UNI also introduces a symmetry bit (flipping the image after rotation). The reason for this additional bit is that some devices capture a horizontally-mirrored image due to sensor configuration. When the receiving client sees this bit it will know that the sending device has that mirroring and compensate for it. The objective is to have an experience of a face-to-face conversation no matter which device you use to record. So left needs to be left and right needs to be right.

Another aspect discussed at SA4#70 is that the rotation/symmetry is limited to 8 values whereas it could probably have higher granularity. Although this could sound like a nice feature, it would go beyond the objectives of this work where the alignment of the video between sender and receiver is the main purpose. I.e. both terminals can show the same video with the same orientation. This increase in granularity would further imply that the receiver supports rendering video after e.g. 45° rotation which requires a more complex rendering implementation. Because of those two aspects we do not believe that a higher granularity is required.

Finally, the RCS 5.1 UNI also contains a camera signaling bit. It is not clear from the GSMA specification how useful such a bit would be given that it would not modify the way the received video displayed is orientated. The benefit of such indication is rather to the application which can then indicate to the user what it is seeing: the other party, or what the other party is seeing. 
2.4
CVO backwards compatible encoding
In case the other party is not CVO enabled, then the MTSI client behavior should be such that it minimizes the risk of misalignment.

It was suggested in discussions that CVO clients could pre-compensate orientation when dealing with non-CVO clients. However, based on the analysis of the “CVO client to non-CVO client” scenario in clause 3.2 we propose to recommend that MTSI clients do not perform any sort of orientation compensation at sender nor receiver. 
3 Coordination of Video Orientation Scenarios
The solution shall work such that users should always be in a position to align their videos correctly. As a common notion for the following examples, the dashed arrows on images shown on the clients indicate the scan order for the image encoding from the local camera, relative to the device orientation. Note that it is not the scan order for the received image displayed on the device in the example. The images shown “on the wire” are displayed in the example such that they have left-to-right-top-down scan order, also indicated by a dashed arrow. For CVO-capable clients, the “on-the-wire” image also has an indicative circle arc arrow to show how the image must be rotated after decoding in the receiver, as indicated by the RTP header extension information. A full circle is chosen to indicate “no rotation”.
3.1
CVO client to CVO client
Both clients have signaled support for CVO in SDP during call setup.
1) Ongoing communication with same orientation at both sides. Note that in this example, the encoding scan order is bottom-up-left-to-right relative to the current device orientation, requiring use of RTP header extension orientation information for correct display.
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2) User at the left side changes orientation of the device.
3) CVO client in the sender to the left detects the change of orientation thanks to its orientation sensor and indicates the new rotation/symmetry value in the RTP payload extension.
4) CVO client in the receiver to the left has also detected change of device orientation and applies it when rendering the received image.
5) CVO client in the receiver to the right detects the change of orientation/symmetry in the RTP payload extension and applies it when rendering the received image.
6) Orientation change is complete.
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7) Should the CVO client terminal to the right now also change orientation, its orientation sensor should then trigger the rendering such that it keeps the received video image content upright, similar to the left receiver adjustment in step 4 above. The CVO client sender to the right also changes the orientation information in the RTP payload extension for the sent stream. 
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3.2
CVO client to non-CVO client
One client (in these examples the one to the right) indicated CVO support but the other did not. Thus, neither terminal will be able to use any RTP header extension with rotation information. There are several alternatives in how the CVO client could handle interworking with a non-CVO client and a selected set of them are elaborated below.
The common starting point for all sub-chapters below is a situation where the encoding scan order and the device orientation are aligned for both devices.
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3.2.1
No orientation compensation

In this case, neither the sending nor the receiving part of the CVO client makes any adjustment whatsoever to the encoded or received image when the CVO device is rotated, just as two non-CVO clients would (assumingly) have done.
1) User at the CVO client (to the right) changes orientation of the device.

2) Neither left nor right side decoder sees any characteristics change of the received stream, decodes and displays it, as normal
3) The receiver side image is shown tilted on both left and right clients.
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4) The receiving user to the left is probably not happy with this situation and will likely rotate the device to display the received image correctly (or the right user could rotate back its own device, or ask the left user orally to rotate that device), resulting in that the both terminals device orientation align and they finally receive a correctly oriented image.
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3.2.2
CVO receiver side compensation

In this case, the receiving part of the CVO client adjusts the display of the received image when the CVO device is rotated, since that functionality is anyway present in the CVO client.

1) User at the CVO client (to the right) changes orientation of the device.

2) The receiving part of the CVO client adjusts the display of the received image, leading to a correctly oriented received image, but the non-CVO client to the left receives a tilted image.
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3) The receiving user to the left is probably not happy with this situation and will likely rotate the device to display the received image correctly, resulting in that the CVO client now instead shows a tilted image (and only the CVO user can know that it is in fact tilted).
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4) The only way to have both clients show correct orientation is to align both devices with the encoder scan order. Applying only this type of receiver side compensation in the CVO client when interoperating with non-CVO is therefore not recommended.
3.2.3
CVO sender side compensation

In this case, the sending part of the CVO client makes adjustments to the encoded image when the CVO device is rotated. The image is re-sized, cropped and/or padded (amounts at the choice of the implementer) to accommodate that the camera and display now have different orientations.

1) User at the CVO client (to the right) changes orientation of the device.

2) The sending part of the CVO client triggers the rotation/scan change logic on the input to the encoder,
and, knowing that it has to deal with an non-CVO receiver, first re-sizes (and possibly also crops) the image, and then (depending on the amount of applied re-size and crop) adds padding to make the resulting image the same size and orientation as it was before. In this example, the full portrait image is re-sized to fit in the landscape frame (no cropping) and then padded to original size. 
Since there is no change in encoded image resolution there is no strict requirement to create an intra frame from the first “orientation-compensated” image, but the image will very likely be significantly different from the previous image and encoding it as intra is then a reasonable encoding choice.
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3) The receiving user to the left is assumingly happy with this situation and will not make further device orientation changes. The CVO user to the right is however likely not happy with the tilted image.
4) As in the previous chapter, the only way to have both clients show correct orientation is to align both devices with the encoder scan order. Applying only this type of sender side compensation in the CVO client when interoperating with non-CVO is therefore not recommended.

3.2.4
CVO sender and receiver side compensation

In this case, the receiver part of the CVO client makes adjustments to the display of the received image and the sender part compensates before encoding when the CVO device is rotated, combining the approaches from the previous two chapters.

1) User at the CVO client (to the right) changes orientation of the device.

2) The sending part of the CVO makes rotation/scan change, and other transformations in the (right side) encoder, resulting in that the receiving device to the left shows correct orientation of the video image content, but that the image is re-sized, cropped and/or padded (amounts at the choice of the implementer) to accommodate that the camera and display now have different orientations.

3) The receiving part of the CVO makes local adjustment of the received image to the new display orientation.
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4) Both users should assumingly be happy with this situation since both clients show correctly oriented (although re-sized and padded/cropped) images.

5) However, should the receiving user to the left happen to be unhappy with the correctly oriented but possibly too small (padded) or cropped image, it could be tempting for the left user to also change device orientation, since it looks like the small portrait image would better fit a portrait-oriented device. If doing so, it will instead result in tilted and padded/cropped received images at both devices.
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6) In this case, either one of the users will likely initiate another orientation change to avoid the situation, possibly resulting in the other user also having to change orientation. That also means that except for the case in item 3, orienting either device differently from the encoding scan order is not practically possible under these conditions. Applying this type of sender and receiver side compensation in the CVO client when interoperating with non-CVO is therefore not recommended.


4
Proposal

This document describes a solution for Coordination of Video Orientation that fulfills the Work Item objectives and is aligned with the existing GSMA RCS 5.1. We propose that SA4 agrees such solution and we are committed to prepare the necessary CRs for agreement at SA4#71. We would then welcome further work on extending this solution to other 3GPP services.
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