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Decision/action requested

Two alternative ways (labelled option 1 and option 2) for modifying 5G AKA so that it does not require RES size to be fixed where introduced S3-171802; option 2 was further discussed during SA3 5G AKA conference call on 14 September. 
This contribution extends S3-171802 with material from the input document sent to the SA3 mailing list before the conference call, and with points that were raised during that call. These points are taken from the call’s minutes; they are marked by (*) and revision marks in the text below. Subsequent comments by Huawei on some of those points are made in italics and revision marks.
It is requested to modify 5G AKA according to one (but not both) of those options.
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Rationale

· 5G AKA [1] procedure mitigates “UE not present” attack by a rogue 5G vPLMN. But 5G AKA as currently defined in TS 33.501 [1] impacts the interface between UE and core network compared to EPS AKA in that the UE response RES* must be 128 bits long. The consequences of this impact are:

· RES* consumes more radio resources than shorter RES. (In GSM, UMTS and LTE the operators had freedom in setting the size of authentication response RES for their subscribers.)
(*) A mandatory 128-bit RES* should not be an issue in terms of amount of data transferred.
· 5G AKA cannot be retrofitted to LTE (or 3G) networks to provide protection against “UE not present” attack in those networks. (Here, “retrofit” means installing a suitable implementation of AKA procedure in legacy core network (e.g., MME), without upgrading the legacy UEs. After this operation the “UE not present” attack is mitigated also in the upgraded legacy network and for all UEs (not only 5G UEs). This sort of upgrade could result from a roaming agreement between operators.) 

(*) Solving the UE not present attacks with a new 4G feature would require all MMEs in a particular visited network to be upgraded. Clearly there is no home control of this as the home operator does not have the control of upgrading MMEs in visited networks.  Those operators who would commit these frauds have the least incentive to upgrade their MMEs to give the home control. 

This case is a 4G case and needs to be dealt with in 4G. 
Huawei: this case includes interworking and migration scenarios.
· Moreover, the 5G AKA [1] cannot protect against "UE not present" attack in scenarios where 5G UE is allowed to connect to 5G core network via E-UTRAN. (Those scenarios include Options 5, 7 and 7a in TR 38.801 [2]. See RP-161249 [3] for a complete set of scenarios.) One example of such "UE not present" attack is the following: the rogue vPLMN claims first that 5G UE was authenticated with EPS AKA, when the UE established connection to the network over LTE radio. Later, the network claims that the UE made a handover to 5G radio network and enjoyed full 5G services.

(*) It was clarified that the last (above) bullet refers to starting on 4G core and moving to a 5G core. The issue being that a UE could end up on a 5G core without a presence check. It was noted that there are similar security issues when moving from 2G/3G to 4G in the sense that 2G/3G may not have the same security features as 4G. One possibility to address this concern is to strongly recommend a fresh authentication when arriving at the 5G core. The comment on the previous bullet about rogue operators having the least incentive to upgrade their MMEs to give home control applies here as well.
Huawei: to further elaborate the last comment: the rogue operator will have the least incentive to follow the strong recomendation for fresh authentication.
· 5G AKA [1] can be modified (without increasing its complexity) so that it mitigates the “UE not present” attack without new restrictions on the UE response during authentication.

· We propose to modify 5G AKA [1] so that it does not require 128 bit long response.

(*) Having identical behaviour at the UE for authentication in 4G and 5G is vulnerable to attacks described on page 2 of S3-170927.
Huawei: Having identical behaviour at the UE for authentication in 4G and 5G is not what we propose here. 
The setting of the attack on page 2 of S3-170927 is illustrated in the figure below. In this attack the UE is connected to MME via EUTRAN. The attacker’s AMF obtains AV* for that UE from AUSF/ARPF; the attacker’s MME sends the RAND | AUTN from this AV* to the UE; after the UE replies with a correct response, the attacker’s AMF includes this response in Authentication Confirmation message to AUSF/ARPF. As a result, the attacker can claim to hPLMN that the UE has been present in his 5G network.
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To tackle this attack the UE should behave differently when authenticating to 4G and 5G network. An example of such behaviour could be the following: if the UE in the above setting can recognize from the AUTN that it should be authenticating to 5G network, it can abort the AKA procedure before sending the response.
4
Detailed proposal

The “UE not present” attack is a fraud by a rogue vPLMN, which sends an Update Location request for subscribers that are not actually present in the visited network. 

For example, the vPLMN rejects Attach Request from a roaming UE, and then sends Update Location request for the IMSI in that UE to the hPLMN. Afterwards, the vPLMN may send to the hPLMN a charging record for subscriber having that IMSI, even though it did not provide any service to the roaming subscriber. If the subscriber does not notice extraneous roaming charging and pays for them, then the rogue visited network will gain the paid amount (at the cost of that subscriber); if, the subscriber notices extraneous roaming charges in his bill, he may complain to the home operator. Sorting out this complain causes additional cost to the home operator.
5G AKA [1] helps to mitigate “UE not present” attack by increasing the home network control over the authentication and key agreement procedure, compared to EPS AKA. The increased home network control still needs to be linked to subsequent procedures, like location update, in order to mitigate the attack. In contrast to EPS AKA, where the home network operator may choose the setting of response RES size from a range of values, the response RES* in 5G AKA [1] must be 128 bits long.

To show that home network control over authentication can be increased without impact on RES, we describe two alternative ways, labeled option 1 and option 2 below, to modify 5G AKA [1] procedure to do that. (Similarly to EPS AKA and UMTS AKA, the size of RES can be chosen by home network operator in those options.)

But first we outline and discuss the EPS-AKA* procedure in 33.501 [1]. In the figures below red text and lines indicate 5G AKA-specific components.

4.1 Outline of 5G AKA

The message exchange in 5G AKA [1], the computation of XRES* and HXRES* in the AUSF/ARPF, and the computation of RES* in the UE are illustrated in Figures 1, 2 and 3, respectively. The red color indicates parts that are different from EPS AKA. Those figures are based on TS 33.501 [1]. 
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Figure 1: message exchange during 5G AKA [1]. The red color indicates parts that are different from EPS AKA
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Figure 2: computation of XRES* and HXRES* in AUSF/ARPF. 
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Figure 3: computation of RES* in UE.

In this procedure the SEAF receives from AUSF a 128 bit hash HXRES* of XRES and RAND. When the SEAF receives the 128 bit reply RES* from the UE, it can verify that RES* by recomputing the hash (with RES* and RAND as inputs) and comparing the result with the HXRES*. 

The AUSF/ARPF can optionally apply additional control over UE authentication. This is done by AUSF/ARPF (i) triggering the SEAF to forward RES* in the Authentication Confirmation message, and then (ii) verifying that RES* is the same as XRES*.

Discussion: The fact that the size of RES* and HXRES* is 128 bit makes finding of HXRES* preimage computationally hard. This prevents preimage-based attacks on the 5G AKA. But it also has disadvantages: first, the hPLMN has no flexibility in choosing the RES size; RES* consumes more radio resources than shorter RES would. 

Second, increasing home network control over authentication could be desirable not only in 5G but also in LTE and UMTS networks, because the "UE not present" attack can be launched in those legacy networks. Retrofitting 5G AKA into LTE network, would involve upgrading both the network side (HSS, MME), and the UEs. (The latter upgrade is needed because the UE response RES* in 5G AKA is computed differently from the RES in EPS AKA.) But massive updates of LTE UEs (so that they can produce EPS AKA response RES*) may be very expensive.

Of course, 5G AKA could be retrofitted into LTE network by upgrading only the network side (without upgrading the legacy UEs). But then the home network will not have increased control over authentication of legacy LTE UEs (because those UEs cannot produce RES*). As long as legacy UEs are a majority in LTE networks, this lack of home network control would defeat the purpose of introducing 5G AKA into those networks.
Third, the 5G AKA [1] cannot protect against "UE not present" attack in scenarios where 5G UE is allowed to connect to 5G core network via E-UTRAN. One example of such "UE not present" attack is the following: the vPLMN claims first that 5G UE was authenticated with EPS AKA, when the UE established connection to the network over LTE radio. Later, the network claims that the UE made a handover to 5G radio network and enjoyed full 5G services.

4.1.1 Attacks due to short response size
We will now outline two preimage-based attacks. Those attacks are mitigated in the current 5G AKA [1] by requiring a 128 bit RES* and HXRES*; but they may be possible if this requirement is removed. A way to mitigate those attacks without requiring 128 bit RES* and HXRES* is described in section 4.3.

Attack 1: Suppose that a rogue SEAF computes a preimage of HXRES* without receiving RES* from the UE. For example, if the size of RES* would be 32 bit, then the rogue SEAF could simply search through all of the 232 possible values of RES* until it finds one that hashes into HXRES*. The rogue SEAF then reports that preimage to AUSF in Authentication Confirmation message. That is, a rogue SEAF may then launch “UE not present” attack.

Attack 2: observe that since a UE has all the inputs that are needed to compute HXRES*, an attacker UE could compute HXRES* and then try to find a second response: RES*’ ≠ RES* that also hashes to HXRES*.  

Suppose that an attacker UE succeeds in that and sends RES*’ instead of RES* to the SEAF. The latter cannot distinguish between RES* and RES*’; it will forward RES*’ to AUSF in Authentication Confirmation message. AUSF, on the other hand, will notice the difference, and this could make the vPLMN suspect in the eyes of hPLMN. A group of UEs that are controlled by the attacker may take part in this attack. 
(*) Both attacks were agreed as technical possible. The relevance of the attacks was generally felt to be difference. Attack 1 is what we are trying to protect against. The impact of attack 2 was less clear, but may still need to be considered. 

Huawei: “A group of UEs that are controlled by the attacker” could be a botnet.
4.2 Proposed modifications to 5G AKA
We describe two alternative ways to reduce the impact of 5G AKA on the UE.  
4.2.1 Option 1 

If AUSF/ARPF does not apply additional control over UE authentication, then the operation of this option is like that of EPS AKA. This is illustrated in Figure 4.
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Figure 4: message flow in option 1, when the AUSF/ARPF does not require Auth. Response message from SEAF. (It is still ffs whether KASME* differs from KASME))

If AUSF/ARPF applies additional control over UE authentication, then operation of this option is illustrated in Figure 5. The steps resemble those of EAP-AKA’, where the UE response is checked in the AUSF:

•
SEAF does not know in advance neither XRES nor the KASME*; and the AUSF/ARPF checks the RES.

•
There is a message carrying RES from SEAF to AUSF/ARPF.

•
The direction of Auth. Confirmation message is from AUSF/ARPF to SEAF; and this message carries the key KASME* to the SEAF.
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Figure 5: message flow in option 1, when the AUSF/ARPF requires Auth. Response message from SEAF. Red text and lines indicate EPS-AKA*-specific components.

In this option the additional home network control over authentication of UE is implemented in a straightforward manner: 

•
 The UE authenticates directly with the AUSF/ARPF in the hPLMN.

•
 If that authentication succeeds, then the AUSF/ARPF sends KASME* to the SEAF in vPLMN.

Observe that when additional home network control over authentication of UE is applied, then 

(i) The SEAF forwards the RES to the authentication servers in the home network, instead of checking RES locally. This may somewhat increase the delay between Auth. Response from the UE and the next message from SEAF to UE on the radio interface, compared to 5G AKA [1]. 

(ii) The fact that there is no checking of RES in the SEAF increases the potential of Denial of Service attacks on AUSF/ARPF, compared to 5G AKA [1].
Huawei: it was mentioned in the conference call that: (a) EAP-AKA’ could be used “as is” when home network wants increased control over authentication (because in EAP-AKA’ the UE response is checked in the home network); and (b) the reason for creating 5G AKA [1] was the concern over the delay in EAP-AKA’ when the serving network waits for the result of UE response’s check in the home network. However, it should be noted that the delay is only critical in the very first EAP-AKA’ instance. Subsequent authentications could be run in parallel with existing connections secured by local master key; this can happen in the control plane whithout disturbing the user plane.
4.2.2 Option 2

This option is very similar to 5G AKA [1]. The message exchange is illustrated in Figures 6; the computations of XRES and HXRES* by AUSF/ARPF, and of RES by the UE are illustrated in Figures 6, and 7, respectively. Green color in those figures indicates parts that are somehow different compared to 5G AKA [1]. Observe that the computation of XRES and RES is the same as it is in EPS AKA.
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Figure 6: illustration of message flow for modified 5G AKA.
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Figure 7: computation of HXRES* by AUSF/ARPF.
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 Figure 8: computation of RES in UE.

This option makes the following modifications to 5G AKA [1]:

• AUSF/ARPF uses 128 bit salt s as input to computation of HXRES*; AUSF/ARPF sends to SEAF the salt s, together with HXRES*. (Please note that the addition of salt s seems to make it unnecessary to use RAND in the derivation of HXRES*. This is the reason we have removed it from the derivation. On the other hand, inclusion of RAND in the derivation does not seem to add much complexity either. Therefore, RAND could be returned into the derivation if a reason to do so is found.)
• The size of HXRES* depends on whether AUSF/ARPF applies (or not) additional control over UE authentication: 
- If AUSF/ARPF does not apply additional control over UE authentication, then the size of HXRES is the same as the size of XRES: |HXRES*| = |XRES|. 

- If AUSF/ARPF applies additional control over UE authentication (where the SEAF sends RES to AUSF/ARPF in the Authentication Confirmation message), then the size of HXRES* is j bits less than the size of XRES: |XRES| - |HXRES*| = j. (We leave it ffs whether j should be a constant or a variable parameter.)

4.2.2.1 Mitigation of Attacks 1 and 2 in Option 2
The fact that the UE does not know the salt s means that it cannot reconstruct HXRES*. This mitigates attack 2: 

UE has no way of knowing which other values of RES would lead to the same value of HXRES*. Therefore, the best strategy for UE is to simply guess, and success probability is 1 out of 2i, where i is the size of HXRES*.

The fact that the size of HXRES* is less than the size of XRES mitigates attack 1:

The SEAF knows the salt s and it knows the value HXRES*, but without executing the authentication with the (valid) UE it does not know RES: With the salt s and the value HXRES*, it is possible for SEAF to compute values of RES that would lead to HXRES*. But the rogue SEAF has no way to find out which of the possible RES-values would be the correct one. If HXRES* is j bits shorter than XRES, then the success chance by guessing is 1 out of 2j (because the set of pre-images of HXRES* has in average 2j elements.) 

For example, if the size of XRES is 32 bits and the size of HXRES* is one bit less than the size of XRES: j = 1, then 

(i) The probability that an attacker UE succeeds is 1/ 231 [image: image11.png]~0.5-10°°



. 

(ii) The probability that SEAF succeeds in a single guess is 1/2 (because there are two values of XRES that result in same HXRES*.) Please note that even this probability is small enough to prevent systematic cheating by rogue SEAF: while half of the rogue SEAF attempts to guess XRES would succeed on the average; the other half will fail; a failure to guess XRES immediately makes the SEAF suspect in the eyes of the hPLMN.

Observe that the setting of j involves a tradeoff: increasing j in the above example from j = 1 to j = 2, decreases the probability (ii) from 1/2 to 1/4; but at the same time, it also increases the probability (i) from 1/ 231 to 1/ 230[image: image13.png]~107°



 (with j = 16, both probabilities (i) and (ii) are equal to 1/ 216[image: image15.png]*1.5-107°



).
Behavior of AUSF/ARPF:
Recall that when hPLMN wants additional control over authentication of a UE, the HXRES* given to SEAF by AUSF/ARPF has j bits missing, and the AUSF/ARPF requests SEAF to send an Authentication Confirmation message (with RES included) after successful authentication of that UE. Continuing the above example, we will assume below that the size of RES is 32 bits and the size of HXRES* is 31 bits (that is, j = 1).   

Regarding communication between SEAF and AUSF/ARPF, we will assume, first, that there is no man-in-the-middle attacker between SEAF and AUSF/ARPF. (If there would, then the attacker could obtain the master session key KASME*, and manipulate not only the authentication of UE, but also any other communication between SEAF and AUSF/ARPF, like the sending of subscriber profile, or of charging data records.The potential damage to the system is so severe, that the system must be protected against such a MitM attack.)

Second, we assume that most of the bit errors in communication between SEAF and AUSF/ARPF will be corrected by the protocol stack; but still, it may happen rarely that the protocol stack does not recognize that there are errors in the message. In particular we will assume below that the event XRES ≠ RES may be caused not only by intention, e.g., by a rogue SEAF intentionally sending a wrong RES, but also by a RES that was unintentionally corrupted during communication between SEAF and AUSF/ARPF, and the resulting errors in RES have not been corrected by the protocol stack. 

When the AUSF/ARPF receives the Authentication Confirmation message it checks if XRES = RES. If this is the case, then the SEAF has passed the authentication confirmation check and AUSF/ARPF just records this event. 

Let us next look into the case of failed check, where XRES ≠ RES. Observe that we have two subcases here: in the first, the RES received by AUSF/ARPF from SEAF does not have the same hash value HXRES* as XRES; and in the second the two hash values are the same. Hence, if XRES ≠ RES, then AUSF/ARPF computes the hash value X of the received RES truncated to 31 bits: X = truncate( 31, SHA-256(s, RES)), and compares X with HXRES*: 
1 If X ≠ HXRES*, then the mismatch between XRES and RES has been caused by either:
1.a) a rogue SEAF sending an arbitrary RES; or

1.b) a correct RES that was unintentionally corrupted during communication between SEAF and AUSF/ARPF, and the resulting errors in RES were not corrected by the protocol stack.

In order to distinguish between (1.a) and (1.b), AUSF/ARPF can ask SEAF to resend Authentication Confirmation message.

2. If X = HXRES*, then the AUSF/ARPF will record this event: The mismatch between XRES and RES may be caused either by: 

2.a) a rogue SEAF that -- without the UE being present -- has computed two preimages of HXRES* and (with probability 0.5) guessed the wrong one between them; or

2.b) a rogue UE (not the one that is being authenticated) has guessed a preimage of HRES* (with probability 1/ 232, i.e., about one in four billion) and sent it to a honest SEAF. 

2.c) a malicious UE (which is actually the correct UE that is being authenticated, but it wants to harm the network) has guessed another preimage of HRES* (with probability 1/ 232, i.e., about one in four billion) and sent it to a honest SEAF.

In the case (2.b) no services are delivered, nor charged, because the rogue UE does not have the correct KASME*. In cases (2.a) and (2.c) the vPLMN will later send a bill to hPLMN for services linked to that authentication. 

The hPLMN can distinguish between (2.a) and (2.c) based on the frequency of these events: if the event (2.a)/ (2.c) happens too often, then the SEAF is suspect of fraud. More specifically, let us compare the frequency F1 of this event to the frequency F2 of all events where a sent authentication vector (AV*) for which an Authentication Confirmation message was requested, did not cause a successful Authentication Confirmation message: if all events (2.a)/ (2.c) are because of (2.c): “malicious UE,” then the F2 should be at least about four billion times F1. If the ratio F2/F1 is (statistically) significantly less than four billion, then the SEAF is suspect of fraud.

In summary, the fraud potential of (2.a): “rogue SEAF,” is negligible.

(*) A disadvantage of this approach is increased complexity in the home network compared to 5G AKA due to need to keep track of some additional information about the responses from the visited network and perform calculations with this information.

[image: image1]