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Abstract of the contribution: A new key issue for area #1 Architectural aspects of Next Generation security, based on requirements from 3GPP TR 22.862. This pCR describes negative security implications of ultra-low latency requirements for either user plane or control plane. 
1. Introduction

This pseudo-CR applies to TR 33.899 [1], the study on security for 5G.
The pCR introduces an additional key issue for Area #1 “Architectural aspects of Next Generation security”, based on requirements from 3GPP TR 22.862. In particular, requirements like: 

[PR 5.1.3-001] The 3GPP system shall support cycle times of [1 ms to 2 ms]. Within the cycle time, both uplink and downlink transactions must be executed. Additional margin is needed for the sensor/actuator to process the request.
[PR 5.2.3-001] The 3GPP system shall support very low latency (~1 ms).

[PR 5.2.3-010] The 3GPP system shall support low end-to-end latency ranging from 1 ms up to 10 ms even in the high mobility scenario.

[PR 5.3.3-001] The 3GPP system shall support 1 ms one-way delay between mobile devices and devices in the nearby Internet.
[PR 5.3.3-002] The 3GPP System shall support very low one-way latency on the radio layer [1 ms].

[PR 5.3.3-005] The 3GPP System shall minimize the delay (e.g. that caused by signalling, incl. for security) that is required prior to user data transmission.

The most natural reading of these requirements is that they apply to user plane traffic; however it is not immediately clear what the implications are for control plane latency (e.g. signalling to transition from idle mode to active mode, to run AKA and establish a security context). Within this pCR we show the following: 

a) That even on the user plane, there are serious difficulties achieving security for the most aggressive latency targets. 

b) That insisting on very low control plane latency would have serious implications for the 3GPP security architecture

2. Text proposal
In line with the discussion presented in the previous section it is proposed to introduce the following changes to [1]. 
~ ~ ~ Start of first text proposal ~ ~ ~
5.1.3.a 
Key Issue #2.a: Security Implications of Low Latency 

5.1.3.a.1 
Key issue details

The following requirements are stated in [4], among others related to latency of Next Gen communications:
[PR 5.1.3-001] The 3GPP system shall support cycle times of [1 ms to 2 ms]. Within the cycle time, both uplink and downlink transactions must be executed. Additional margin is needed for the sensor/actuator to process the request.
[PR 5.2.3-001] The 3GPP system shall support very low latency (~1 ms).

[PR 5.2.3-010] The 3GPP system shall support low end-to-end latency ranging from 1 ms up to 10 ms even in the high mobility scenario.

[PR 5.3.3-001] The 3GPP system shall support 1 ms one-way delay between mobile devices and devices in the nearby Internet.
[PR 5.3.3-002] The 3GPP System shall support very low one-way latency on the radio layer [1 ms].

[PR 5.3.3-005] The 3GPP System shall minimize the delay (e.g. that caused by signalling, incl. for security) that is required prior to user data transmission.

The natural reading of these requirements is that they apply to user plane traffic; however it is not immediately clear what the implications would be for control plane latency (e.g. signalling to transition from idle mode to active mode, to run AKA and establish a security context). Certainly it could be argued from [PR 5.3.3-005] that the intention is to achieve ultra-low control plane latency as well, although a precise target is not given. 

However, both low user-plane and low control-plane latency requirements have serious security implications: 

a) User Plane
In conventional cellular networks, billable traffic is routed into the core network (e.g. SGSN, PD-GW). During roaming, it is usually routed into the cores of both the visited and home network. This allows both networks to keep track of how much data is being consumed (and of what billable types etc.) and so helps prevent billing errors, or deliberate fraud. 
By contrast, to achieve very low latencies, significant data will need to be routed directly between the UE and the network edge, without passing through the core network (and without touching the home network at all in a roaming scenario). In particular, the visited network must rely on edge components to tell it what charging records to send to the home network, and the home network must also rely entirely on these components, despite having almost no control over how they are set up/secured. Since the edges of networks are more vulnerable to attack than the cores, this creates a significant risk both of billing errors (and disputed bills with the subscriber), and of deliberate billing fraud. 

A further concern is that operators are required to provide LEA Support including Lawful interception (LI) and Retained Data (RD) capabilities for traffic carried on their networks; typically this functionality is supported at nodes within the core network. However, traffic carried from the UE to an application at the network edge is currently designed to avoid the core, and hence would avoid the usual intercept points.
Moreover, in the context of mobile edge computing, placing multiple additional LI points around the network edge raises security risks: 

· there will be many more LI points than in traditional deployments

· and also edge nodes are likely to be more exposed to attack than core nodes. 

Finally, even basic crypto-operations become a challenge with <1 ms round trip time. If say 10% of that latency is consumed by the crypto, this requires at most 25 micro-seconds for each send and receive operation, or at most 12.5 micro-seconds for each crypto operation;

b) Control Plane 

Overly aggressive latency targets for the control plane (e.g. <10ms or <1ms latency) may compromise system security, or else entail a completely new security architecture, without actually being justified by the envisaged use cases. 

3GPP security mechanisms include authentication and key agreement, with periodic re-authentication (which requires round trips to the home network), signalling to the core network to manage security associations and session key updates, secure handovers between cells, and basic cryptographic operations of encryption and decryption, creation and verification of MACs etc. 

Authentication to the home network becomes extremely difficult within a round trip of <10 ms (for speed of light reasons, the home network can be at most 1500 km away), and core network signalling is very challenging within a round trip of <1 ms (core network nodes can be at most 150 km away). It is important to note that currently we don’t have any business use case or service requirement for such low latency needs regarding the authentication or control plane between the UE and the core network
There is not always a clear motivation for the ultra-low latency targets which would give rise to these security issues. Latencies of 50ms seem to be acceptable for use cases with human interaction (nerve signals cannot transmit faster than this through the human body, so human reaction times are always measured in 10s of ms). Or for cases like automated driving, 10ms of latency corresponds to less than 25 cm of motion at typical speeds. Air bags deploy in 15 to 30 msec.
5.2.3.a.2 
Security threats

Fraudulent users and/or applications may disrupt accurate billing or create false billing records. Under-billing is an obvious risk (where the end user or edge application tries to use more data, or more valuable classes of data, than they will be billed for), but so is over-billing (if a hosted edge application has a revenue-share model, or pay-per-click model, it may try to inflate the amount of data billed for). Inter-operator roaming fraud may also be an issue. 

LI capabilities which are distributed to a large number of edge components may be hijacked and abused to spy on user traffic. LI targets may evade interception (by disrupting the LI function) or learn that they are being targeted (by observing a change in behaviour/performance).  

Traffic which cannot be fully encrypted (because the latency target does not permit this) may be read by an attacker from the radio interface, or elsewhere, leading to loss of user confidentiality. Traffic which cannot be integrity protected (because the latency target does not permit this) may be altered by an attacker. 

A subscription which cannot be authenticated at the home network may incur billable events that are never paid for or inject malicious traffic into a visited network without accountability/traceability. Replication of home network functionality (e.g. HSS) closer to the UE risks exposure of long-term secret keys. 

5.2.3.a.3 
Potential security requirements

 It shall be possible for visited networks and home networks to verify billing records supplied by potentially vulnerable components. when a lower level of security is used.
Editor's Note: Further research is needed to address LI issues. Liaisons have been already exchanged between ETSI MEC and ETSI TC LI. 
For some services, it shall be possible to encrypt the user-plane with a very fast stream cipher. If, based on the operator’s decision, security of user plane data is dropped entirely for some ultra-low latency services, the operator shall still be able to achieve some assurances on types and quantity of data carried via control plane signalling. 
It shall be possible to adequately authenticate subscriptions even if there is very low control-plane latency, without exposing sensitive assets (such as a long term authentication secret key) at the network edge. 

~ ~ ~ End of first text proposal ~ ~ ~
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