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Abstract of the contribution:
Nokia Siemens Networks observed in laboratory tests that the {NH, NCC} pairs in the MME and the UE could get out of synch due to a wrap around of NCC in the MME caused by a number of failed S1 handovers. Various measures to remedy this situation are discussed in the present contribution. The preferred measure is implemented in the companion CR in S3-121076 for inclusion in Rel-12. This measure affects only the MME. The CR in S3-121076 is proposed to be conditionally approved by SA3, the condition being that CT1 and RAN2 raise no objections. This condition is meant to give these WGs the opportunity of a check against their specs. A corresponding LS is proposed to be sent. The work on the CR in S3-121076 also showed that clarifications to the existing text would be beneficial, cf.  editorial CRs in S3-121074and S3-121075. 
1. Introduction
Tests: 

Nokia Siemens Networks observed in laboratory tests that S1 handover requests could be rejected several times by the target eNB while the UE remained connected to the same source eNB. The tests involved a low mobility case where a laptop was being moved from one corner of a building to another one. This move caused an S1 handover attempt, which failed due to the target eNB being congested. By this failed attempt, the NCC value was increased by 1 in the MME while it remained the same in the UE. The radio conditions permitted the UE to remain connected to the source eNB. As the laptop did not move any further and the radio conditions did not change any further, after some time, another S1 handover attempt was made, failing again (and increasing the NCC value in the MME again), while the UE still remained connected to the source eNB. When finally a successful (S1 or X2) handover was made this then led to a condition (for more details see ‘background’ below) where a UE and an MME would compute different NH parameters and, hence, the UE and the eNB would compute different AS level keys, leading to a connection failure.

While the tests were only laboratory tests, and not carried out in a live LTE network, we felt the scenario plausible enough, and the negative impact sufficiently important, to share the findings with SA3 and propose countermeasures. On the other hand, the occurrence of this scenario is probably not so frequent that pre-Rel-12 changes are considered necessary. 

We would like to remark further that, even if the tests had been carried out in a live LTE network, it would have been possible to argue that the negative results of the tests were due to congestion at the target eNB, and that this could be addressed by deploying more eNBs or changing the network configuration. However, such kind of arguments could always be raised when faced with congestion problems, but this has not stopped 3GPP from considering protocol enhancements to alleviate congestion problems and mitigate their consequences. Such protocol enhancements are what we are proposing here as well. 

Background: 

The use of Next Hop Chaining Counter (NCC) and Next Hop parameter (NH) is specified in TS 33.401, clause 7.2.8. Both the UE and the MME can derive NH from the current KASME and KeNB in an iterative fashion according to TS 33.401, Annex A.4, when they know the number of iterations, cf. TS 33.401, clause 7.2.2. NCC consists of the three least significant bits of the number of iterations performed in computing NH. Only NCC is transmitted to the UE in a handover for efficiency reasons. The UE can correctly derive a new NH from the currently stored {NH, NCC} pair and a newly received NCC only if that newly received NCC relates to an NH that was computed in the MME by at most seven iterations from the NH equal to the one stored in the UE. (This is a simple consequence of the fact that NCC has only three bits.)
In an S1 handover, the MME computes a new NH parameter, thereby increasing NCC by 1 - but cf.  (**) below -  and sends the {NH, NCC} pair to the target eNB. After a successful S1 handover, both UE and MME will have the same {NH, NCC} pair stored. When the S1 handover fails the MME will have increased NCC by 1 while the NCC in the UE will remain the same. 

(**) The first NH sent to an eNB after the KeNB was established corresponds to NCC=2, according to the rules in TS 33.401, clause 7.2.8. It is also stated there that “At the UE, the NH derivation associated with NCC=1 could be delayed until the first handover performing vertical key derivation”.
In a Path Switch procedure following an X2 handover , the MME computes a new NH parameter, thereby increasing NCC by 1 - but cf.  (**) above -  , and sends the {NH, NCC} pair to the target eNB, in the Path Switch Acknowledge message, i.e. only after the handover had been successfully completed between UE, source eNB and target eNB. So, an unsuccessful X2 handover has no effect on the NCC value in UE and MME. The new {NH, NCC} pair created in a successful X2 handover will be used only in the next vertical X2 handover, intra eNB handover or RRC Connection Re-establishment, hence the UE will not learn about this new NCC value until then. While the effect of a successful X2 handover (including the Path Switch procedure) on the NCC value in the MME is straightforward the effect on the NCC value in the UE is a bit tricky to determine and depends on the history of handovers as follows:
· If the current X2 handover is the first successful handover (of type S1 or X2) after the KeNB was established then NCC does not change in the UE; the difference between the NCC values in UE and MME after the current X2 handover increases by 1 (if there was a preceding failed S1 HO) or 2 otherwise, cf. (**) above ); 
· If the successful handover preceding the current X2 handover was an S1 handover then NCC does not change in the UE and, hence, the difference between the NCC values in UE and MME after the current X2 handover increases by 1; 
· If the successful handover preceding the current X2 handover was an X2 handover then NCC in the UE is set to the value of the NCC sent by the MME to the target eNB for that preceding handover; the amount by which the NCC value increases in the UE depends on the history even before that preceding handover as can be seen by looking at a few examples of sequences of failed and successful S1 and X2 handovers; but the difference between the NCC values in UE and MME after the current X2 handover is more amenable to computation: it is equal to the number of failed S1 handovers between the current and the preceding X2 handovers plus 1.
An example and a rule related to the three bullets above can be found in the Appendix. 
Goal: 

The goal of our activity is to find countermeasures preventing that {NH, NCC} pairs in UE and MME get out of synch due to a number of S1 handover failures so much that a connection failure may result in the next handover attempt. The realization of the goal has two parts: 

· defining new or modified procedures;
· defining suitable trigger conditions that would invoke these procedures.
These goals should, of course, be achieved with minimal impact on the EPS.

Various alternative countermeasures are discussed in section 2 of the present contribution, while their evaluation and a conclusion can be found in section 3.
2. Countermeasures
Solution 1: Modify policy for renewing {NH, NCC} pairs in the MME
Procedure: When an S1 handover fails the MME falls back to the {NH, NCC} pair stored before that handover if the following condition is fulfilled.

Condition: 
· The old {NH, NCC} pair was created in a preceding failed S1 handover to the same target eNB.
Note that there is no similar rule in current 3GPP specifications. The condition ‘to the same target eNB’ is important: otherwise, two different target eNBs could receive the same {NH, NCC} pair, contrary to the intention of so-called forward security (cf. definition in TS 33.401, clause 3.1).
Remarks: 
· This modified policy does not completely solve the issue, but only mitigates it to some extent, as also a series of failed S1 handovers to different target eNBs could cause the loss of synchronisation. 

· Solution 1 only affects the handling of the {NH, NCC} pair in the MME and does not require any message modification.
Solution 2: Enforce {NH, NCC} alignment by S1AP: UE CONTEXT MODIFICATION
If a selected trigger condition (cf. below) is fulfilled the MME sends S1AP: UE CONTEXT MODIFICATION to eNB to enforce {NH, NCC} alignment via intra-cell handover. There are two possible ways:

Solution 2a: Using existing re-keying procedure

Using the already available re-keying procedure according to section 33.401, section 7.2.9.2, would enforce {NH, NCC} alignment due to a new KeNB being computed; however it will, in general, also require an AKA run with a subsequent NAS SMC.

Solution 2b: Using a modified CONTEXT MODIFICATION procedure

The MME sends its latest {NH, NCC} pair to the eNB, which applies it using intra-cell handover. This avoids the AKA run and NAS SMC of a re-keying procedure, but requires an extension of the S1AP: UE CONTEXT MODIFICATION procedure by including a new IE for the NCC. Furthermore, when receiving such a modified S1AP: UE CONTEXT MODIFICATION message with the NCC included, the eNB would have to send the corresponding RRCConnectionReconfiguration message with the keyChangeIndicator IE not set, contrary to what the eNB does when receiving the current S1AP: UE CONTEXT MODIFICATION message.

Remarks: 
· Solution 2a only affects the trigger conditions for a re-keying with AKA in the MME and does not require any message modification. 

· Solution 2b requires a modification of the S1AP: UE CONTEXT MODIFICATION procedure, both in the format of the S1AP message and the reaction of the eNB.
Solution 3: Apply a KeNB re-keying procedure without AKA, based on current KASME
If a selected trigger condition (cf. below) is fulfilled the MME invokes a KeNB re-keying procedure without AKA. This procedure is based on the idea that a fresh KeNB does not necessarily require an AKA run, but can be derived also from the current KASME if only the parameter ‘uplink NAS COUNT used in the latest NAS Security Mode Complete message’ is updated before the KeNB derivation by running a new NAS Security Mode procedure with the same eKSI and algorithms as the current EPS NAS security context. This solution requires support in the MME for a re-keying without AKA in the MME and does not require any message modification; the UE or the eNB do not require any modifications. Details can be found in the companion CR in S3-121076.
Trigger conditions for solutions 2 and 3 
These trigger conditions are proposed to be left to MME implementation, cf. the companion CR in S3-121076. But an example of such a trigger condition, which is also included in the CR in S3-12nh4 as a NOTE, is presented in the Appendix to the present contribution. 

3. Evaluation
Solution 3 is preferred because there is only an impact on the MME. Solution 1 requires more additional storage in the MME than solution 3 because the identity of the previous target eNB needs to be stored and is less effective than the other solutions. Solution 2 would additionally require a modification of the eNB and the S1 AP procedure. 
Appendix
We give an example here of how the NCC values in UE and MME progress in a series of handover events. More such examples can be easily constructed using the rules in section 1.
Example 
	Type of 
handover
	Initial
condition
	S1 HO
fail
	X2 HO
success
	S1 HO
fail
	S1 HO
fail
	S1 HO
fail
	S1 HO
fail
	S1 HO
fail

	UE
	0
	0
	0
	0
	0
	0
	0
	0

	MME
	0
	2
	3
	4
	5
	6
	7
	8


Example rule for determining trigger condition in MME: 
It can be inferred from the observations in section 1 that at least 6 failed S1 HOs after initial KeNB establishment are needed to cause a synchronisation loss of {NH, NCC} in UE and MME with a difference in the number of iterations for NH derivations of at least 8. The above example shows that 6 failed S1 HOs, not necessarily in a row, may indeed suffice to cause a synchronisation loss. However, this is not a necessary condition: other examples can be constructed showing that an arbitrary large number of failed S1 HOs may occur without causing a synchronisation loss (if there are a number of successful S1 or X2 HOs in between). 
So, a rule for preventing that the number of iterations for NH derivations in the UE and the MME drift apart by 8 or more could be as follows: the number of failed S1 HOs after initial KeNB establishment is counted in the MME, and when this counter reaches the value 5 then the MME triggers the establishment of a new KeNB . 
The rule has the advantage of being very simple, but examples can be constructed showing that KeNB re-keying may be triggered by this rule even if the difference of NCC in UE and MME has not yet reached 7 (mod 8). More complicated rules could be found that could reduce the number of KeNB re-keyings triggered by the MME according to such rules, while still preventing the NCC difference in UE and MME to exceed 7 (mod 8).We prefer simplicity, though, as the occurrence of five S1 HO failures after KeNB establishment is probably not very frequent. Nevertheless, we propose that the rule should remain an example in the specifications, and MME implementors are free to find further optimisations. 
Implementing such a rule as a trigger condition for KeNB re-keying is considered useful even if five or more S1 HO failures are expected to be infrequent because a connection loss can be prevented by such a rule, and a connection loss is considered much more serious than the expense of an additional KeNB re-keying.
