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1. Introduction 
This document provides a more detailed description of the SDES based solution for conferencing that resolves the Editor’s notes to the current description. We also propose to remove a duplicate paragraph that seems to be the result of a copy and paste error.
2. Proposal
We propose to change TR 33.829 as follows (changes marked with MS-Word revision marks). 

******************************START OF CHANGES******************************

5.3.2
SDES-based solution

When participating in a conference, a user may use e2ae security. This is transparent for the conference server and for the other participants in a conference. The remainder of this clause relates to media security applied between a conference participant and a conference server.

The SDES-based solution for e2e media plane security described in TS 33.328 [3] is applicable to the communication between a conference participant and the conference server, i.e. with the participant and the conference server as the two endpoints. 

According to the use cases described above, the establishment of the conference includes INVITE dialogues between participants and the conference server. By these dialogues, SDP is exchanged in the bodies of SIP messages that describe the media flows between the participants and the conference server. In the SDES-based solution, crypto attributes as part of the SDP are used as described in [3] to exchange keys and other cryptographic parameters between the participants and the conference server.

With SDES, the sender of a media stream specifies the key used to protect this stream. This facilitates the usage of bilateral keys as well as of group keys. 
The use of bilateral keys with SDES is straightforward and practically feasible.Their use is recommended as a rule. The use of group keys has advantages in certain situations, but also faces some issues as discussed further below. The remainder of this subclause deals with the use of group keys. 

 The consideration of group keys is motivated by the fact that, if the conference server distributes an identical media stream to multiple participants, the conference server may use a group key, meaning that encryption has to be performed only once and the same encrypted stream can be sent to these multiple participants. In this case, the conference server will specify the same crypto attribute in all dialogues used to set up this stream from the conference server to the participants.

For unicast media streams from participants to the conference server, usage of group keys does not allow for significant efficiency gain. In the SDES-based solution, each participant specifies an arbitrary key for such a media stream, and the conference server uses these individual keys for the individual streams it receives from individual conference participants.

If group keys are used, and at the same time the conference policies require that a participant can only decrypt the media stream of the focus during the time the participant is within the conference, the group keys must be changed each time a user joins or leaves. In case a participant leaves, the focus only needs to issue a re-INVITE to all remaining participants, specifying a new SDP offer with a modified SDES crypto attribute specifying one or more new keys. The participants may specify new keys for the streams they send in their SDP answers; they may also choose to specify the old keys again, which may result in a more seamless processing of the arriving media at the focus. In case a participant joins, in this solution the SRTP crypto contexts need to be re-initialized, in order to reset the SRTP roll over counter (ROC) to zero. This can be achieved by the focus specifying the common media stream(s) it sends to the participants as new streams, using the means described in RFC 3264. I.e., the focus will delete the existing streams in the new SDP (by setting the port number to zero) and offer new streams in the new SDP. In their answers, the participants should specify new (receive) ports for the common streams in order to allow them to distinguish conveniently between media encrypted with an old key and media encrypted with a new key.

NOTE 1: The practice of sending an SDP changing the audio session to port 0 and adding another media stream in the dialogue may have deployment issues. Moreover, there may be other possibilities to trigger a reset of SRTP crypto contexts. An alternative to resetting the crypto contexts may also be to use the ciphersuites specified in RFC 4771 (see NOTE 3 below) and do only rekeying. A final decision on the method to be used is left to the normative stage.

As the ROC is not transmitted in SDES, the SDES solution would require re-initialization of crypto contexts of all participants each time a participant joins, if group keys are used (even if the conference policies would allow to continue using the current group key).

NOTE 2: A mere rekeying (i.e. switching to another SRTP master key) does not reset the ROC to zero, as stated explicitly by RFC 3711, section 3.3.1. 

NOTE 3: RFC4771 specifies ciphersuites that allow transmitting the ROC in RTP packets. However, RFC 4568 (SDES) defines a fixed set of ciphersuites that can be specified in the SDES crypto attribute, and this set does not comprise any of the ROC-carrying ciphersuites of RFC4771. So formally, these ciphersuites cannot be used with SDES.

Frequent re-initialization of crypto contexts can be avoided, if the focus takes care that the RTP sequence number never “rolls over”, meaning the ROC is always equal to zero. This can be achieved if the focus is able to re-initialize crypto contexts before the ROC would roll over, cf. NOTE1. If the sequence number for RTP packets sent by the focus starts at a random number, the remaining time until roll over and re-initialization of the crypto context will be uniformly distributed over an interval of more than 20 minutes, i.e. it will be more than 10 minutes on average, for a voice stream with one packet per 20 ms. 
NOTE 4: Randomness of the sequence number is specified as a “SHOULD-requirement” in RFC 3550 (RTP) in order to support an encryption scheme specified in the same RFC, section 9.1 . The RFC suggests that this mechanism may be weak, and other mechanisms may be used rather. De facto, this scheme is now obsoleted by the specification of SRTP, as used for IMS media plane security for RTP traffic. SRTP requires randomness for keys and salts, but not for the RTP sequence number. Nevertheless, choosing the initial sequence number randomly seems widely implemented, so this behaviour has to be taken into account. On the other hand, only the implementation of the focus would be affected. 

If the sequence number for RTP packets sent by the focus started with zero, it would take more than 20 minutes for the sequence counter to roll over with the described voice stream. So, a focus could start with a sequence number of zero and trigger a re-initialization e.g. every 15 minutes. Participants may then join without re-initialization of the crypto context.


Because key management for the IMS media plane is done out of band, i.e. in the signalling plane, rekeying as well as re-initialization of crypto contexts may not operate seamlessly, i.e. it may result in short disturbance of the audio or video information rendered to a user depending on the implementation. Moreover, rekeying or crypto context re-initialization with a high frequency, e.g. when many users join or leave a conference in a short time interval, may cause a very high signalling load, and may exacerbate audio/video disturbance. (This observation is not specific to the SDES method.)




To avoid such issues, it is recommended to use bilateral keys with the SDES-based solution as a rule. Group keys may be used in scenarios where

the performance gain has high importance (e.g. the conference focus is not capable of handling the conference at all with bilateral keying)

AND
[the conference policies do not mandate rekeying each time participants join or leave the conference

OR
the focus is capable to handle rekeying/re-initialization of crypto contexts at the expected rate of joins/leaves].

When group keys are used, the conference focus may trigger a crypto context re-initialization before the RTP sequence number rolls over, thus ensuring that the ROC is always equal to zero, as described above. This allows that only rekeying but not crypto context re-initialization is done when users join. It also allows that users join without rekeying, if the conference policies allow that.

In this solution, conference server and participants rely on SIP signalling with respect to information about the identity of a communication peer, i.e. they rely on the P-Asserted-Identity. If the security policies comprise mutual authentication, participants and conference server must not suppress the delivery of the P-Asserted-Identity to the remote communication endpoint.

The SDES-based solution for conferencing inherits the security prerequisites and properties of the SDES-based solution for e2e media security. It requires trust in the conference server not to abuse the media. (For conferences where the conference server needs access to cleartext media, e.g. for mixing, this is an inherent requirement for all possible solutions.)

For this solution, integrity and confidentiality of SIP signalling are a prerequisite. This means at the same time that traffic that is part of any event packages associated to a conference, like NOTIFY messages, is protected.

SDES applies only for SRTP/SRTCP. A conference solution may also comprise floor control using BFCP which is transported over TCP. In this solution, BFCP is secured using TLS confidentiality and integrity protection. 

Ciphersuites and session keys to protect BFCP are negotiated via the TLS handshake. The TLS record protocol secures the actual BFCP messages. Mutual authentication during the TLS handshake may be achieved via different means:
(1) Usage of self-signed certificates, with the certificate fingerprints being transmitted using the SDP fingerprint attribute in the SDP offer-answer exchange.

This approach is specified in RFC 4582. "TCP/TLS/BFCP" is used as the protocol identifier in the "m=" line of the SDP, and the "a=fingerprint" attribute is used to provide the fingerprint of the self-signed certificate.

(2) Usage of PSK TLS.

In this case, a PSK must be established between the two parties. Assuming that SIP signalling is integrity and confidentiality protected, and that any SIP proxies between the endpoints of the TLS connection to be established are trusted, a PSK may be selected by one peer and be transmitted within the SDP to the other peer. RFC 4566 specifies a "k=" line that may be used to transmit an encryption key, but does not recommend its usage, as – different from the scenario considered here – it does not assume sufficient SIP signalling security. Alternatively, the "key-mgmt" attribute specified in RFC 4567 may be enhanced for this purpose, or an additional attribute may be specified (like it was done in RFC 4568 [25] (SDES) for transmitting a key to secure RTP based communication).

In this approach, the PSK will be protected during transport, but will be accessible by core network elements. It is assumed that this, like the SDES-based solution in TS 33.328, satisfies the security needs of major user categories.
NOTE: 
When using self-signed certificates or the "k=" line option for the PSK case then no further work in the IETF is expected to be required. For the other two options above for establishing the PSK, additional work in the IETF would be required. This needs to be taken into account when going to the normative stage. The decision whether more than one of the above options for TLS key management is to be mandated by 3GPP is left to the normative stage.

This solution for securing BFCP is very similar to a proposed solution for securing session based messaging. See clause 8.3.2.2 and 8.3.2.3 for a more detailed description and discussion of the solution. 
*******************************END OF CHANGES*******************************
�[This comment to be removed by the TR editor:] A re-INVITE as such does not affect the ROC. The misunderstanding may have been caused by mentioning a re-INVITE above carrying a new SDP offer. However, such an SDP offer can only lead to a reset of ROC if it specifies new keys, so there is no issue with a possible two-time pad, cf. the text further above: " issue a re-INVITE to all remaining participants, specifying a new SDP offer with a modified SDES crypto attribute specifying one or more new keys ". 








