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Abstract
In S3-10111, an attack resulting from a modification of protocol headers on the Un interface was described. In this paper, we describe a countermeasure, well-known from textbooks, for protecting the Tunnel Endpoint Identifier (TEID) in the header of GTP-U packets over the Un interface. The countermeasure consists in (1) randomly allocating TEIDs and (2) adding a GTP-U extension header carrying a non-linear keyless hash of the TEID to every GTP-U packet over Un. This countermeasure is much more lightweight, from a processing point of view, than providing integrity protection for all traffic on the Un interface, be it at PDCP layer or IP layer. 
We also propose to study further whether measure (1) alone could be sufficient. 
We propose to take the decision on appropriate countermeasures only at the SA3 meeting in Jan 2011 as the consequences of any countermeasure are potentially far-reaching, but are largely independent of the decision on the security solutions for relay node architectures in the draft TR S3-101131. 
1. Description of attack 

The attack is described in S3-101111. We quote from there: 

If there is no integrity protection for the interface between RN and DeNB, an attacker could modify the traffic over this interface. 

· For user UE traffic, this would be the content as well as the protocol headers of the communication. By changing GTP protocol headers of user traffic over Un, it could be possible to redirect traffic bound for one (victim) UE to another (attacker) UE. This attacker UE would receive the data encrypted with its own UPenc key. In uplink, this may allow IP address spoofing.
Editor’s Note: The impact of this threat is FFS.

· For signalling traffic, this is S1-AP traffic and X2-AP traffic. 

In this paper, we propose a method to address the redirection attack achieved by modifying the Tunnel Endpoint Identifier (TEID) in the header of GTP-U packets over the Un interface between relay node (RN) and Donor eNB (DeNB). The proposed method is specific to the relay node security architecture.
Integrity protection for S1-AP traffic and X2-AP traffic is in the scope of relay node security work anyhow and is assumed to be provided by separate means. 
As S1-AP traffic and X2-AP traffic account only for a small portion of the traffic, but a countermeasure against the described attack is likely to affect all traffic, it is much more important that the countermeasure against the described attack is efficient than that the method for integrity-protecting S1-AP traffic and X2-AP traffic is efficient.
2. Proposed countermeasure

The proposed countermeasure consists of two parts: 
1) The RN generates the TEIDs for GTP-U packets on Un unpredictably and uniformly distributed over the whole TEID space of 2^32 bits.

2) The DeNB adds an extension header carrying a hash h(TEID) to every GTP-U packets on Un. Upon receipt of a GTP-U packet, the receiver checks whether the TEID is valid and whether the hash of the TEID received in the TEID field matches the value in the received extension header. If not the packet is silently discarded. For requirements on the hash function h cf. next section. A suitable function would be e.g. h = SHA-1 or h = SHA-256, with truncated output, but the suitability of other functions may be studied as well.
NOTE 1: The GTP-U extension header would have to be defined by CT4. It would be described as optional for implementation in the GTP-U specification in general, however, it would be mandatory for use on the Un interface. In particular, the extension header would not affect any GTP-capable node other than DeNB and RN. It is, of course, left to CT4 to define the suitable protocol details. 
NOTE 2: The hash of a TEID allocated by the sender would have to be computed only once by sender and receiver when the GTP-U tunnel was set up. It would then be stored in a table along with the TEID. A table look-up is required anyhow for every GTP-U packet as, in the downlink, the DeNB needs to map the TEID values used on the backhaul link to those used on Un, and the RN needs to map the TEID values used on Un to radio bearers over Uu towards the UE; similarly in the uplink. Therefore, the proposed method requires no per-packet computation effort and no additional table look-ups. 
NOTE 3: The message expansion depends on the length of the hash. A 16-bit hash is considered sufficient.
NOTE 4: The required hash function is a keyless hash function. No key management is required at the GTP layer. The only secret key involved in the scheme is the encryption key managed at the PDCP layer.
Variant of countermeasure: Instead of appending a hash h(TEID) to the TEID in the GTP-U header the receiver could generate a random check value for each randomly generated TEID and send it to the sender along with the TEID in the set-up phase of the GTP tunnel. The sender and the receiver would then store the TEID and the associated check value in a table, similar to storing TEID and h(TEID) as described above. The advantage of this variant would be somewhat better cryptographic properties at the expense of a modification of the S1 procedure for setting up GTP tunnels. For the proposed use case the cryptographic advantage would be minimal, however, so using a hash is preferred even if the required modification of the S1 procedure is believed to be small. 

For both the proposed countermeasure and its variant, it is essential that both the TEID and the hash of the TEID are transmitted in full and not compressed. I.e. when header compression is to be applied to the GTP header at all then the compression algorithm would have to be chosen in such a way that the TEID and the hash of the TEID were not affected. 
3. Cryptographic background of proposed countermeasure

When encryption is available one method of providing integrity protection for a message is for the sender to compute a hash H = h(M) of the message and then encrypt the message M concatenated with the hash value H, i.e. the sender sends Enc (M || H). The receiver decrypts the received data, separates M from H, computes h(M) and compares it with H. If they match the integrity check was successful. The requirement on the hash function h is that it shall not be feasible for an adversary to manipulate or create new ciphertext which upon decryption will yield new plaintext such that the message M and the hash H match. Cryptographic hash functions such as SHA-1 or SHA-256, even when suitably truncated, are believed to have this property. 
This method of providing integrity protection is well-known from textbooks. It is e.g. described in [A.J.Menezes et.al., Handbook of Applied Cryptography, section 9.6.5(ii), 1997].
The method is not advised for obvious reasons when the encryption is a stream cipher and there is a risk of the attacker knowing plaintext. While encryption at the PDCP layer is indeed provided by a stream cipher the integrity-protected plaintext is the TEID, which cannot be guessed by the attacker as it is randomly allocated by the RN and the DeNB respectively and sent between the RN to the DeNB over an encrypted link. Note that, while it is true that the attacker can guess the TEID with a success probability of 2^-32 per try, he cannot verify with that probability whether he hit a valid TEID as the packet is silently discarded even when the TEID is valid, but the hash does not match.  
CAVEAT: It is important that the extension header carrying the hash of the TEID be added to every downlink packet on Un. If not the attacker could first try out packets without extension header with a success probability of 2^-32 and then, when a matching delta to a TEID was found, try finding the matching hash value again with a success probability of 2^-32, giving him a total success probability greater than 2^-33, not 2^-64.
4. Message expansion

We assume that the hash of the TEID (or the 16-bit random check value, if the variant described in section 2 is used) is carried in a GTP extension header rather than in an extended TEID field as the former seems easier from a protocol point of view (finally tbd by CT4). 

A GTP extension header would cause an overhead of 2 extension header bytes + 1 “nextheader” byte. With a 16-bit hash as a payload, the message expansion by the proposed countermeasure would be 5 bytes per GTP packet. The TEID and the hash of the TEID would not be allowed to be compressed if GTP header compression was desired in future releases. (GTP header compression is not done in Rel-10.)
5. Comparison with integrity-protecting all traffic
Two other countermeasures have been proposed: 

· Integrity protection of all downlink traffic over Un at PDCP layer; 

· Integrity protection of all downlink traffic over Un by IPsec ESP. 

Success probability:

Integrity by PDCP: It has been suggested that a 32-bit message authentication code should be added at the PDCP layer. Together with the assumed random allocation of the TEID this would give a success probability for the attacker of 2^-64 per try. For a 16-bit message authentication code, the success probability for the attacker trying to guess the TEID would be 2^-48 per try, i.e. the same as for the proposed method. But such a short message authentication code would probably not be very useful for protecting data other than the randomly chosen TEID (if that was intended). 
Integrity by IPsec: For IPsec ESP, the situation would be a little different. While in principle it would be possible to also define a 32-bit or 16-bit integrity check value this is not available in standard IPsec implementations and would require a modification of these implementations. A typical length that is available is 96 bits. The success probability for the attacker would be correspondingly low. 

The above success probabilities are smaller than or equal to the proposed countermeasure, but the proposed countermeasure seems sufficient to thwart the attack. 

Message expansion: 

Integrity by PDCP: The message expansion would be 4 bytes or 2bytes per MAC frame, while it would be 5 bytes per GTP-U packet for the proposed countermeasure, cf. section 4. When mapping a very large number of GTP-U packets into one MAC frame the relative expansion per GTP-U packet caused by PDCP integrity would tend to zero while the relative expansion per GTP-U packet caused by the proposed countermeasure would remain small.

Integrity by IPsec: Assuming an integrity check value of 96 bits, an ESP header would add around 20 bytes to each IP packet. This would cause a significantly higher expansion than for either of the other two methods, PDCP integrity or the proposed countermeasure. 
Processing requirements: 

Integrity protection of all downlink traffic on Un would add significant processing overhead, irrespective of the protocol layer at which it is applied. The effort for integrity protection would have the same order of magnitude (somewhat depending on the cryptographic algorithm) as the effort for encryption. As the latter already accounts for a significant part of the total processing effort required for a base station, integrity protection for all traffic would substantially add to the required processing capabilities of the DeNB and RN. In comparison, the method proposed in section 2 would only negligibly add to the required processing capabilities.
6. Conclusion

The method proposed in section 2 provides the required protection against the attack described in section 1. It adds only negligibly to the required processing capabilities in the RN and DeNB, in stark contrast to integrity protection for all traffic. The resulting message expansion is 5 bytes per GTP-U packet. 

As the message expansion (and hence reduction of user throughput) is small, but the differences in required processing capabilities are very high, the proposed countermeasure based on a keyless hash over the TEID at GTP-U layer is preferred over integrity protection of all user traffic. 

It should also be studied further whether an approach based on randomly allocated TEIDs, attack detection and suitable reaction could be sufficient, based on the findings in section 7.
We propose to take the decision on appropriate countermeasures only at the SA3 meeting in Jan 2011 as the consequences of any countermeasure are potentially far-reaching, but are largely independent of the decision on the security solutions for relay node architectures in the draft TR S3-101131.

