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Abstract

This document gives some technical background information on DTLS-SRTP and describes the main issues that have been discussed in relation to its possible use as a media protection mechanism in IMS. It should be noted that the current TR 33.828v8.a.0 does evaluate other alternatives as well, where the key management is separated from the media transport, and instead provided in the signalling plane. These solutions are out of scope of this summary, as they do not have the same constraints as DLTS-SRTP.

1.
IETF Drafts
The core of DTLS-SRTP is described in draft-ietf-avt-dtls-srtp-06: Datagram Transport Layer Security (DTLS) Extension to Establish Keys for Secure Real-time Transport Protocol (SRTP). The draft has passed WG last call and is now in IESG evaluation.

ABSTRACT: 
This document describes a Datagram Transport Layer Security (DTLS) extension to establish keys for secure RTP (SRTP) and secure RTP Control Protocol (SRTCP) flows. DTLS keying happens on the media path, independent of any out-of-band signalling channel present.

How to bind SIP identities to media path key negotiation is described in draft-ietf-sip-dtls-srtp-framework-05: Framework for Establishing an SRTP Security Context using DTLS. The draft has passed WG lats call and is now in IESG evaluation. 

ABSTRACT: 
This document specifies how to use the Session Initiation Protocol (SIP) to establish an Secure Real-time Transport Protocol (SRTP) security context using the Datagram Transport Layer Security (DTLS) protocol. It describes a mechanism of transporting a fingerprint attribute in the Session Description Protocol (SDP) that identifies the key that will be presented during the DTLS handshake. The key exchange travels along the media path as opposed to the signaling path. The SIP Identity mechanism can be used to protect the integrity of the fingerprint attribute from modification by intermediate proxies.

Another related draft is draft-wing-avt-dtls-srtp-key-transport-02: DTLS-SRTP Key Transport (work in progress). The draft describes an extension which allows transport of SRTP keying material from one DTLS-SRTP peer to another, so the same SRTP keying material can be used by multiple DTLS-SRTP peers. This extension eliminates the need to key each SRTP session individually, allowing cost-effective deployment of several DTLS-SRTP scenarios.
ABSTRACT: 
The existing DTLS-SRTP specification allows SRTP keys to be established between a pair of SRTP endpoints. However, when there are more than two participants in an RTP session, DTLS-SRTP is unable to provide a single key for all of the participants. This existing limitation of DTLS-SRTP prevents deploying DTLS-SRTP in certain scenarios.

Yet another related draft is draft-wing-sipping-srtp-key-04: Secure Media Recording and Transcoding with the Session Initiation Protocol (work in progress). This document specifies a secure mechanism for a cooperating endpoint to disclose its SRTP master keys to an authorized party to allow secure call recording.

ABSTRACT: 
Call recording is an important feature in enterprise telephony applications. Some industries such as financial traders have requirements to record all calls in which customers give trading orders. This poses a particular problem for Secure RTP systems as many SRTP key exchange mechanisms do not disclose the SRTP session keys to intermediate SIP proxies. As a result, these key exchange mechanisms cannot be used in environments where call recording is needed.

2.
Some technical details

The short description of DTLS-SRTP and related drafts below is based on the description in S3-081398 and excerpts from the drafts.

DTLS-SRTP uses the handshake protocol of DTLS (RFC 4347, [10]) to establish keying material, algorithms, and parameters for SRTP. The handshake is performed in the media path, using UDP between those transport addresses (transport address = IP address + port) that are also used by the RTP media streams to be secured.
DTLS-SRTP is defined for point-to-point media sessions, in which there are exactly two participants. Each DTLS-SRTP session contains a single DTLS association (called a "connection" in TLS jargon), and either two SRTP contexts (if media traffic is flowing in both directions on the same host/port quartet) or one SRTP context (if media traffic is only flowing in one direction). All SRTP traffic flowing over that pair in a given direction uses a single SRTP context. A single DTLS-SRTP session only protects data carried over a single UDP source and destination port pair.

The general pattern of DTLS-SRTP is as follows. For each RTP or RTCP flow the peers do a DTLS handshake on the same source and destination port pair to establish a DTLS association. Which side is the DTLS client and which side is the DTLS server must be established via some out of band mechanism such as SDP. The keying material from that handshake is fed into the SRTP stack. Once that association is established, RTP packets are protected (becoming SRTP) using that keying material.

RTP and RTCP traffic is usually sent on two separate UDP ports. When symmetric RTP [RFC4961] is used, two bidirectional DTLS-SRTP sessions are needed, one for the RTP port, one for the RTCP port. When RTP flows are not symmetric, four unidirectional DTLS-SRTP sessions are needed (for inbound and outbound RTP, and inbound and outbound RTCP).

Symmetric RTP [RFC4961] is the case in which there are two RTP sessions that have their source and destination ports and addresses reversed, in a manner similar to the way that a TCP connection uses its ports. Each participant has an inbound RTP session and an outbound RTP session. When symmetric RTP is used, a single DTLS-SRTP session can protect both of the RTP sessions. It is RECOMMENDED that symmetric RTP be used with DTLS-SRTP.

RTP and RTCP traffic MAY be multiplexed on a single UDP port [I-D.ietf-avt-rtp-and-rtcp-mux] In this case, both RTP and RTCP packets may be sent over the same DTLS-SRTP session, halving the number of DTLS-SRTP sessions needed. This improves the cryptographic performance of DTLS, but may cause problems when RTCP and RTP are subject to different network treatment (e.g., for bandwidth reservation or scheduling reasons.)

Between a single pair of participants, there may be multiple media sessions. There MUST be a separate DTLS-SRTP session for each distinct pair of source and destination ports used by a media session (though the sessions can share a single DTLS session and hence amortize the initial public key handshake!).

A DTLS-SRTP session may be indicated by an external signaling protocol like SIP. When the signaling exchange is integrity- protected (e.g when SIP Identity protection via digital signatures is used), DTLS-SRTP can leverage this integrity guarantee to provide complete security of the media stream. A description of how to indicate DTLS-SRTP sessions in SIP and SDP [RFC4566], and how to authenticate the endpoints using fingerprints can be found in [I-D.ietf-sip-dtls-srtp-framework].
In a naive implementation, when there are multiple media sessions, there is a new DTLS session establishment (complete with public key cryptography) for each media channel. For example, a videophone may be sending both an audio stream and a video stream, each of which would use a separate DTLS session establishment exchange, which would proceed in parallel. As an optimization, the DTLS-SRTP implementation SHOULD use the following strategy: a single DTLS association is established, and all other DTLS associations wait until that connection is established before proceeding with their handshakes. This strategy allows the later sessions to use DTLS session resumption, which allows the amortization of the expensive public key cryptography operations over multiple DTLS handshakes.
The SRTP keys used to protect packets originated by the client are distinct from the SRTP keys used to protect packets originated by the server. All of the RTP sources originating on the client for the same channel use the same SRTP keys, and similarly, all of the RTP sources originating on the server for the same channel use the same SRTP keys. The SRTP implementation MUST ensure that all of the SSRC values for all of the RTP sources originating from the same device over the same channel are distinct, in order to avoid the "two-time pad" problem (as described in Section 9.1 of RFC 3711). Note that this is not an issue for separate media streams (on different host/ port quartets) which use independent keying material even if an SSRC collision occurs. 
Rekeying in DTLS is accomplished by performing a new handshake over the existing DTLS channel. I.e., the handshake messages are protected by the existing DTLS cipher suite. This handshake can be performed in parallel with data transport, so no interruption of the data flow is required. Once the handshake is finished, the newly derived set of keys is used to protect all outbound packets, both DTLS and SRTP.
DTLS ([10]) requires that peers can be mutually authenticated, preferably by presenting certificates signed by a certificate authority (CA) that is trusted by both peers. (Other peer authentication methods like relying on a pre-shared key are also specified.) The goal of DTLS-SRTP is however to allow secure communication between parties that do not know each other before and that do not share a common trusted CA. To achieve this, DTLS-SRTP uses peer authentication methods where each peer is authenticated via a certificate that is not signed by a CA, but only by the peer itself. The identity of the peers cannot be asserted by such certificates and the draft refers to SIP identity and SIP connected identity (RFC 4474 and RFC 4916, [13] and [14]). Another mechanism that would give non-cryptographic identity assurance based on trust in the IMS infrastructure would be the use of the P-asserted-identity header field.
To ensure that an attacker in the media path cannot perform a man-in-the-middle attack on the certificates, certificate fingerprints are transmitted in the SIP messages (inside the SDP bodies) that allow verifying the validity of a certificate received over the media path. The integrity of the fingerprint must be protected, e.g. by general measures to protect the signalling traffic, or by the usage of SIP identity and SIP connected identity. (Additional variants have been proposed in different (personal) Internet Drafts.)

In the draft on "DTLS-SRTP Key Transport" a key transport extension to DTLS-SRTP is introduced.  The possibility of using Key transport is negotiated in the DTLS set-up. Support for the DTLS Key Transport extension is indicated in SDP.  A new protocol is defined, called the srtp key transport protocol, allows sending, receiving, requesting and activation of a new SRTP keys. At any time, the DTLS client or DTLS server MAY send a key transport message.
In the draft on "Secure Media Recording and Transcoding with the Session Initiation Protocol" the secure distribution of master keys (when needed) is based on an extended version of SDES. The work is not motivated by LI requirements. Specifically, there is no attempt in the draft to make the recording process undetectable to the user. Also, in most circumstances, the intent of the recording is to protect both parties from later disagreements about what was said during the conversation or to remedy mistakes made. 
3 
Issues 
The following issues need to be resolved before the suitability of DTLS-SRTP as an IMS media security solution can be fully evaluated.
3.1 
Assumption on bidirectional streams

SIP session management allows a unidirectional media connection between endpoints. The use of DTLS-SRTP requires that there exists a bidirectional flow  (for RTP as well as for RTCP, if RTCP uses different transport addresses) on which a DTLS-SRTP handshake can take place. Thus it is an issue, if use-cases exist in which only unidirectional RTP and RTCP need protection. 

Note that the signaling plane is always bidirectional.

3.2
Only RTP media can be protected
DTLS-SRTP only supports protection of RTP. Thus it is an issue, if use-cases exist in which also media types like e.g. MSRP need protection. SA3 requirements state that it shall be possible to protect IMS user traffic including non-RTP based traffic (see requirement 45 in TR 33.828). 
Note that there is no corresponding draft or RFC dealing with how to set-up (PSK-) TLS between two parties that did not know each other before and that do not share a common trusted CA.

3.3
DTLS handshake in media path

DTLS-SRTP allows that the called party uses the media path to perform the DTLS-SRTP handshake immediately after it has received the SDP offer, but it is also possible for the called party to stay passive and let the caller start the handshake.

Depending on the policies in the network, the media path may only be available after the SDP answer has been transmitted, or – at the latest – after the 200 OK message has been passed. In both cases, the calling party is the receiver of the message that opens up the media path and it can therefore start the DTLS-SRTP handshake immediately after receiving the message. This may result in an extra delay before the real media can flow. 

3.3.1
Handshake and other messages in media path
The DTLS handshake messages are UDP packet and may be much larger than the media packets to be transported. If key transport is used also the messages used in the "srtp key transport protocol" must be let through. Such messages may appear at any time. Note also that rekeying in DTLS-SRTP is accomplished by performing a new handshake over the existing DTLS channel. Thus it is an issue, if policies allowing the mentioned types of UDP messages can be allowed in the media plane.
In TR 33.828 it is claimed that there seems not much point in blocking such traffic (i.e. DTLS signalling). Moreover, it is stated  that there is reason to assume that deployed SBC-products feature a considerable degree of flexibility and are not limited in a way that they cannot be configured to let the handshake traffic pass. 

Verification that the stated assumptions are valid from an architectural and policy point of view is needed. In particular, if it is possible to establish a voice bearer with a specific bit rate, but that at the same time can allow passing of the larger type of packets generated by DTLS signalling without interrupting the voice quality. 


3.3.2
Clipping and delay in media path establishment
The experienced delay in media path establishment will depend on when the media path DTLS handshake can start. If the media path can be opened for the DTLS handshake before the 200 OK message has been received by the calling party, the risk for delays and clipping would be minimized. If not then a slight delay with a corresponding increase in the risk of clipping would be experienced. Furthermore, it should be noted that in the presence of SBCs, UEs cannot in general know at which time the media path is open and they can start to send media packets. This would in worst case cause recoverable errors with delays in or delayed start of the DTLS handshake. This difficulty in determining when the media path is open is quite independent of the use of encryption (with any key management protocol). Thus there are two issues: The first is about which policies that can be allowed with respect to opening the media path for DTLS handshake and message exchange. The second issue is when the UE should start the DTLS handshake. This will influence if the service quality will be acceptable or not.

3.4
DTLS processing in the media plane

When DTLS-SRTP is employed, all network nodes that must terminate the media security have to be able to perform a DTLS handshake, including public key operations. In early phases of deployment, it can be expected that MGWs used for communication with legacy equipment would be the primary network node needing such functionality. The capacity should be sufficient to handle peak call set-up attempts without introducing noticeable delays.  
Rekeying in DTLS is accomplished by performing a new handshake over the existing DTLS channel. 
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