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****** Start of Changes ******

4.1.3 
End-to-end protection 

For the vast majority of users, the peer-to-peer voice call will initially be the most significant use case. While these users do not have specific security policies, it can still be expected that they understand and value the feature that such a voice call can be encrypted in a way that "attackers in the Internet" have no chance to eavesdrop on the communication. Users will understand that it is not sufficient to secure only a part of the connection and that end-to-end protection is needed (potentially protecting all the hops separately). Note that such a protection feature is already known to the public, e.g. by its usage in Skype.

Users may also understand that encrypted calls are not possible, if the called party does not support encryption. However, they will appreciate it if the protection feature is available not only for a small group of communication peers. This implies that interoperability with communication peers outside the IMS or peers using IMS terminal compliant to Releases prior to the introduction of IMS media security in 3GPP specifications would be beneficial.

On the other hand, it is not likely that many users are willing to be charged significantly for the encryption feature, and that they would accept degradation of the service performance caused by encryption.
Peer-to-peer voice call is as mentioned above initially expected to be the most significant use case. Over time, it is however expected that IMS will offer a rich set of services and that the users will use this services increasingly. For example, instant messaging is a popular service today, and it can be expected that also IMS users will be interested in such a service. It can be expected that users value protection of their instant messaging, as for their voice calls. As another example, users also frequently use voice mailboxes today. For this case, it can also be expected that users desire that the confidentiality of the data is upheld even while stored in the mailbox.
****** Next Change ******

6.4.2
Compliance of SDES with 3GPP Requirements 
Editor's note: It is ffs whether sections 6.4.2 – 6.4.4 are needed once the evaluation of solution alternatives is completed, or if a reference to clause 7 sufficient. 
For each requirement group in clause 5, 3GPP as well as IETF requirements are given. This clause only discusses the 3GPP requirements. It is structured in the same way as clause 5. 

6.4.2.1
LI Requirements
SDES allows to comply easily with any LI requirements, as the master keys for protecting the communication are known to the P-CSCF and any other SIP proxy processing the INVITE dialogue. LI would also be possible in visited networks.
6.4.2.2
Security Requirements

SDES is only a key exchange mechanism, while the security requirements refer also to the security of the IMS user traffic, i.e. media. For the discussion of the compliance with the security requirements, it is therefore assumed that user plane traffic is properly secured based on the keys exchanged by SDES (e.g. RTP based media traffic is secured by SRTP). 
SDES requires the SIP traffic to be secured between the UE and the P-CSCF. Several alternatives are available for that. In particular, IPsec (with IMS AKA) and TLS (with SIPS as in RFC3261 or as in TS 33.203 Annex O) are specified. If none of these two is available, SDES may rely on the underlying transport security provided by 2G/3G access or by 3GPP IP access according to TS 33.234 (3G-WLAN interworking), where cryptographical protection is available between the UE and some node in the network. Between this node and the P-CSCF, protection can be provided by NDS/IP (TS 33.210).

Within the core network, SDES requires secure transport between all SIP proxies and trust in all SIP proxies. Between the SIP proxies, security can be provided according to the principles of NDS/IP. On the SIP proxies, however, the keys transported with SDES become visible in plaintext. Therefore, the SIP proxies must be trusted. SDES is not compliant with the requirement to protect IMS user traffic against on core network nodes. However in NOTE1 of clause 5.4 it is suggested that this requirement could be relaxed.
Against parties that do not control one of the involved SIP proxies, SDES with hop-by-hop protection between all involved SIP agents provides high security for the key exchange. Combined with a suitable media plane security protocol like SRTP, the security is obviously much higher as for insecured sessions, and with respect to the threat of wiretapping also much higher as for POTS (plain old telephone system) calls.
Within the IMS, protection of the SIP traffic can be expected to be available, using the IMS access security mechanisms and NDS/IP. Outside the IMS, at least SIPS (with hop-by-hop TLS) is likely to be supported. It is unclear, how non-IMS SIP providers secure their SIP proxies. This makes SDES appear less secure in a non-IMS environment. On the other hand, from the perspective of an end user, it may not make much difference whether a foreign network, which transports the signaling traffic, is an IMS or not. Typically, the level of trust is lowered by the involvement of foreign networks, be they IMSs or not. 
The conclusion is that with the assumptions described in the paragraphs above, SDES complies with the 3GPP security requirements for sessions within an IMS environment. Outside the IMS environment, this may or may not be the case, depending on the availability of SIPS and the trustworthiness of the involved non-IMS-SIP providers.

6.4.2.3
Requirements Related to SIP Based Call Features
Concerning forking/retargeting and support of early media, clause 5 doesn't state 3GPP specific requirements – only the IETF requirements apply, cf. further below.

Concerning secure multiparty communications, it must be noted that SDES according to RFC 4568 is currently restricted to point-to-point unicast communication, and multicast is for further study. However, SDES allows each sender to choose a key for the traffic it sends, which is a good basis for the support of efficient multicast, where a sender doesn't need to protect the traffic it sends differently for different receivers

6.4.2.4
Architectural Requirements
TR 33.828 v060 lists eleven architectural 3GPP requirements. Compliance of SDES with these requirements is obvious in most cases. Only the most important ones are discussed in this clause.

SDES supports security between SIP endpoints, i.e. end-to-end security. A SIP endpoint could also be a network node, e.g. a SIP application server. So the case of end-to-middle security where the node terminating the media plane security within the network is a SIP endpoint is clearly also supported.

End-to-middle security further comprises also cases, where the node within the network that terminates the media plane security is not a SIP endpoint or is not in the signaling path at all. E.g., it could be a PSTN-MGW or an IP-IP-MGW performing transcoding. Such a MGW will be controlled by some node that is aware of the SIP signaling, and thus knows the keys transmitted with SDES. It is assumed that technically, it is rather easy and straightforward to enhance the control protocol between controller and MGW, e.g. H.248, to support sending the key to the MGW. For more details on how SDES can support end-to-middle scenarios, see clause 6.4.5.
The requirement to support media recording is marked as "ffs" in clause 5. The requirement doesn't specify any details on what kind of recording it refers to. One can imagine various scenarios for media recording, in particular recording of encrypted or plaintext media within the network. Recording plaintext media means terminating the media plane security within the network, which is supported by SDES as described in the previous paragraph. In case encrypted media has to be recorded (e.g. the "deferred delivery" as described in the use case in clause 4.1, SDES would allow to store the key together with the encrypted message. The same level of trust can be assumed for a network node recording encrypted messages as for any SIP proxy that handles the keys transmitted with SDES.

Concerning the interoperability with non-IMS-capable UEs, SDES provides a very good basis, as SDES is a standards track RFC of the IETF. SDES is already widely deployed in UEs – currently it is the de facto interoperability standard for "IETF-compliant" equipment that supports SRTP. (Quotation from the summary report of the SIPit22 interoperability test event on April 14-18, 2008 (https://www.sipit.net/SIPit22_Summary): "There was a significant amount of successful SRTP interop at this event.... Most of the tests established the session using sdes.")
6.4.2.5
Scalability, Cost and Performance
Obviously, SDES complies very well with these requirements, as it is a very simple, straight forward approach without the need of additional network elements, expensive computations, multiple roundtrips etc.

6.4.2.6
Requirements Regarding the Access Network Type

SDES complies with these requirements. In particular, 
· it is access network independent;

· it leverages the IMS security architecture;

· it works independently of any of the different authentication methods defined for IMS.

6.4.2.7
Backward Compatibility and Migration
SDES complies with these requirements. In particular, keys and other parameters can be negotiated individually for each call, and downgrading attacks cannot be done in the secure signaling environment that is assumed.

6.4.2.8
Other Requirements
RFC 4568 currently only describes the usage of SDES for exchanging keys and other crypto parameters for securing RTP based media traffic by SRTP (RFC 3711). However, RFC 4568 indicates that SDES could also be used for exchanging keys for other media plane security protocols, by defining additional forms of "crypto objects". For example, an enhanced SDES may be used to establish a "shared key" for TLS-PSK (RFC 4279), thus allowing to secure TCP based media traffic. (According to RFC4568, each party currently provides one master key for securing the media traffic it will send. For TLS-PSK, a single shared secret is needed. This could be generated by applying a hash function or pseudo random function to the combined keys provided by the two parties. This will create a single shared secret and at the same time solve any issues with forking and retargeting in this scenario. See also clause "Advanced Support for Forking/Retargeting" below.)
It is questionable anyhow whether a single solution should be selected protecting RTP traffic as well as e.g. MSRP (which is typically protected by TLS).

Protection of application layer messages, i.e. media transmitted with SIP messages, would not require any additional measures in the SDES approach, as a secure signaling path is assumed.
6.4.3
Compliance of SDES with IETF Requirements 

The IETF requirements are described in /ID-MediaSecReqs/, which is in "working group last call" at the moment.

Clause 5 has not been aligned with the IETF media security requirements draft for a considerable amount of time. So currently, it is not clearly specified, which IETF requirements are considered relevant for the 3GPP solution. Several IETF requirements are already covered by 3GPP requirements and have therefore been discussed in clause 5.

Therefore, in this clause, not every IETF requirement is discussed in detail. However, the important IETF requirements are covered, including the requirements, where there might be doubts about the compliance of SDES.

6.4.3.1
Security Requirements

IETF security requirements have already been discussed in 3GPP Tdoc S3-080100. The strongest security requirement that /ID-MediaSecReqs/ currently contains is requirement "R-ACT-ACT": A solution must provide a mode where an attacker, for performing a successful attack, must be active in both the signaling and the media path, and where such an attack would be detectable by the end users. /ID-MediaSecReqs/ states, that compliance of a mechanism with such a requirement cannot be evaluated absolutely, but depends on additional assumptions. For example, the ID evaluates DTLS-SRTP as compliant with R-ACT-ACT, assuming that the SIP-proxies performing the authentication service according to RFC4474 are trusted (i.e. not compromised by attackers). Without this assumption, DTLS-SRTP does not fulfill R-ACT-ACT.
In the IMS environment, as long as none of the nodes is compromised, there is no way to break the security of SDES. So in that environment, SDES (which is evaluated in /ID-MediaSecReqs/ to be susceptible even against a passive attack) fulfills the strongest security requirement R-ACT-ACT.
6.4.3.2
Forking/Retargeting
Editor’s note: None of the IETF requirements from /ID-MediaSecReqs/ in this clause is currently contained in clause 5, so, strictly speaking, a solution proposed to 3GPP need not be compatible with these at all. However, earlier forms of some of these requirements are contained in clause 5. We believe it makes more sense to discuss the most recent form of the IETF requirements from /ID-MediaSecReqs/. Nevertheless, a decision has still to be made by SA3 about the relevance of these IETF requirements for 3GPP. 
/ID-MediaSecReqs/ states the IETF-requirement 

   R-FORK-RETARGET:

         The media security key management protocol MUST securely

         support forking and retargeting when all endpoints are willing

         to use SRTP without causing the call setup to fail.  This

         requirement means the endpoints that did not answer the call

         MUST NOT learn the SRTP keys (in either direction) used by the

         answering endpoint.

Without modifications, SDES is not compliant with this requirement. It can be argued however, that forking and retargeting as a rule is expected to be performed only between endpoints that have a close relationship and possible also a high degree of trust between each other. In such forking/retargeting scenarios SDES could be considered sufficiently secure.

In scenarios, where such a level of trust between forked/retargeted endpoints cannot be assumed, an obvious workaround is to rekey the session with only that parties that actually participate in the session. This would require an UPDATE or re-INVITE and therefore some additional signaling. A problem is that the inviting party may not always be aware of the fact that other, non-responding endpoints may have received the SDP offer, and therefore must rekey for every session. This problem might be alleviated by letting the answerer perform the rekeying, assuming that the answerer knows, whether forking/retargeting is configured for the chosen URI, and whether it perhaps acceptable that other forked endpoints have got the key.

Support of SIP forking is also discussed in the SDES RFC (RFC 4568) itself, in its section 7.3.
/ID-MediaSecReqs/ further states the IETF-requirement 

   R-DISTINCT:

         The media security key management protocol MUST be capable of

         creating distinct, independent cryptographic contexts for each

         endpoint in a forked session.

For SDES, if an offerer gets two or more answers, there will be two or more keys for received media. Creating different contexts for received media streams is no problem.

For sending media, creating different contexts per receiver (all with the same key) is possible for the caller. There maybe be minor issues, e.g. if the key lifetime is expressed by the maximum number of packets that can be encrypted with the key, then it has to be taken into account that the same key is used for different contexts. Note that there is no security problem with using the same (master) key for different flows, as the sender can use different SSRC ids for them (synchronization source ids, see RFC 3550), which results in different key streams for the different flows.

It may also be argued that in a forked session, the caller will not send different streams to the forked endpoints, and therefore doesn't really need different crypto contexts. If the caller however decides to start a session with several endpoints that were reached by forking of the original INVITE, the caller can easily re-INVITE these endpoints and specify new, different keys.
/ID-MediaSecReqs/ further states the IETF-requirement 

   R-HERFP:

         The media security key management protocol MUST function

         securely even in the presence of HERFP behavior.

HERFP behavior is shortly explained in /ID-MediaSecReqs/: In a forked call, rejections of the INVITE sent by different endpoints may be terminated at the forking proxy and never reach the caller.

SDES does not comprise mechanisms that allow an answerer to send indications about key exchange failures (in order to let the offerer "make another try"). If a sender has included crypto objects for all crypto suites it is willing to use and does not get a response accepting any of these crypto-objects, there is nothing it could do to establish the crypto session, even if it would have received all the (rejecting) answers from the different endpoints the INVITE has been forked to. So SDES complies with R-HERFP.
Another IETF-requirement, mentioned under "media considerations", is also relevant with respect to forking, in case forking leads to a multiparty session:

   R-ASSOC:

         The media security key management protocol SHOULD include a

         mechanism for associating key management messages with both the

         signaling traffic that initiated the session and with protected

         media traffic.  Allowing such an association also allows the

         SDP offerer to avoid performing CPU-consuming operations (e.g.,

         Diffie-Hellman or public key operations) with attackers that

         have not seen the signaling messages.

With SDES, keys are exchanged in the signaling messages, so association of key management to signaling is clear. SDES has an issue concerning the association of incoming media to the keys transported with SIP signaling, if several endpoints answer on a single INVITE and start sending media. E.g., in an RTP session where A receives on one of its transport addresses (IP address + UDP port) media streams from two parties B and C, B and C will use individual keys, and must also use different SSRC ids (synchronization source ids, see RFC 3550). As SDES doesn't define the transport of SSRCs within the crypto object (but uses the "late binding" approach, see RFC 4568), at the beginning, A will not know, which key to use for which SSRC. In case of an authenticated packet, A can find this out deterministically by trying all received keys. (Note that while authentication is mandatory only for RTCP, but not for RTP, for general security reasons it is highly recommended to authenticate also RTP.) 

These additional computations are only needed when a new SSRC id appears. Moreover, they can be avoided completely by using different receive ports for the streams received from different senders. RFC 4568, in its section 7.3, suggests to take this approach. It also states that alternative approaches are possible.

Note further, that SDES doesn't require expensive computations (like DH exchanges), which alleviates the problem of DoS attacks as mentioned in R-ASSOC.

Finally, the following IETF requirement refers to forking/retargeting:

   R-BEST-SECURE:

         Even when some end points of a forked or retargeted call are

         incapable of using SRTP, a solution MUST be described which

         allows the establishment of SRTP associations with SRTP-capable

         endpoints and / or RTP associations with non-SRTP-capable

         endpoints.

Concerning the multi-party aspects of this, see clause 6.4.6.4. Concerning the usage of RTP instead of SRTP, see the discussion of R-ALLOW-RTP in clause 6.4.3.3.

6.4.3.3
Early Media

cf. remark on relevance of IETF requirements at the start of clause 5.1.

The respective IETF requirement is

   R-AVOID-CLIPPING:

         The media security key management protocol SHOULD avoid

         clipping media before SDP answer without requiring Security

         Preconditions [RFC5027].

SDES allows decryption only after successful transmission of the SDP answer, so encrypted media would be clipped before that. However, 3GPP generally assumes SBCs in the media path that block media before SDP answer anyway. So SDES doesn't lead to a specific problem here.

It may also be considered to allow the usage of unencrypted early media and apply protection only to media after the SDP answer. This may be reasonable for non-sensitive announcements, ring tones, advertisement etc. Usage of RTP for early media and then changing to SRTP after the SDP answer could be specified outside SDES, just by suitable definition of the semantics of an SDP offer specifying an encrypted session. This approach would also be in line with another IETF-requirement:

   R-ALLOW-RTP:  A solution SHOULD be described which allows RTP media

         to be received by the calling party until SRTP has been

         negotiated with the answerer, after which SRTP is preferred

         over RTP.

6.4.4 
Summary Requirement Compliance

Within an IMS environment assuming trusted SIP proxies and usage of the recommended security mechanisms (e.g. TLS or IPsec in the access, or Za/Zb interfaces in the core) SDES provides a a good security level corresponding to the access protection of cellular systems. Outside the IMS, support of SIP over TLS has to be assumed and if applied would protects SIP messages between the proxies. A remaining security risk is that one of the involved operators is malicious or fails to protect its proxies against attackers. It has to be evaluated if this is acceptable for operators as well as the  most relevant user groups.  Still, it would be an improvement compared to the unencrypted media streams in a "legacy" IMS and the PSTN.

SDES is a very lean approach, without needing any involvement of the network and without the need to modify existing networks. Therefore it is cost efficient and scales very well. It does not require expensive computations or additional roundtrips, so it does not cause any significant overhead and does not adversely affect any IMS services.

SDES is a mechanism that is already widely deployed in non-IMS UEs – currently it is the de facto interoperability standard for "IETF-compliant" equipment that supports SRTP. SDES allows to comply easily with any LI requirements, as the operator has access to the keys exchanged in the signalling messages.
****** Next Change ******
6.5.3
Analysis
Editor's note: It is ffs whether section 6.5.3 is needed once the evaluation of solution alternatives is completed, or if a reference to clause 7 sufficient. 
6.5.3.1
Peer to Peer

For peer to peer communication, the solution could support end to end media protection.
6.5.3.2
Forking 

KMS can distribute different master keys to each forking end point, so the master keys used by the answering endpoint cannot be known by other forking end points. Thus the solution could support forking case. The detail is FFS.
6.5.3.3
Deferred delivery 
The KMS can store the master key K during its lifetime. For deferred delivery, e.g. voice mailbox, the encrypted media is stored in a mailbox, When UE-B later wants to retrieve the encrypted media from the mailbox, UE-B just needs to perform step 4 to step 7 to fetch the master key K to decrypt the media. So this solution could support this use case. The detail is FFS.
6.5.3.4
Transcoders
For the network functions operating on plaintext media, e.g. transcoders, the KMS could deliver the master key K to the network functions after successful authorization. So this solution could support this use case. The detail is FFS.
6.5.3.5
Group and conference calls
For Group and conference calls, e.g. conferencing, the KMS could deliver the same master key K to the conference server, then to other attendees. So this solution could support this use case. The detail is FFS.
****** End of Changes ******



























































































































�PAGE \# "'Page: '#'�'"  �� � HYPERLINK "http://www.3gpp.org/ftp/Information/DocNum_FTP_structure_V3.zip" ��Document numbers� are allocated by the Working Group Secretary.   Use the format of document number specified by the � HYPERLINK "http://www.3gpp.org/About/WP.htm" ��3GPP Working Procedures�.


�PAGE \# "'Page: '#'�'"  �� Enter the specification number in this box. For example, 04.08 or 31.102. Do not prefix the number with anything . i.e. do not use "TS", "GSM" or "3GPP" etc.


�PAGE \# "'Page: '#'�'"  �� Enter the CR number here. This number is allocated by the 3GPP support team.  It consists of at least four digits, padded with leading zeros if necessary.


�PAGE \# "'Page: '#'�'"  �� Enter the revision number of the CR here. If it is the first version, use a "-".


�PAGE \# "'Page: '#'�'"  �� Enter the version of the specification here. This number is the version of the specification to which the CR was written and (normally) to which it will be applied if it is approved. Make sure that the latest version of the specification (of the relevant release) is used when creating the CR. If unsure what the latest version is, go to � HYPERLINK "http://www.3gpp.org/3G_Specs/3G_Specs.htm" ��� � HYPERLINK "http://www.3gpp.org/specs/specs.htm" ��http://www.3gpp.org/specs/specs.htm�.


�PAGE \# "'Page: '#'�'"  �� For help on how to fill out a field, place the mouse pointer over the special symbol closest to the field in question.


�PAGE \# "'Page: '#'�'"  �� Mark one or more of the boxes with an X.


�PAGE \# "'Page: '#'�'"  �� SIM / USIM / ISIM applications.


�PAGE \# "'Page: '#'�'"  �� Enter a concise description of the subject matter of the CR. It should be no longer than one line, but if this is not possible, do not enter hard new-line characters.  Do not use redundant information such as "Change Request number xxx to 3GPP TS xx.xxx".


One or more organizations (3GPP Individual Members) which drafted the CR and are presenting it to the Working Group.


For CRs agreed at Working Group level, the identity of the WG.  Use the format "xn" where �	x = "C" for TSG CT, "R" for TSG RAN, "S" for TSG SA, "G" for TSG GERAN; �PAGE \# "'Page: '#'�'"  ���	n = digit identifying the Working Group; for CRs drafted during the TSG meeting itself, use "P". �Examples: "C4", "R5", "G3new", "SP".


�PAGE \# "'Page: '#'�'"  �� Enter the acronym for the work item which is applicable to the change. This field is mandatory for category F, A, B & C CRs for Release 4 and later. A list of work item acronyms can be found in the 3GPP work plan. See �� HYPERLINK "http://www.3gpp.org/ftp/Specs/html-info/WI-List.htm" ��http://www.3gpp.org/ftp/Specs/html-info/WI-List.htm� .


�PAGE \# "'Page: '#'�'"  �� Enter the date on which the CR was last revised.  Format to be interpretable by English version of MS Windows ® applications, e.g. 19/02/2006.


�PAGE \# "'Page: '#'�'"  �� Enter a single letter corresponding to the most appropriate category listed. For more detailed help on interpreting these categories, see Technical Report �HYPERLINK "http://www.3gpp.org/ftp/Specs/html-info/21900.htm"��21.900� "TSG working methods".


�PAGE \# "'Page: '#'�'"  �� Enter a single release code from the list below.


�PAGE \# "'Page: '#'�'"  �� Enter text which explains why the change is necessary.


�PAGE \# "'Page: '#'�'"  �� Enter text which describes the most important components of the change. i.e. How the change is made.


�PAGE \# "'Page: '#'�'"  �� Enter here the consequences if this CR were to be rejected. It is mandatory to complete this section only if the CR is of category "F" (i.e. correction), though it may well be useful for other categories.


�PAGE \# "'Page: '#'�'"  �� Enter the number of each clause which contains changes.   Be as specific as possible (ie list each subclause, not just the umbrella clause).


�PAGE \# "'Page: '#'�'"  �� Tick "yes" box if any other specifications are affected by this change.  Else tick "no".  You MUST fill in one or the other.


�PAGE \# "'Page: '#'�'"  �� List here the specifications which are affected or the CRs which are linked.


�PAGE \# "'Page: '#'�'"  �� Enter any other information which may be needed by the group being requested to approve the CR. This could include special conditions for it's approval which are not listed anywhere else above.





