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1 Introduction
Contribution S3-070043 [2], presented at meeting SA3-46, proposed several requirements that the keying structure used for obtaining cryptographic keys for various operations should satisfy. It was recommended in meeting SA3-46 that further discussion be conducted to study the requirements. Further, in meeting SA3-46, a key hierarchy and nomenclature for various keys proposed in [4] was adopted as a baseline. This contribution provides further clarification on the rationale and implications of the requirements proposed in [2]. The terminology is also updated to conform to the baseline key hierarchy of [4]. In order to focus the discussion, this contribution drops some of the requirements proposed in [2] and reformulates others. In particular, this contribution concentrates on the UE’s security associations with eNBs (as opposed to SAs with other network elements) for clarity. 
2 Keying Structure
This contribution considers some characteristics that the process of obtaining the various cryptographic keys in the baseline key hierarchy. We propose a set of requirements that any process of obtaining the various keys should satisfy. Moreover, these requirements are independent of the specific key derivation functions used for obtaining the various keys.

Next we define some terminology which we will use subsequently in outlining the proposed requirements for LTE keying structure.
2.1 Terminology

In describing the requirements, we will use the term scope of a cryptographic key. For the purposes of this discussion, the scope of a cryptographic key is characterized by two attributes, Spatial and Temporal.

1. Spatial scope: This identifies which network entities may possess and use the key. Keys may be narrow spatial scope - keys that can be only used at a small (bounded) and well-defined number of network entities, or wide spatial scope - keys that may remain operational across a large (possibly unbounded) number of network entities. A special case of a narrow spatial scope key is one that is “bound” to a particular network entity, i.e. only that network entity may possess and use that particular key.
In UMTS, for example, CK and IK have wide spatial scope. These keys are not tied to any particular RNC – when SRNS relocation is performed for the UE, the keys may be passed to the new S-RNC and will continue to be used at the new S-RNC. This process may be performed an indefinite number of times at an indefinite number of RNCs, and hence the spatial scope of these keys is unbounded. 
2. Temporal scope: The temporal scope identifies the time duration for which a key may be in use. If this duration is finite, then at the end of this duration, the key becomes inoperative and must be rolled over. Thus the temporal scope of cryptographic keys may be short term, medium term, or long term. These terms are in turn defined as follows:

· Short term keys: Keys that are in use for a small (and bounded, well-defined) amount of time

· Medium term keys: Keys that are in use for a relatively longer (but still bounded and well defined) duration
· Long term keys: Keys that may remain in use for a long and possibly unbounded amount of time.

We note that these two attributes are not the only ones that characterize a key. There are other criteria that place bounds on the existence of a key – for example, for an encryption key, the volume of data encrypted with a particular key is an important attribute, since a key used with a particular algorithm only provides protection for a certain amount of data, after which a new key needs to be derived. In the following we focus on the spatial and temporal attributes, with the understanding that constraints derived from other attributes may further limit the life of a key. Also note rather than presenting formal definitions for the above terms, these terms are somewhat loosely described with just enough detail to aid the following exposition. 

We are ready to outline some requirements that any process of obtaining the various keys should satisfy.
3 Requirements on Keying Structure
3.1 Requirement 1 – Scope Identification

Rationale: It is desirable to clearly delineate the duration for which a particular key can remain in use, and which network entities may have access to it. Such delineation will avoid the security problems arising from indiscriminate passing of cryptographic keys between network entities. Further, identification of how long a key may remain in operation enables a characterization of the vulnerability due to exposure of the key. In [3] (which documents the so-called “Housley criteria”), section 3, p. 9, states: “Any protocol that is used to establish session keys MUST specify the scope for session keys, clearly identifying the parties to whom the session key is available.” 
Proposed Requirement: The process for obtaining keys MUST clearly identify the spatial and temporal scope of each key.
Although the requirement is proposed for just the spatial and temporal scope of a key, if other attributes are relevant for a particular key (such as the volume of data encrypted with a key), then the scope in relation to such attributes should also be identified for that key. 
Corollary: A well-defined method for obtaining a new key and rolling over to a new key must be provided for use when the spatial or temporal scope of a key (or scope derived from other attributes) is exceeded.
Example: For each of the keys in the hierarchy (viz. KASME, KNAS-int, KNAS-enc, KeNB, KeNB-RRC-int, KeNB-RRC-enc, KeNB-UP-enc), the scope of the key must be clearly identified. For each of these keys, the process of obtaining keys must include a way to obtain a new key when the scope of the original key is exceeded. 
3.2 Requirement 2 – Limiting Domino Effects
When a UE initiates communications with a new eNB after handover, the method of obtaining a shared session key KeNB between the UE and the new eNB may use an existing key from a shared association between the UE and another eNB with which the UE previously shared a key. For example, suppose the UE is in communications with eNB1 and shares a key KeNB1 with eNB1. If the UE hands over to a new eNodeB eNB2, the UE and eNB2 may derive a shared key KeNB2 for their use based on the key KeNB1 shared by the UE with the previous eNB1. We might say that in this example, KeNB1 is used to “bootstrap” KeNB2. A possible threat is that if the key KeNB1 is subsequently compromised (e.g. by cryptanalysis, or by physical compromise of eNB1), the key KeNB2 may also get compromised. By the same token, compromise of K2 should not lead to compromise of K1. This is a form of domino effect which could occur when the UE hands over from one eNB to another.
Proposed requirement: When initiating communications with each other, a UE-eNB pair MUST obtain a fresh key that is independent of (and hence not deducible from) any keys used by the UE at any other eNB. 

Example: In the example below, KeNB1 is the shared session key between eNB1-UE, and KeNB2 is the session key that will be shared between UE and eNB2 after the handover. The proposed requirement would imply that KeNB2 should be such that it cannot be deduced from KeNB1, and vice-versa. . 
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Figure 1. Independence of keys at handover.
Further explanation of rationale.

The principle of least privilege, cited in [3], is relevant in this respect. We quote from section 2, p.6 in [3]: 

“The principle of least privilege is an important design guideline. This principle requires that a party be given no more privilege than necessary to perform the task assigned to them.  Ensuring least privilege requires clear identification of the tasks assigned to each party, and explicit determination of the minimum set of privileges required to perform those tasks.  Only those privileges necessary to perform the tasks are granted.  By denying to parties unneeded privileges, those denied privileges cannot be used to circumvent security policy or enable attackers.  With this principle in mind, AAA key management schemes need to be designed in a manner where each party has only the privileges necessary to perform their role.  That is, no party should have access to any keying material that is not needed to perform their own role.  A party has access to a particular key if it has access to all of the secret information needed to derive it. … Following the principle of least privilege, parties MUST NOT have access to keying material that is not needed to perform their role.”

In this context, the role of eNB1 vis-à-vis a particular UE includes (integrity and confidentiality) protection of the RRC signaling with that UE and (confidentiality) protection of user plane data while that UE is connected to that eNB1. In particular, the role of eNB1 does not include protection of RRC or user-plane data while the UE is connected to eNB2. The principle of least privilege then says that eNB1 should not have access to any keys used for RRC or user-plane data protection at eNB2. Note that “A party has access to a particular key if it has access to all of the secret information needed to derive it” [3]. Thus the keys used at eNB2 (KeNB-2, KeNB-RRC-int-2, KeNB-RRC-enc-2, KeNB-UP-enc-2) should not be derived out of keying material known to eNB1. Otherwise eNB1 would “have access to” the keys at eNB2 in the sense that it would have access to all the secret information needed to derive the keys at eNB2, constituting a violation of the principle of least privilege. Thus when the UE hands over from eNB1 to eNB2, the principle of least privilege implies a property of “forward secrecy” between the keys used at eNB1 (prior to handover) and at eNB2 (after handover).

Similarly it can be argued that since the role of eNB2 does not include protection of RRC and user-plane data at eNB1, the principle of least privilege also implies a property of “backward secrecy” between the keys used at eNB2 (after handover) and the keys used at eNB1 (prior to handover). The proposed requirement essentially says that there should be both forward and backward secrecy for key derivation at handover.
In this context, another important consideration is that in a multi-vendor environment, it is inevitable that some implementations will be weaker than other implementations. This may arise, for example, because some implementations do not securely delete keys, or that the ciphering implementation at some eNB is flawed leading to information leakage about the keys, etc. In such situations, it is desirable that a weaker implementation should not compromise a stronger implementation. Since a UE may hand over from eNB1 to eNB2, where eNB1 is a weaker implementation than eNB2, any vulnerability in the implementation of eNB1 should not compromise the stronger implementation of eNB2. To ensure this, the property of forward secrecy is desirable. Similarly, since a UE may hand over from a stronger implementation eNB1 to a weaker implementation eNB2, backward secrecy is also desirable.

In the context of requirement 1 (scope identification), the proposed requirement implies that the spatial scope of KeNB (and therefore of its derivatives KeNB-RRC-int, KeNB-RRC-enc, KeNB-UP-enc) must be limited to the particular eNB at which the key is used. In previous discussions, SA3 has made a working assumption that for keys used to protect RRC messaging, the keys can be passed from eNB to eNB at handover (see the report [6] of meeting S3-44 and its notes on the discussion on contributions on this topic). The proposed requirement above would invalidate this working assumption. In this context, the following note in [3], sect. 3, pp. 11-12, regarding prevention of domino effects is of interest:

“In the context of a key hierarchy, this means that the compromise of one node in the key hierarchy must not disclose the information necessary to compromise other branches in the key hierarchy.  Obviously, the compromise of the root of the key hierarchy will compromise all of the keys; however, a compromise in one branch MUST NOT result in the compromise of other branches.  There are many implications of this requirement; however, two implications deserve highlighting.  First, the scope of the keying material must be defined and understood by all parties that communicate with a party that holds that keying material.  Second, a party that holds keying material in a key hierarchy must not share that keying material with parties that are associated with other branches in the key hierarchy.”

3.3 Requirement 3: Low-latency key derivation for handover

Rationale: To reduce the latency of handover of a UE from eNB1 to eNB2, it is desirable that eNB2 should be able to transmit data to the UE as soon as the data is available (e.g. by forwarding from the source eNB1) and as soon as the UE’s presence in eNB2 is known. Currently the SA2/RAN procedures for execution of handover enable this by not requiring eNB2 to wait for input from any other entities prior once data is available from the source eNB1 and the UE’s presence in eNB2 is known. See [5], section 10.1.2.1.1 for the message sequence.
To preserve this low-latency property of the handover, it is desirable that the process of obtaining the key KeNB2 (and its derivatives KeNB-RRC-int, KeNB-RRC-enc, KeNB-UP-enc) should be such that eNB2 never has to wait for input from some other entity (like MME or SAE-GW) in order to start securely communicating with the UE.
Proposed requirement: Following the handover of a UE from eNB1 to eNB2, the procedure for obtaining the shared session key KeNB2 (and the keys KeNB-RRC-int-2, KeNB-RRC-enc-2, KeNB-UP-enc-2 derived from KeNB2) between the UE and eNB2 SHOULD be such that eNB2 can start securely communicating with the UE as soon as the UE’s presence is known.
Example: In the situation depicted in Figure 2, the UE is executing a handover from eNB1 to eNB2. See [5], section 10.1.2.1.1, for the message sequence agreed to by the RAN/SA groups. (For quick reference, this message sequence is reproduced in Appendix A.) In this sequence, step 10 (Handover Confirm) is the first RRC message sent by the UE to eNB2 post-handover. In order for eNB2 to accept this communication from the UE and start delivering data, eNB2 needs to verify the authenticity of this message. Therefore, it is necessary that the keys KeNB-RRC-int-2, KeNB-RRC-enc-2 (and hence the key KeNB-2 from which they are derived) be available at eNB2 at the time it receives the Handover Confirm message from the UE in step 10. Suppose that the process of obtaining KeNB2 is such that eNB2 has to perform a signaling transaction with the MME. Since the MME may be handling a large number of transactions from a large number of base stations, it could be a processing bottleneck, and the latency of its response is unpredictable. Further, since the MME may be several IP hops away, there is some uncertainty about the latency of the IP transport as well. Thus, eNB2 may be unable to start securely communicating with the UE (pending the response from MME) even after the UE’s presence in eNB2 is known and data is available at eNB2. Thus, forcing eNB2 to execute a transaction to the MME in order to derive KeNB2 would require the MME to process a large number of time-critical transactions (one per handover), and can lead to increased handover latency. 
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Figure 2. Proposed requirement for low-latency handover.
4 Conclusions
This document presents an update to the requirements proposed in [2] on the procedure for obtaining keys for LTE. To narrow the discussion, the document concentrates on the keys that are used at eNodeB, and focuses on scope identification, preventing domino effects, and enabling low-latency handovers. It is proposed to adopt these requirements and include them in the working document TR 33.821 [1].
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6 Appendix A

For reference, we reproduce here the handover message sequence from [5], section 10.1.2.1.1 (Figure 10.1.2.1 in that document).
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