3GPP TSG-SA WG3 (Security) Meeting #46 
 Tdoc S3-070136
Beijing, China, 13-16 February 2007
Source:

T-Mobile, Ericsson, Orange, Cingular – the new AT&T
Comments by: Alcatel-Lucent, Motorola, Nortel, Qualcomm, Vodafone,
Title:
Security assessment and impacts of user plane encryption in the LTE base station site
Document for:
Discussion and decision

Agenda Item:
6.14
1 Introduction
The LS S2-070590 (S3-070013) from SA2 asks SA3 about the "security impacts of placing the LTE User Plane Encryption function in the base station (or at the base station site)." This contribution identifies the risks and impacts of moving the UP security anchor from "above" the base station site into the base station site, which reveals user plane data unprotected inside the base station. 
[Comment: This only true if the unencrypted user plane data is sent outside of the secure area of the base station. There are commercially available tamper-resistant secure computing solutions on the market where the user plane data does not have to leave the secure area. One such approach was discussed in SA3 as part of a contribution to the previous meeting, cf. S3-060654].

Moreover the base station may become an important target for the potential attackers. 
Comment: Even without user plane encryption being terminated at the base station, we believe that the base station needs to be anyhow protected – e.g., O&M interface access and/or security, keys for RRC, security associations with CN nodes, etc.]
Historically, the encryption in GSM was performed in the base-station at the physical level just before modulation. The assumption was that the transport network would be made of leased lines offering sufficient security. However in reality base-stations are mainly connected using microwave links thus exposing the user communication content over the air. 
[Comment: While this was true for the microwave links used for GSM, it is already the case that many of the commercially available high-speed wireless backhaul products have built-in encryption support with AES.] 

Since GPRS and UMTS, user-plane encryption is performed above the physical level and inside the network thus providing improved protection for user communications.
[Comment: We believe these type of risks can be further mitigated by requiring security mechanisms such as NDS/IP between the secure area of eNodeB and a CN node.]
2 Threats related to unprotected user plane data in the base station
It is assumed that there will be hop-by-hop security between the UE and the base station, and between the base station and an access-controlled secured operator site further back in the network. 
 Based on that assumption, we can focus on the base station itself as the target for an attack. Physical access to a base station can give an attacker access to clear text and unprotected user plane traffic.  [Comment: This claim is true only if the clear text is made available or exposed outside of tamper-resistant environment. Otherwise, it becomes much harder to get access to clear text without triggering some kind of alerts (e.g., audible alarm, Base station locks itself down if there is an attempt to tamper the secure area, etc). Furthermore, we believe all of the threats discussed below in this section can be sufficiently mitigated using commercially available secure computing solutions (i.e., Platform Security)] Physical access to a base station by an attacker is a real possibility as it is a low cost equipment, not planned to handle sensitive security features. This results in the following threats.
2.1 Threat overview
Unprotected user plane data inside the base station causes the following threats to that data:

T1: Eavesdropping

T2: Packet insertion and diversion
T3: Data modification
T4: New valuable target for the attacker in the access network
2.2 Subscriber impacts

The threats above are quite general, and the practical impacts for the subscriber may not be obvious. Therefore, some examples will be given below:

T1 consequences: LTE would achieve the same security level as 2G CS calls, but would be worse than 3G CS calls. Within the 2G and 3G architectures, PS data can not be eavesdropped at the base station. LTE voice and data "calls" can be tapped at the base station, so the architecture is more vulnerable than 2G and 3G. Indeed the definition of the security features of the LTE architecture should rely on the reliable and proved basis of the 3G architecture where sensitive functions are handled by the core network entities, and no regression should be tolerated.
T2 has multiple consequences:

1. It basically allows theft of service, which was not possible in case of 2G CS calls. The attacker will insert and extract his own traffic into the subscriber's traffic stream. It was proposed to use packet counters between the UE and the gateway to detect this attack. However, counters can only work retrospectively, i.e. the fraudulent traffic is first transmitted, and detected afterwards. Counters can only be a weak substitute for the protection that ciphering above the base station provides. Furthermore, maintaining, synchronising, and checking counters requires additional processing, signalling, cross-checking for packet loss, and ultimately a user alert! We need to assess customer impact of those alert messages "Your connection has been dropped because inserted traffic was detected!".
2. Lawful interception becomes less reliable, as it is not guaranteed that intercepted traffic was generated by the genuine user. Online crimes committed by third parties would be counted towards the innocent user. LTE PS lawful interception would be less reliable than for 2G and 3G PS.

3. Inserted packets will be counted towards the victim, causing false billing. Even more, every customer can question his bill, based on sheer existence of the threat. So the operator needs to proof that base stations were not tampered.

4. Main impact for the subscriber is the ease of mounting man-in-the-middle attacks, e.g. by  sending phishing websites to the subscriber instead of the real ones. The attacker no longer needs DNS poisoning or send mails that educated users or spam filter will delete anyway.
T3 means data transferred is unreliable. A "yes" may be swapped with "no", numbers can be changed etc. T3 also exists for 2G CS calls, but not for 2G and 3G PS traffic. Again, the architecture is more vulnerable than 2G and 3G.
T4 getting control of a base station was not that much meaningful until now, as no sensitive parameters/functions were handled. But as the user plane encryption is now located in the base station then all cryptographic related data is stored in the base station. As the base station consists in low cost equipment, the required protections for such sensitive data will not be fulfilled and then an attacker can access easily to them. This can concern the user plane, but also other parameters an attacker could use to impersonate towards other base stations, or core network entities and cause damage inside the network. 
[Comment: Irrespective of user plane encryption, the base station will need to support secure associations with other network entities and the network O&M system. This means that a base station will have to support security features to prevent an attacker from being able to attack the rest of the network. Many of the same security features will also be suitable if the user-plane encryption is performed at the base station. This effectively reduces the incremental cost required for providing security features for supporting encryption at the base site.]
2.3 Threat mitigation

In order to achieve a security level comparable to that of the 3G system, the architectural weakness introduced must be mitigated by security measures in the implementation, and by additional operational efforts. Costs of such security measures are listed in the following section.

3 Cost aspects
3.1 One time costs (investment)

Performance requirements for (de-/)ciphering

With security terminated in the base station, two security associations must be maintained: one facing the UE and one facing the core network. [Comment: Isn’t this already the case even with the current SA3 security assumptions?]  The base station must have support for security algorithms on both legs. Furthermore, it must provide resources for encrypting and decrypting each user plane packet in both ways, with minimum additional delay. With security above the base station, no resources for encrypting and decrypting the user plane are needed at the base station.

Some companies claim that a secure link towards the core network is needed anyway for the OAM plane in the base station. This is true. However, the data volume for OAM traffic is neglegible compared to the user plane. 
[Comment: We believe that encryption algorithms can be implemented efficiently in the base station to handle even the user-plane traffic encryption requirements, e.g. low cost WLAN APs support AES for user traffic. Past empirical evidence suggests that the processing power consumed for this is not significantly more than around 10%. Moreover, hardware crypto accelerators with sufficient capacity for a single base station’s worth of traffic load are already available off-the-shelf at reasonably low cost points.] 
So, compared to the architecture with user plane security above the base station, the added cost per base station is 2x line speed de-/encryption resources.

In the architecture with user plane security above the base station, central resource requirement is just 1x line speed de-/encryption resources minus trunking gains.
[Comment: The above analyses just one element of the cost – processing. Many other factors affect the total cost We believe that the actual cost of moving encryption to the BTS will be lower due to the following reasons:
· It is relatively easy to add radio interface encryption to similar radio specific functions that are already implemented in the BTS.
· Core network elements do not have to implement radio interface specific encryption which should reduce core network infrastructure costs. There is a general desire with LTE/SAE to keep the core network as access technology agnostic as possible.]
Secure platform requirements

We need to clearly distinguish a security feature that is provided by the architecture "for free" from a feature that must be implemented to counter a weakness of the architecture.

The threats pointed out in section 2 do not exist with security above the base station site, so they don't need to be countered in that architecture option. With the attack surface introduced at the base station, measures must be taken to counter the weakness (for instance firewall). Such measures, which make the base station tamper-proof, must be designed in from the start for a certain cost.
No one denies there is a cost for tamper-proof system design. This might be compensated by other savings which are not security related. However, SA3 shall only comment on the security and its impacts.
Estimation: 10%overhead for tamper-proof design (hardware, software, IPR) 
[Comment: We assume you mean 10% of the base station "platform" cost. Even if it were as much as 10% of this cost then it would still be a relatively small part of the total cost of a base station (depending on type of base station installation). ]
[Comment: BTSs requiring tamper-resistant design are probably needed regardless of whether encryption terminates in the BTS or in the core network. For example it would be highly undesirable if an attacker could tamper with a femtocell BTS in such a way that it disrupts macrocellular service in the surrounding area. Terminating encryption at the core does nothing to mitigate this threat.]
3.2 Recurring costs

Platform security maintenance

Any implementation-based device security according to section 3.1.2 can be circumvented. This is not the case if the architecture does not rely on implementations for its security.

Ultimately, there will be a race of arms between parties detecting security holes in the implementations, and the 3GPP community having to fix those holes by base station upgrades. Typical time for breaking device-based security for the first time is a few months after product release, sometimes even before product release (Pay TV, game consoles, dongles, SIM lock). This cycle will repeat itself after each upgrade that fixes previously detected security holes. 
[Comment: The consumer devices suggested here are completely under the control of whoever has the physical possession of them (e.g., the end user, or some one who steals it), and they entirely unmonitored by the service providing entities. In these type of consumer environments, activities such as powering the device down/misconfiguring it/tampering with the hardware or software/change of possession (e.g., due to stealing) can go-on undetected for long periods of time. This is clearly not going to be possible with a base station without the operator noticing it fairly quickly!. If that is the case, then some one can simply steal it and the operator would not know it (e.g., to sell the metal casings or other such things of value). Therefore, we believe that this not an accurate comparison.]

[Comment: In addition, while there is purely anecdotal evidence of breaking into the consumer-grade devices, there is no evidence of breaking into devices designed with Platform Security (e.g., Secure Processors Technology from IBM, etc).]
Estimation: Firmware patches every three months, hardware modification once a year.

Algorithm upgrade

Compromise of an algorithm for user plane ciphering requires an algorithm upgrade. Every PLMN today knows the cost involved with algorithm upgrade when base stations must be upgraded or exchanged (with remote locations for the base station). User plane security above the base station site with a centralized management will significantly decrease upgrade cost and delay (which will reduce the potential fraud exposure of the operators).
Estimation: Algorithm upgrade every 5 years. 
[Comment: Algorithms such as KASUMI/AES has been around for more than five years without any known compromises yet. So this estimation seems to be overly pessimistic. ]
Operations cost

According to the threats pointed out, operations must treat base stations as security-critical devices. Network operators today store security-critical devices in access-controlled and staffed locations. In case of base stations, the operator must now adequately monitor device security, and prepare for action in case of a security breach. Such measures include

· additional supporting OAM platforms for remote software integrity attestation

· running a PKI to support verification of signed software
· introduction of real-time base station monitoring, correlated with service schedules to avoid false alarms

· installation of security response teams that quickly gain access to tampered base stations
[Comment: At least some of the above is required regardless of where the UP ciphering is being performed. We do not believe that operational costs are significantly higher than otherwise would be needed to protect the base station during normal course of operation even when the user plane security is not terminated at the base station – e.g., to prevent some one from stealing the base station/hiding it/powering it down/misconfiguring it, etc.]
4 Summary / conclusions

In the LS to SA2, SA3 should point out that

1. Terminating user plane security above the base station site is good security design that is not susceptible to the threats shown in section 2.
2. Terminating security in the base station site is bad security design (worse than 2G PS/3G), which may be made sufficiently secure ("good enough"). This requires stringent implementation guidelines, and causes additional one-time and recurring costs.

Therefore, SA3 should encourage SA2 to stick to the current working assumption of terminating security above the base station, unless other cost benefits counter the security-related cost drawbacks pointed out in this contribution.
[Comment: This contribution ignores that the SA plenary decision in December now opens the door to implement encryption in the base station even if SA3 "stick to the current assumption". Furthermore we believe that this is not only a technical possibility, but a very likely reality. (Reasons are discussed in S2-070540, which is attached to the LS from SA2 on this topic, and are not repeated again here.) We believe that SA3 should acknowledge this and design the LTE security architecture on the basis that encryption terminates in the BTS. Otherwise there is a risk that a sub-optimal solution is developed (from both a security and architectural perspective), where the UPE is collocated in base station. This may make LTE/SAE unattractive when compared against competing technologies. ]








































































































































































