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1  Introduction 
This document does not propose complete new solutions, instead it indicates some generic optimisations that can be applied to several of the approaches.

2  Indication of congestion from RAN to Core using GTP-U CONTROL messages

Existing proposals have described using GTP-U header extensions to indicate which Bearers are in cells that the RAN deems to be congested.

The use of GTP-U has some advantages in avoiding the addition of load to the existing signalling plane, etc.

However, the use of GTP-U header extensions means that the PDN-GW may have to provide extra processing on every uplink packet. This may be undesirable as it may discourage the use of more “COTS” style processing within the PDN-GW.
An alternative, but similar, approach is for the RAN to send CONTROL messages on the GTP-U path, i.e. to use a GTP message type that is different to “G-PDU” (G-PDU is the message type used for transfer of data). 

By using a different message type, the ‘user plane’ part of the PDN-GW can simply route this message into the control fabric of the PDN-GW without impacting the optimised user plane handling of the node.

Typically, the RAN node would send this new message once for each bearer when the congestion status changes. To cope with the device moving into a new, uncongested, cell area, the RNC/eNB would need to signal the new cell’s (un)congestion status to the PDN-GW whenever a new mobile arrives in a new cell. In LTE, the change in eNB could be reported by the new eNB or locally generated by the SGW.
To guard against rare GTP-U message loss over the UDP links, the PDN-GW can either use a guard timer to restore the user to a “non-congested” status, or, an acknowledgement message could be sent downlink on GTP-U.
Additional advantages of using a GTP-U Control message are that the SGW:
· can decide whether or not to forward it on to the PDN-GW (e.g. to stop the flow of ‘congestion indications’ to non-operator group PDN-GWs); and
· can capture the congestion information in the SGW CDRs if desired.

3  Use of RAN congestion information to switch in/out TDF
During the development of the SIRIG feature, several GGSN vendors expressed concern about its extension to LTE/UMTS. This was because of the combination of:

· SIRIG style packet inspection being quite complex, and,

· the user plane throughput on LTE/UMTS being vastly greater than on the deployed GPRS networks.
One way to limit the processing load on the core network would be to use per-bearer congestion information from the RAN to switch in/out the complex traffic management features.
This approach can be used to optimise many of the solution proposals.
4  Proposal
The following revision marked additions are proposed to the Draft 23.705 v0.3.0 distributed by email to the SA2 UPCON email exploder on 18/4/2013.
6.1.4
Solution 1.1: RAN User Plane congestion awareness by GTP-U extension

6.1.4.1
General description, assumptions, and principles

The RAN nodes include the RAN Congestion Information (RCI) in GTP-U header of the uplink packet to convey the RAN user plane congestion information to the CN GWs such as GGSN/PGW.

Editor's Note: How to provide the congestion information when there is no activity in uplink direction while UE is in ECM-CONNECTED for some duration is FFS.

Editor's Note: Support of roaming and RAN sharing scenarios is FFS.
At minimum, the RCI comprises of:

· The level of the RAN user plane congestion. 

Editor's Note: Whether the congestion indication reflects different severity levels of the RAN congestion is FFS.

Editor’s Note: Whether distinction between uplink and downlink congestion being experienced at eNB needs to be made is FFS.
· The location of the congested RAN, such as the CELL ID, may also be included in the extension.
Editor’s Note: Whether the Cell ID and what additional information is required in RCI is FFS.
The user plane core network nodes such as the GGSN/PGW will investigate the GTP-U header and obtain the congestion information.  Therefore, the GGSN/PGW node will know which of the served users/bearers are affected by the congestion.
Editor’s Note: How to deliver the RCI within the CN with PMIP-based S5/S8 is FFS.

The congestion is detected based on the monitoring of the RAN network elements. The indications may be included in all the uplink GTP-U packets or can only be included when the RAN is congested to an extent that is configurable by the operator.

Editor’s Note: How frequently or if the RCI is included in every uplink GTP-U packet of the affected UE/bearer is FFS. 

Editor’s Note: Whether and how the CN passes RCI to other network elements (e.g. PCRF, OCS, TDF, AF) is FFS. 

The CN performs congestion mitigation measures based on received RCI.
Editor’s Note: Depending on which other network elements receive RCI (or a subset of RCI), those nodes may perform additional mitigation actions, which are FFS

6.1.4.2
High-level operation and procedures

The solution procedures are the following (see Figure 6.1.4.2-1):
1) The congestion indicator is reflected in the uplink data traffic packet. The packet header is included with the RCI (RAN Congestion Information) which includes the level of congestion and potentially also the location information (e.g. Cell ID) 

2) The GGSN/PGW investigates the GTP-U header and obtains the congestion information.

3) GGSN/PGW may report the congestion to other network nodes.

Editor’s Note: Whether and how the CN passes RCI to other network elements (e.g. PCRF, OCS, TDF, AF) is FFS. 
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Figure 6.1.4.2-1: User-plane Congestion Management – High-level View
6.1.4.3
Impact on existing entities and interfaces

The RAN nodes (BSC/RNC/eNodeB)

· Include RCI defined in this solution in the uplink packet.

The core network user plan elements (GGSN/PGW)

· Recognize the congestion indicator.

6.1.4.4
Solution evaluation
6.1.5
Solution 1.2: RAN User Plane congestion awareness by GTP-U Control message

6.1.5.1
General description, assumptions, and principles
This solution is intended to be broadly similar to solution 1.1 “RAN User Plane congestion awareness by GTP-U extension” but with the difference that new GTP-U messages are used instead of User-Data-Header-Extensions in the GTP-U data packets.
This section ONLY describes the differences.
6.1.5.1
High-level operation and procedures
Solution 1.1 describes using GTP-U header extensions to indicate which Bearers are in cells that the RAN deems to be congested.

The use of GTP-U has some advantages in avoiding the addition of load to the existing signalling plane, etc.

However, the use of GTP-U header extensions means that the PDN-GW may have to provide extra processing on every uplink packet. This may be undesirable as it may discourage the use of more “COTS” style processing within the PDN-GW.

An alternative, but similar, approach is for the RAN to send CONTROL messages on the GTP-U path, i.e. to use a GTP message type that is different to “G-PDU” (G-PDU is the message type used for transfer of data). 

By using a different message type, the ‘user plane’ part of the PDN-GW can simply route this message into the control fabric of the PDN-GW without impacting the optimised user plane handling of the node.

Typically, the RAN node would send this new message once for each bearer when the congestion status changes. To cope with the device moving into a new, uncongested, cell area, the RNC/eNB would need to signal the new cell’s (un)congestion status to the PDN-GW whenever a new mobile arrives in a new cell. In LTE, the change in eNB could be reported by the new eNB or locally generated by the SGW.

To guard against rare GTP-U message loss over the UDP links, the PDN-GW can either use a guard timer to restore the user to a “non-congested” status, or, an acknowledgement message could be sent downlink on GTP-U.

6.X.3
Impact on existing entities and interfaces
6.X.4
Solution evaluation
Advantages of using a GTP-U Control message are that the SGW:

· can decide whether or not to forward it on to the PDN-GW (e.g. to stop the flow of ‘congestion indications’ to non-operator group PDN-GWs); and

· can capture the congestion information in the SGW CDRs if desired.


Disadvantages:

· the RAN needs use GTP-U control messages to report each cell change into a non-congested cell (but this might have advantages for Location Services) 
6.2
Solution 2: Differentiation of IP flows mapped to the same QCI 

6.2.1
General description, assumptions, and principles

This solution addresses the key issue on “RAN User Plane congestion mitigation”.

Based on operator’s policies and on the information collected after some form of packet inspection (e.g. shallow packet inspection, L7 DPI, heuristic analysis or others) the GGSN/PGW marks each user plane data packet delivered in the downlink direction with a Flow Priority Indicator (FPI) identifying the relative priority of the packet compared to other packets mapped to the same QCI.
For GTP-based interfaces the FPI marking is provided in the GTP-U header of downlink user plane packets.

NOTE 1: 
The FPI could be defined as a new GTP-U extension header, completely independent from the SCI, or as an enhancement of the GTP-U extension header specified in Rel-11 to convey the SCI. The details are up to stage 3.

Editor’s note: If and how the approach can be exploited also in the uplink direction is FFS.

Editor’s note: How to deliver the FPI to the RAN with PMIP-based S5/S8 is FFS.

The range of valid FPI values shall be standardized.

The usage of the FPI is expected to be useful for Non-GBR QCIs only.

NOTE 2: 
According to 3GPP TS 23.203, services using a GBR QCI and sending at a rate smaller than or equal to GBR can in general assume that congestion related packet drops will not occur.

The FPI is not intended to replace the QCI, and no conflicts are foreseen between the FPI and the QCI. The FPI complements the QCI as described below:

· Both the FPI marking of each user plane packet and the Priority level associated to a Service Data Flow (SDF) aggregate via its QCI are used to differentiate between IP flows of the same UE, and are also used to differentiate between IP flows of different UEs.

· Via its QCI an SDF aggregate is associated with a Priority level and a Packet Delay Budget (PDB). As defined in section 6.1.7.2 of 3GPP TS 23.203, if the target set by the PDB can no longer be met for one or more SDF aggregate(s) across all UEs that have sufficient radio channel quality then a scheduler shall give precedence to meeting the PDB of SDF aggregates with higher Priority level.

· If the target set by the PDB can no longer be met for one or more packet(s) belonging to SDF aggregate(s) with the same Priority level (across all UEs that have sufficient radio channel quality) then a scheduler should give precedence to meeting the PDB for the packets with higher FPI.

NOTE 3: 
The details of scheduling are out of scope of 3GPP but implementations are assumed to ensure that starvation of flows with lower FPI is avoided.
If the usage of the FPI is enabled in the RAN, the packets that do not include any FPI marking should be scheduled according to a default FPI pre-configured in the RAN. The default FPI may be configured per PLMN.

NOTE 4: 
The default FPI pre-configured in the RAN allows to support home routed roaming scenarios where the FPI is used in the VPLMN but not in the HPLMN. The default FPI pre-configured in RAN also enables deployment scenarios where, based on operator’s configuration, only downlink user plane packets belonging to specific applications, or application data flows, are marked by the GGSN/PGW with the FPI, while the rest of traffic is not marked. If the usage of the FPI is not enabled in the RAN, the RAN shall ignore the Flow Priority Indicator if received over the S1-U, S12 or other interface, i.e. the RAN shall treat the user plane packet normally.
The usage of the FPI, in conjunction with the QCI, to prioritize user plane data packets has the following characteristics and peculiarities:

· It is applicable to any RAT, i.e. A/Gb mode GERAN, UTRAN and E-UTRAN.

· Delivery of the FPI in downlink user plane data packets should be supported for both GTP-based and PMIP-based S5/S8.

· The FPI should be included in charging records and transferred over online/offline charging interfaces. This is because the FPI can be used for traffic handling differentiation, hence may affect the user experience of the customer and may be used by the operator to create different service profiles.

· It should be possible for the GGSN/PGW to set the FPI based on subscription. Support for PCC control of the feature is therefore necessary.

If both Rel-11 SIRIG (see section 5.3.5.3 of 3GPP TS 23.060 [4]) and the solution described in this section are enabled in an operator’s network, considering that the SCI is defined only for A/Gb mode GERAN while the FPI is applicable to any RAT, the following occurs:

· Both the SCI and the FPI are delivered to A/Gb mode GERAN.

· Only the FPI is delivered to UTRAN and E-UTRAN. 

The SCI and the FPI provide complementary information to the RAN:

· The SCI indicates the type of application that generated the user plane packet and may be used by A/Gb mode GERAN to optimize resource allocation, e.g. to avoid allocating more time slots than what the application actually needs.

· The FPI indicates the priority of the user plane packet and may be used by A/Gb mode GERAN to decide which traffic flows should be served first in case of congestion.

Editor’s note: It is FFS if it would be beneficial for the solution described in this section to extend the applicability of the SCI to all RATs. With the GGSN/PGW delivering both the SCI and the FPI over any RAT, the RAN would become aware of both the priority and the application type associated to each user plane packet. If and how that could be used to allow for more efficient packet scheduling in case of RAN user plane congestion is to be determined.

Editor’s note: The interactions between SCI and FPI in case both are delivered to the RAN are FFS.
As discussed for SIRIG during the Rel-11 timeframe, from a deployment perspective it would be beneficial to also support scenarios where the packet classification required to properly set the FPI is performed by a TDF, rather than the GGSN/PGW. To that purpose a mechanism is required to transfer the outcome of the packet classification process from the TDF to the GGSN/PGW, so that the GGSN/PGW can then use that information to mark packets in the downlink direction. Possible tunnelling/marking mechanisms that could be used to solve this issue are described in 3GPP TR 23.800 [5] Annex B.
Editor’s note: TR 23.800 Annex B provides a detailed description of the tunnelling/marking alternatives, and section B.8 includes a comparison of the different tunnelling/marking alternatives. Whether one or more of the described mechanisms can be used to support FPI marking in the TDF scenario is FFS.
Editor’s note: It is FFS if and how RAN user plane congestion awareness can be exploited to optimize the solution described in this section. For example an option to be investigated is the possibility to enable the packet classification required to properly set the FPI only in case of RAN user plane congestion, in order to minimize the performance impacts on the GGSN/PGW or the TDF. 
6.2.2
High-level operation and procedures

Overall the solution would work as described below (see Figure 6.3.2-1):

· After packet classification the GGSN/PGW derives the FPI to be provided in downlink user plane data packets based on configuration or based on the policies received from the PCRF.

Editor’s note: Whether the PCC rules and/or the ADC rules should be extended to achieve PCRF controlled marking of the FPI is FFS.
· When receiving the FPI in user plane packet, the SGSN, or the Serving Gateway (SGW), copies it, without modifying its value, into a correspondent information element over Gb, Iu or S1. In order to support roaming scenarios, the FPI should be forwarded over Gb, Iu or S1 together with the HPLMN ID and additional information, added by the SGSN or SGW, which indicates whether the FPI is assigned by a GGSN/PGW in e.g. the Home PLMN or Visited PLMN.
Editor’s note: Usage of the FPI in roaming scenarios requires further analysis.

· The RAN uses the FPI included in each downstream user plane packet and, when applicable, the QoS parameters associated to the bearer, such as the QCI, to prioritize the packets delivered over the air interface.
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Figure 6.2.2-1:  RAN congestion mitigation based on the FPI 
6.2.3
Impact on existing entities and interfaces

GGSN and PGW

· Marking of the Flow Priority Indicator (FPI) in downlink user plane data packets based on the policies received from the PCRF and the information collected after some form of packet inspection.

· Inclusion of the FPI in CDRs and transfer the FPI over online/offline charging interfaces.

TDF

Editor’s note: The impacts on TDF, depending on selected mechanisms to support FPI marking, are FFS.

SGSN and SGW

· When receiving the FPI in a packet, the SGSN, or SGW, copies it, without modifying its value, into a correspondent information element over Gb, Iu or S1.

· Together with the FPI, the SGSN, or SGW, provides to the RAN the HPLMN ID and additional information, which indicates whether the FPI is assigned by a GGSN/PGW in e.g. the Home PLMN or Visited PLMN.
PCRF

· Provision of policies to control FPI marking on per subscriber and/or per application basis.

OCS and OFCS

· Support for charging based on the FPI.

BSC, RNC and eNodeB

· Usage of the FPI, in conjunction with the QCI, to prioritize the packets delivered over the air interface.

Editor’s note: The impacts on existing entities and interfaces with PMIP-based S5/S8 are FFS.
Editor’s note: The impacts on existing entities and interfaces to support scenarios where the packet classification required to properly set the FPI value is performed by a TDF are FFS.
6.2.4
Solution evaluation

Editor’s note: The solution evaluation is FFS.
6.3
Solution 3: Use of RAN Congestion Indication to switch in/out Traffic Management Functionality

6.3.1
General description, assumptions, and principles

This is a general approach that can be used to optimise other proposals.
6.3.2
High-level operation and procedures

The inspection of packets can be a complex task. When this needs to be performed for mobiles on LTE/UMTS, the data rates mean that the load is substantially greater than for mobiles using 2G. This is one of the reasons that the Rel’ 11 SIRIG feature is described for 2G-only.

One way to limit the processing load on the core network would be to use per-bearer congestion information from the RAN to switch in/out the complex traffic management features.

Section 6.1.4 describes several mechanisms by which the RAN congestion information can be transferred to the CN.

6.3.3
Impact on existing entities and interfaces
6.3.4
Solution evaluation
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