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This contribution describes further aspects of the proposed use of application IDs for ISRP.
1. Introduction

We have discussed in SA2#87 the use of Application ID as a criterion for ISRPs and the intended use cases have been clarified.
In the light of this discussion, this contribution highlights concerns related to application IDs in two directions: issues inherent to the proposed solution, and the adequacy of the solution with the proposed use cases to cover.

2. Discussion

2.1 Problems inherent to the solution
2.1.1 Globally unique identity

The proposed solution is based on the globally unique identification of applications based on the name they are provided on the platform. However, it is acknowledged that these names are not unique across OS'es and thus a namespace needs to be provided so that the platform only looks at application names within its own namespace in order to avoid looking at the wrong set of application identities (which would be both a risk ​– identifying the wrong application – and a waste of resources – looking at a tenfold number of application names that should not match anyway). In order to select its own namespace, the namespace itself needs to be standardised (i.e. 3GPP or another entity needs to maintain and update a list of operating systems that can be used for smartphones/tablets/etc. before those platforms can support this criterion). In five years from now, the landscape of OS'es for innovative devices may be quite different. Operators willing to regulate the routing of IP flows on these new devices will have to wait that a namespace is defined for their OS, and hope that existing devices will then be updated to look for this namespace. Given the proposed use cases, this kind of dependency does not seem to be answering the needs of the operators.

Second, it is not even clear that applications do have a globally unique name within a given operating system environment. While it is commonly expected that an application designer will try and look for a unique identifier for his applications (commonly based on the FQDN of his Internet presence, e.g. website), there is not always a guarantee of lack of overlap, e.g. due to multiple "markets", etc. Some other operating systems don't even have unique identities at all (e.g. where the package name/identity is not used or recorded once the application is installed, possibly having several applications share the same filename, etc).
Third, in some cases, applications themselves rely on secondary applications to perform certain operations (either via plug-ins, application helpers or via 3rd party applications, either embedded or externally invoked): in this case, the secondary application is the one to identify, but it may be itself used in different ways by different applications.
2.1.2 Complexity of implementation
One of the aspects that were considered when deciding whether a proposed criterion should be further standardised was the foreseen ease of implementation. While there is a disparity of platforms and an objective assessment of each implementation is beyond the scope of SA2's TR work, it was clear enough, e.g. for destination domain and for throughput at two opposite extremes, whether an easy implementation was likely or not.

When considering the proposed solution for application name, we can see that the routing rule would likely have to be established when an application requests a new socket: the kernel (libc, etc) would have then to find the application name of the requesting process as it is recorded in the namespace: this isn't likely to be available easily at that layer, meaning that an additional layer of configuration will have to be done to provide an easily accessible identifier. The kernel will then have to request a match of the information against the ANDSF policy, and then perform the necessary adjustments of the IP routing tables.
These adjustments can be complex, as the routing tables can already be filled with other features (packet logging, forwarding, filtering, accounting, what else, etc.) and this would require binding the packets coming from a specific socket to a specific egress interface. While "this can be done", the complexity of a correct implementation should not be underestimated (and is likely to be quite platform specific).

2.2 Answering the use cases

NOTE:
The following section discusses the use cases, and for the sake of discussion, puts aside the issues raised in 2.1 as if they had been resolved.

It has been clarified in SA2#87 that the intention of this criterion is not to identify more than a few applications (i.e. not "thousands of" applications) as the number of entries would make the MO gigantic and require quite some resources to process.

The two kinds of applications that were identified were the following:

-
operator-controlled applications, which e.g. would require a 3GPP access for some features;
-
"rogue" applications, which in the operator's view are "misbehaving" and thus need to be prevented from using the 3GPP access. These could come in two flavours: the "stupid" applications (badly programmed) and the "mischievous" applications (intentionally misbehaving).
2.2.1 Rogue applications

Regarding the rogue applications, it is rapidly obvious that the mischievous applications are going to be able to evade the identification, by getting themselves a new application ID or a new name, by masking their identity via secondary applications, by binding themselves directly to a specific interface, etc. Even if the application does not do it, the user can in many cases do the same (possibly with the help of a few clever persons on a web forum...). Finally, the case where the operating system sponsor itself has an interest in not enforcing the policy falls in the same category.

Stupid applications (e.g. very popular closed-source applications that wreck the operator's network by poor coding practices, and are unable to produce a new, improved version) would certainly benefit in being identified and routed away from the operator's network. In many cases, this can certainly be resolved by using other criteria, such as destination domain.
In any case, whether the application is malign by design or by ignorance, the operator would not be able to rely on the UE to enforce the restriction and would also have to perform anyway network-side enforcement against these applications.
2.2.2 Operator-controlled applications

Regarding operator-controlled applications, those are typically a few applications that the operator has developed or sponsored, and thus can be usually enhanced to meet access requirements. Those applications are not going to try and evade the identification process, thus would seem to be candidates for Application ID based identification.
However, as the intention here is not to "punish" a rogue application, it might be better to fine-tune the routing, especially for multi-purpose applications (where only a part would have to be routed to 3GPP access, while the bulk of the traffic is still offloaded), as discussed in the use case (see TR 23.855, section 4.3.2):

"Some applications will not work with NS-WLAN offload because service requests (i.e. control traffic) need to go through the 3GPP core network, although media traffic may be performed with NS-WLAN offload.".

Such a mechanism could be to have the application requests a specific access via the platform API. Another would be to mark or label the packets (using e.g. IPv6 flow label) that need special treatment at the application, and have a routing criterion based on IP flow labels in ISRP. Such a mechanism would have the advantage that it's very easy to implement without impacting significantly the OS framework.
For example, an operator could decide that its application marks its control plane IPv6 packets (or packets which deal with billing, etc.) with a specific IP flow label. With the appropriate rule, it indicates that packets marked with this specific IP flow label should be routed to 3GPP access (possibly combining this criterion with e.g. destination domain or IP address or IP port). The other packets would be routed normally through the default rule, e.g, over WLAN.
3. Conclusion

We have shown in this paper that using Application ID/name as a criterion for ISRP raises a number of concerns both inherent to the solution (unlikely to be able to identify with certainty an application in all platform environments, difficult and invasive implementation) and in relation with fulfilling the use cases it is supposed to answer (cannot prevent wilful rogue applications, too coarse matching for operator controlled applications), and that those it could fulfil can also be answered by other criteria or network-side mechanisms.

Given the concerns, we propose not to rush the standardisation of Application ID/name as a criterion for DIDA in Rel-11 and consider further whether other mechanisms would be more appropriate instead to fulfil the use cases.
If it is seen desirable to provide in Rel-11 a mechanism to answer the use case for fine grained routing of operator-controlled applications' IP flows, we are proposing to include flow labelling as a criteria for DIDA.

4. Proposal
We propose to add the following changes to TR 23.855 v0.3.0.

First change

4.3.X
Identification of traffic based on flow label

The operator may want to set the preferred or restricted access technology to IP flows which carry a specific flow label (e.g. all IP flows associated with a given flow label). This may be useful for operator-controlled applications that could set flow labels to specific flows, e.g; control plane flows. This would be useful in the following scenarios:

- 
The operator prefers that all IP flows associated with one flow label are routed through WLAN when available while IP flows associated with a second flow label (or no flow label) are routed through the 3GPP access. In this case, specific IP flows of a single application can be routed to different accesses even when the other criteria are common.

Criteria of the identification: IP flows are identified based on IP flow label.
Second change

5.1.X
ISRPs based on flow label

To enable ANDSF policies based on flow label, the Filter Rules include:
-
flow label value (20 bits).
For example, when the UE receives an ISRP with a flow label value in the filter and WLAN as preferred access technology, it should route all traffic using that flow label through WLAN.

Third change

6.1
Analysis of Scenarios

This clause provides some analysis and concluding remarks for the scenarios documented in clause 4.3. 

NOTE: 
All references to UE refer to a UE that is capable of routing IP traffic simultaneously over multiple radio access interfaces, e.g. an IFOM capable UE or a UE capable of non-seamless WLAN offload.

Identification of traffic based on throughput

-
This scenario requires the UE to identify IP flows with specific throughput requirements and route these flows based on the provisioned ANDSF policies. It is assumed that the throughput requirement of a specific IP flow is explicitly provided by the application that generates this IP flow or it is derived by the UE’s operating system by other means, e.g. by pre-configuring the throughput requirements of specific IP flows. This assumption makes it unnecessary for the UE to measure the traffic rate of all IP flows in real-time and can thus avoid excessive complexity and power consumption in the UE.

-
It is envisioned that in several situations the UE may not be able to determine the required throughput of an IP flow. For example, a streaming application may request a video content but does not know if the content will be provided by the server in high-definition format or not, so it cannot pre-determine how much throughput will be required to support the streaming session. In another case, the application may be able to pre-determine the required throughput of an IP flow but there is no API to provide this information to the operating system (most mobile operating systems today do not support such API). Even when the operating system is upgraded to support a new API that will enable applications to provide the required throughput of an IP flow, there is no guarantee that application developers will make use of this API.

-
Based on the above considerations, it is concluded that the UE will not be able to identify the throughput requirements of IP flows in many cases. Therefore the ANDSF policies that rely on traffic identification based on throughput can only be applied on a “best-effort basis”, meaning that the UE will not be able to guarantee the enforcement of these policies and the behaviour will vary a lot based on UE implementations.

Identification of traffic based on destination domain

-
This scenario requires the UE to identify IP flows based on the destination FQDN, i.e. identify all flows to www.example.com. 

-
The UE could easily identify traffic based on the destination FQDN. For example, the UE could store all IP addresses associated with a specific FQDN (these addresses are discovered with DNS queries) and then detect which IP flows have a destination address that matches one of these IP addresses.

-
It is expected that the UE could support ANDSF policies that identify traffic based on the destination FQDN and would be able to contact specific domain names over the desired radio access.


Identification of traffic based on application

-
This scenario requires the UE to identify IP flows based on the application that generated them. It means to provide operators with a tool for steering the traffic of some applications to a specific radio access, for example, “traffic of application X should use 3GPP access”.

-
A number of mobile platforms today provide some means for assigning unique application identities or names. For example, Java applications use identities/names of the form com.organization.app-name. Unique application identifiers are also sometimes used in platforms with non-Java applications.

-
When an operator would like to enforce a specific application to use a specific radio access, the operator could provide an ANDSF policy to UE that includes one or more identifiers for this application. Each identifier could correspond to a different mobile platform, for example, [platform1, identity1], [platform2, identity2]. The multiplicity of platforms now and in the future could become an issue that needs further evaluation. It is noted however that it is not necessary or practical to deploy a central application registry common for all platforms.
-
All traffic of the application (e.g. control traffic, media traffic) would be routed to the same access.
-
Based on the above considerations, it is concluded that (i) it is possible to identify an application in several mobile platforms today and (ii) to identify the same application (e.g. YouTube) across different mobile platforms the ANDSF policy would need to identify each potential platform and include one or more platform-specific identities for this application. Even then, it is not clear though whether the link between the "unique name" and the process requesting a socket is unambiguously available to the platform.
-
The proposed mechanism would not prevent an application (or the user, or the platform) wilfully misbehaving to evade the operator control proposed with this mechanism.
Identification of traffic based on content type

-
This scenario requires the UE to identify IP flows which are used to retrieve content of a specific type (e.g. audio, video, text, etc). An example use case is when the operator wants to restrict video retrieval over a specific radio access only.

-
When the content is retrieved with the HTTP protocol, the UE can determine the content type before retrieving the content, e.g. by using the HEAD method. Similarly, when RTSP is used, the UE can determine the content type before retrieving the content, e.g. by sending a DESCRIBE request. 

-
However, to enforce IP flow routing based on content type, it is expected that the mobile platform should be capable to intercept content requests from applications and determine the content type before retrieving the requested content on the desired radio access. The use of HTTPS may also impose additional restrictions.

Identification of traffic based on content size

-
This scenario requires the UE to identify IP flows which are used to retrieve content with specific size attributes. A typical example is when the operator wants to restrict very large content (e.g. more than 10Mbytes) from being transferred over 3GPP access.

-
Most content retrieval on mobile devices is based on the HTTP, FTP and RTSP protocols. All of these protocols provide means for determining the content size before retrieving the content. For example, with the FTP protocol the SIZE command could be used, with the HTTP protocol the HEAD method could be used and with the RTSP protocol the DESCRIBE command could be used. 

-
However, to enforce IP flow routing based on the content size, it is expected that the mobile platform should be capable to intercept content requests from applications and determine the content size before retrieving the requested content on the desired radio access. The use of HTTPS may also impose additional restrictions.
Identification of traffic based on flow labels
-
This scenario requires the UE to identify some of the IP flows of one or several applications using a flow label. A typical example is an operator-developed or -sponsored application which marks some of its IP flows (e.g. control plane traffic) with a specific flow label.

-
Used by itself or in conjunction with other criteria, it allows a fine-grained matching of IP flows even within a single application.
-
IP flow labels are specific to IPv6. This criterion will not work with IPv4 traffic. The marking has to be done by the application (or by the framework library, which can use framework-specific knowledge to mark the packets before they enter the IP routing stack).

-
IP flow label detection is straightforward to implement as the IP flow label is a basic IPv6 header. Moreover, the purpose of the IP flow label is to mark IP flows that require a special handling, which is exactly the purpose for which it is proposed to be used here.
Fourth change

6.2
Recommendations

This Technical Report has proposed and analyzed several scenarios that extend the data identification capabilities of ANDSF policies. As a result of the analysis, the following scenarios are recommended for normative specification:

-
Identification of traffic based on domain name
-
Identification of traffic based on flow labels

In addition, a solution based on the extension of ISRPs as the one documented in clause 5.1 is recommended for inclusion in the normative specifications.

End of changes
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