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1 Roaming in MSF R3 Networks

This implementation agreement details the procedures and additions to the core MSF SIP profile in order to permit the optimal routing of a QoS enabled media stream between roamed end-points.  The issue with optimally routing the media stream in roaming scenarios is shown in Figure 1, assuming the optimal media path between the Roam A and Roam B networks is via the IP Transit network then bandwidth /QoS needs to be allocated  in the IP Transit network which under normal circumstances is not included in the SIP signaling path. The solution to this issue, described in this IA, is termed the ‘Pivot Node’ approach and is detailed in the next section. 
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Figure 1 - Optimal Media Routing for Roamed End-points

2 Applicability and Scope

This Implementation Agreement covers the additions to the Core SIP Profile to handle the Pivot Node approach to routing (shown in Figure 2). It also describes two additional functions, the Pivot Function and the Pivot Routing Function which, although are described as stand alone functions in order to clarify their role, may actually be combined with other physical entities.

It seems likely that the Pivot Function could be combined with the P-CSC/S-SBG-NC entity and the Pivot Routing Function with the S-CSC.
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Figure 2 - Pivot Node Model for Roaming

The Pivot Function is included in the SIP signaling path in network Roam A, indicating that this network can apply optimal media routing to the session. The identity of the Pivot Function is included in the SIP signaling propagated to the Home A network. The signaling containing the information on the Pivot Function SHALL be passed from Home A to Home B.
The Home B network may optionally engage the Pivot Routing Function based on the presence of Pivot Function indicators in the SIP signaling should it be advantageous (more efficient) to do so. When used by Home B, the Pivot Routing Function determines that a more optimal routing of the media is possible and routes the INVITE to the terminating P-CSC through the Pivot Function.

QoS /Bandwidth is reserved across the Roam A, IP Transit and Roam B networks.

2.1 Pivot Function 

The Pivot Function is included in the SIP signaling path by one or more networks that are willing to provide pivot functionality. The Pivot Function should be included in the SIP signaling path on the ingress side of network, the next hop from the ingress P-CSC or SBG-NC (it is envisaged the Pivot Function could possibly be physically co-located with these entities). 

If included in the SIP signaling path the Pivot Function will include a P-PIVOT-NODE header in the SIP signaling that it propagates or alternately, if requested in any responses that it relays back to SIP requests. 
When the Pivot Function receives an INVITE with a P-PIVOT-NODE-CONFIRM header containing the value that it created, it will then propagate the INVITE to the destination including appropriate pre-conditions to enable QoS establishment removing the P-PIVOT-NODE-CONFIRM in the propagated signaling (segment 3 in the figure below).  A P-PIVOT-NO-RESOURCE will be included in the first 183 response propagated through the Pivot Function and removed from the 183 upon the second propagation (the P-PIVOT-NO-RESOURCE header is included in the 183 responses in segment 2 of figure 3). The P-PIVOT-NO-RESOURCES header serves to ensure that bandwidth is not reserved in segment 2 (figure 3) but the QoS preconditions (RFC3312) are propagated correctly.
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Figure 3 - Bandwidth Allocation and Release by Pivot Function

The Pivot Function is also responsible for the fix-up of the SDP information between segment 1 and segment 3 of the call. In Figure 4 the Pivot Function is responsible for ensuring that the SDP information in the INVITE (b) matched the IP Address / Port information supplied in INVITE (a) and similarly that the 183 Session Progress (z) matched the IP Address / Port information supplied in 183 Session Progress (y). SDP information carried in subsequent SIP requests and responses is be fixed up in a similar manner. The SDP fix-up allows the bandwidth reservations to be made in the normal manner by the edge nodes (P-CSC and S-SBG-NC).
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Figure 4 - SDP Fixup by Pivot Function

If the Pivot Function receives an INVITE which already includes a P-PIVOT-NODE header and wishes to add its own the then it will simply add another P-PIVOT-NODE header after the last existing P-PIVOT-NODE header, into the INVITE that it propagates.

Detailed procedures for the Pivot Function are provided in Appendix A. 

2.2 Pivot Routing Function  

The Pivot Routing Function is responsible for determining the appropriate (most efficient / most cost effective) route for the media to the destination. The Pivot Routing Function evaluates the available Pivot Functions, identified in the P-PIVOT-NODE headers, and determines how to route the media to the destination (this decision is made at a network to network level as individual networks are free to route media across themselves as they deem appropriate). 

To implement this decision the Pivot Routing Function will either propagate the INVITE to the destination (P-CSC) directly in which case the media will follow the standard SIP signaling path (at a network to network level) or to propagate the INVITE to the destination (P-CSC) through a Pivot Function (including the value of that Pivot Functions P-PIVOT-NODE header in a P-PIVOT-NODE-CONFIRM header) in which case the media will ‘short cut’ from the network hosting the selected Pivot Function to the network hosting the destination P-CSC (possibly transiting other networks in the process). This is shown in Figure 5 below.
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Figure 5 - Pivot Routing Function

Functional procedures for the Pivot Routing Function are provided in Appendix A.

2.3 Further Considerations for this Implementation Agreement.

The solution presented in this IA provides a workable solution to the issue of allowing optimal routing of the media whilst still maintaining end to end QoS.  However, the MSF believes the following points should be noted in consideration of this proposed solution.

1. The proposed solution adds to the length of the SIP signaling path, this is even greater if the Pivot Function and Pivot Routing Function are implemented as separate SIP entities (rather than combined with the S-CSC and P-CSC respectively). The extended SIP signaling path will contribute to an increased post-dial delay and increase the signaling processing load of the networks. It is not yet clear if either of these increases is of any commercial or technical significance. It should be noted that there is already significant signaling overhead from the combination of the number of messages exchanged per the RFC 3312 model of QoS reservation and the number of SIP signaling nodes of the IMS architecture.

2. The issue of application originated sessions needs to be resolved; the issue arises due to the as yet unresolved non-obvious inter-working between RFC 3312 (Integration of Resource Management and SIP) and RFC 3725 (Best Current Practices for Third Party Call Control in SIP).

3. The ongoing IETF work on Interactive Connectivity Establishment (ICE) could result in alternate models to resolve the issues addressed in this IA (although ICE is not specifically intending to resolve this issue). Once ICE is finalized by the IETF, this IA should be re-visited for any inconsistencies or duplication of function.
3 Roaming IA

This Implementation Agreement builds upon the SIP Profile for MSF R3 SIP Server (MSF-IA-SIP.012-FINAL). This IA highlights additional requirements and differences from the R3 SIP Profile and defines the behavior of the P-CSC, S-CSC, S-SBG, the Pivot Function and the Pivot Routing Function with respect to roaming of SIP end-points from one MSF R3 network to another. 
3.1 MSF Roaming SIP Headers

The following new headers are defined to support the pivot functions.

3.1.1 P-PIVOT-NODE

The P-PIVOT-NODE header is used by a network to advertise its willingness to act as a Pivot Network through a Pivot Function. The syntax of the P-PIVOT-NODE header is given below.
P-Pivot-Node = “P-Pivot-Node” HCOLON pivot-function-url 

                              SEMI pivot-network-id 

                              SEMI pivot-correlation-tag 

                              SEMI hash-function.

pivot-function-url = “pivot-function-url” EQUAL <Pivot-Function-URL>
pivot-network-id= “pivot-network-id” EQUAL <Pivot-Network-Id> | “omitted”

pivot-correlation-tag= “pivot-correlation-tag” EQUAL <Pivot-Correlation-Tag>

hash-function = “hash-function” EQUAL <Hash-Function> | “omitted”
Pivot-Function-URL, this is the SIP URL of the Pivot Function that the network is advertising in order to act as a Pivot Network. This Pivot-Function-URL SHALL be a globally routable SIP URL.
Pivot-Network-Id is a globally recognizable network identifier (details TBD) which can be used by the Pivot Routing Function in determining if or which network to use as the Pivot Function. If the network identifier is not provided this attribute takes a value of “omitted”.
Pivot-Correlation-Tag is a value inserted by the Pivot Function in order to uniquely identify the session. Since the Pivot Function will be the creator and consumer of this value it is free to choose the format that the tag value will take but it MUST NOT exceed 30 characters in length.
Hash-Function is used to prevent modification of the contents of the P-PIVOT-NODE by subsequent SIP signaling entities. The hash-function is an MD5 hash of the P-PIVOT-NODE header and all attributes up to the ‘hash-function =’ encrypted with the Pivot Function networks private key. The Pivot Routing Function validates the hash-function by creating its own MD5 hash and comparing it with the decrypted (using the Pivot Function networks public key) hash contained within the P-PIVOT-NODE header.  If the hash-function is not used then this attributed takes a value of ‘omitted’. It will depend upon the local policy of the networks involved as to how un-signed P-PIVOT-NODE headers are treated.
3.1.2 P-PIVOT-NODE-CONFIRM

The P-PIVOT-NODE-CONFIRM header is used in order to ‘instruct’ the Pivot Function to act as a Pivot. The syntax of the P-PIVOT-NODE-CONFIRM header is given below.
P-PIVOT-NODE-CONFIRM = ‘P-Pivot-Node-Confirm” HCOLON pivot-function-url

                                              SEMI pivot-correlation-tag
                                              SEMI requesting-network-id

                                              SEMI hash-function.

pivot-function-url = “pivot-function-url” EQUAL <Pivot-Function-URL>

pivot-correlation-tag= “pivot-correlation-tag” EQUAL <Pivot-Correlation-Tag>

requesting-network-id= “requesting-network-id” EQUAL <Requesting-Network-Id> | “omitted”

hash-function = “hash-function” EQUAL <Hash-Function> | “omitted”
Pivot-Function-URL is copied from the corresponding attribute in the P-PIVOT-NODE header indicating the Pivot Function to be used.

Pivot-Correlation-Tag is copied from the corresponding attribute in the P-PIVOT-NODE header indicating the session for which the pivot is being requested.  
Requesting-Network-Id is a globally recognizable network identifier (details TBD) which is used to identify the network requesting the Pivot Function. If the network identifier is not provided this attribute takes a value of ‘omitted’.

Hash-Function is used to prevent modification of the contents of the P-PIVOT-NODE-CONFIRM by subsequent SIP signaling entities. The hash-function is an MD5 hash of the P-PIVOT-NODE-CONFIRM header and all attributes up to the ‘hash-function =’ encrypted with the Pivot Routing Function networks private key. The Pivot Function validates the hash-function by creating its own MD5 hash and comparing it with the decrypted (using the Pivot Routing Function networks public key) hash contained within the P-PIVOT-NODE-CONFIRM header.  If the hash-function is not used or if a network id is not provided in the Requesting-Network-Id then this attributed takes a value of ‘omitted’. It will depend upon the local policy of the networks involved as to how un-signed P-PIVOT-NODE-CONFIRM headers are treated.

3.1.3 P-PIVOT-NO-RESOURCE
The P-PIVOT-NO-RESOURCE header is used by the Pivot Function to instruct the relevant entities along the signaling path not to reserve resources despite the presence of the QoS preconditions (RFC 3312. The syntax of the P-PIVOT-NO-RESOURCE header is given below.
P-PIVOT-NO-RESOURCE 
= ‘P-PIVOT-NO-RESOURCE” HCOLON requesting-network-id

                               SEMI hash-function.

requesting-network-id= “requesting-network-id” EQUAL <Requesting-Network-Id> | “omitted”

hash-function = “hash-function” EQUAL <Hash-Function> | “omitted”
Requesting-Network-Id is a globally recognizable network identifier (details TBD) which is used to identify the network issuing the instruction to release media resource reservation. If the network identifier is not provided this attribute takes a value of ‘omitted’.

Hash-Function is used to prevent modifications to the contents of the P-PIVOT-NO-RESOURCE (the network identifier) by subsequent signaling entities. The hash-function is an MD5 hash of the P-PIVOT-NO-RESOURCE header and all the attributes up to the ‘hash-function=’ encrypted with the Pivot Function networks private key. The relevant entities can validate the hash by computing their own hash value and comparing it with the decrypted hash function (using the Pivot Function networks public key). If the hash-function is not used or if a network id is not provided in the requesting-network-id then this attribute takes a value of ‘omitted’. It will depend upon the local policy of the networks involved as to how and un-signed P-PIVOT-NO-RESOURCE is handled. 
3.1.4 P-PIVOT-NODE-REQUEST

The P-PIVOT-NODE-REQUEST header is used in Application Initiated sessions in order to request a Pivot Function in an outbound request that may be used in subsequent INVITEs for other call legs. The syntax of the P-PIVOT-NODE-REQUEST is given below.
P-PIVOT-NODE-REQUEST = ‘P-Pivot-Node-Request” HCOLON requesting-network-id

                                                     SEMI hash-function.

requesting-network-id= “requesting-network-id” EQUAL <Requesting-Network-Id> | “omitted”

hash-function = “hash-function” EQUAL <Hash-Function> | “omitted”
Requesting-Network-Id is a globally recognizable network identifier (details TBD) which is used to identify the network issuing the request for a Pivot Function.  If the network identifier is not provided this attribute takes a value of ‘omitted’.

Hash-Function is used to prevent modifications to the contents of the P-PIVOT-NODE-REQUEST (the network identifier) by subsequent signaling entities. The hash-function is an MD5 hash of the P-PIVOT-NODE-REQUEST header and all the attributes up to the ‘hash-function=’ encrypted with the Pivot Function networks private key. The relevant entities can validate the hash by computing their own hash value and comparing it with the decrypted hash function (using the requesting networks public key). If the hash-function is not used or if a network id is not provided in the requesting-network-id then this attribute takes a value of ‘omitted’. It will depend upon the local policy of the networks involved as to how and un-signed P-PIVOT-NODE-REQUEST is handled. 

3.1.5 Use of the ROUTE Header

The standard SIP ROUTE header is used in order to direct the signaling through the appropriate entities. As shown in Figure 6 the terminating S-CSC includes a ROUTE header for the terminating side P-CSC (the value for this is obtained from the SERVICE-ROUTE header received from the P-CSC during registration). Assuming that the Pivot Routing Functions determines that a Pivot Function will be used then it adds another ROUTE header (above the one added by the terminating S-CSC) for the Pivot Function to be used. The value for this ROUTE header is obtained from the pivot-function-url parameter of the P-PIVOT-NODE header.
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Figure 6 - Use of ROUTE header to direct signaling flow

3.2 UA initiated Sessions

Figure 7 shows a simple roaming case for UA initiated sessions.

Subscriber B has roamed from Network B onto Network A and is called by subscriber A who is registered to Network A which is their home network. The media is optimally routed through network A and does not follow the signaling hairpin through network B.
Figure 8 shows the SIP messaging for the session establishment between A and B. The flow shows the Pivot Function and Pivot Routing Function as separate entities but in practice they may physically be combined with one of the adjacent functions such as the P-CSC (in the case of the PF) and the S-CSC (in the case of the PRF).
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Figure 7 - Simple Roaming Case UA Initiated Session
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Figure 8 - Signaling flow for UA initiated session part I
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Figure 9 - Signaling flow for UA initiated session part II

The steps of the flow are described in detail below.

1. A initiates a call to B, their UA generates an INVITE to the P-CSC through which A accesses the network.

2. Network A will provide a Pivot capability so the INVITE is sent to the S-CSC(A) via the Pivot Function (in some cases the Pivot Function and the P-CSC might be the same physical entity).

3. The Pivot Function adds a P-PIVOT-NODE header (for itself) to the INVITE which is propagated to the S-CSC(A).
4. The S-CSC(A) determines that the destination (B) belongs to another network and propagates the INVITE to that network.

5. The S-SBG-NC propagates the INVITE to the peer  S-SBG-NC in network B.

6. The S-SBG-NC in network B propagates the INVITE to the I-CSC in network B.

7. Based on an HSS lookup (not shown) the I-CSC propagates the INVITE to the S-CSC(B) to which subscriber B is registered.

8. The S-CSC(B) detects the presence of the P-PIVOT-NODE header and propagates the INVITE to the Pivot Routing Function (the S-CSC and Pivot Routing Function may be realized as the same physical entity).

9. The Pivot Routing Function determines that making use of network A as a pivot would provide a more efficient media path and sends the INVITE to P-CSC(B) via the Pivot Function in network A. The Pivot Routing Function includes a P-PIVOT-NODE-CONFIRM header based on the content of the P-PIVOT-NODE header included by the Pivot Function in network A.  The Pivot Routing function adds appropriate Route headers to direct the signaling through the Pivot Function in network A and then to P-CSC(B).
10. The S-SBG-NC propagates the INVITE to the peer S-SBG-NC in network A.

11. Using the topmost ROUTE header the S-SBG-NC propagates the INVITE to the Pivot Function. The Pivot Function retrieves the P-PIVOT-NODE-CONFIRM and recognizes the contents as the same value it included in the P-PIVOT-NODE-HEADER. The Pivot Function correlates the two SIP transactions (step 2->3 and step 11->12) and internally flags the transaction to indicate the Pivot functionality is being performed.
12. The Pivot Function removes the topmost ROUTE header (which contains itself) and the P-PIVOT-NODE-CONFIRM header and propagates the INVITE to P-CSC(B) based on the new topmost ROUTE header. The Pivot Function performs fix-up on the SDP sent in the INVITE to ensure the IP addresses and ports of the edge element match those received in the correlated INVITE (2).
13. The INVITE is propagated to B’s User Agent.

14. B’s User Agent generates a 183 Session Progress response which indicates the codecs (of those offered by A) that it wishes to use for the session.
15. The 183 Session Progress is propagated to the Pivot Function.
16. Based on the selected codec’s, the IP address of the P-CSC(A) and its own IP address P-CSC(B) makes a request for bandwidth (for the RTP stream in the direction B->A) from the Bandwidth Manager.
17. The Pivot Function propagates the 183 Session Progress adding in a P-PIVOT-NO-RESOURCE header.

18. As the 183 Session Progress response contains a P-PIVOT-NO-RESOURCE header then the S-SBG-NC does not request any bandwidth; the 183 Session Progress response is propagated to the peer S-SBG-NC.
19. As the 183 Session Progress response contains a P-PIVOT-NO-RESPONSE header then the S-SBG-NC propagates the response back along the signaling path to the Pivot Routing Function.

20. The Pivot Routing Function propagates the 183 Session Progress response back along the signaling path to S-CSC(B).
21. S-CSC(B) propagates the 183 Session Progress response back along the signaling path to the I-CSC.

22. I-CSC propagates the 183 Session Progress response back along the signaling path to the S-SBG-NC.

23. As the 183 Session Progress response contains a P-PIVOT-NO-RESOURCE header then the S-SBG-NC does not request any bandwidth; the 183 Session Progress response is propagated to the peer S-SBG-NC in Network A.

24. As the 183 Session Progress response contains a P-PIVOT-NO-RESOURCE header then the S-SBG-NC does not request any bandwidth; the 183 Session Progress response is propagated to back along the signaling path to S-CSC(A).

25. S-CSC(A) propagates the 183 Session Progress back along the signaling path to the Pivot Function.

26. The Pivot Function performs a fix-up on the SDP prior to propagating the 183 Session Progress back along the signaling path to the P-CSC(A). The Pivot Function will ensure the IP addresses and ports in the SDP of the 183 response match those received in the correlated 183 response (15).
27. The P-CSC(A) requests bandwidth based on the selected codec’s, the IP Address of P-CSC(B) and its own IP Address for the RTP stream in the direction A->B from the Bandwidth Manager.

28. The 183 Session Progress response is propagated to A’s User Agent.
29. UA(A) responds with a PRACK.

30. – 41. The PRACK is propagated along the signaling path to UA(B). .

42. UA(B) returns a 200OK response to the PRACK.

43. – 54. The 200OK The PRACK propagated along the signaling path to UA(A). 

55. UA(A) sends an UPDATE indicating that any resources associated with the access network have been reserved.
56. P-CSC(A) receives a response from the Bandwidth Manager indicating the resources it requested (for the RTP stream in the direction A->B) have been reserved.
57. The P-CSC(A) forwards the UPDATE to the Pivot Function setting the SDP pre-conditions to indicate that bandwidth has been reserved in the send direction.

58. The Pivot Function propagates the UPDATE to the S-CSC(A).

59. The S-CSC(A) propagates the UPDATE to the S-SBG-NC.

60. Since a P-PIVOT-NO-RESOURCE header had been received in the earlier 183 Session Progress response for this SIP dialog the S-SBG-NC has not requested any bandwidth reservation and immediately propagates the UPDATE to its peer S-SBG-NC.
61. In a similar manner the S-SBG-NC propagates the UPDATE to the I-CSC.

62. The I-CSC propagates the UPDATE to S-CSC(B).

63. S-CSC(B) propagates the UPDATE to the Pivot Routing Function.

64. The Pivot Routing Function propagates the UPDATE to the S-SBG-NC.

65. Since a P-PIVOT-NO-RESOURCE header had been received in the earlier 183 Session Progress response for this SIP dialog the S-SBG-NC has not requested any bandwidth reservation and immediately propagates the UPDATE to its peer S-SBG-NC.

66. In a similar manner the S-SBG-NC propagates the UPDATE to the Pivot Function.

67. The Pivot Function propagates the UPDATE to P-CSC(B) performing any necessary fix-up on the SDP ensuring the IP addresses and ports  in the SDP matches that in the corresponding UPDATE (57).

68. The P-CSC(B) wait until its previously requested (16) bandwidth is available before propagating the UPDATE (propagation of the UPDATE is an indication to the next hop network that the resources have been reserved).

69. The UPDATE is propagated to B’s User Agent.

70. UA(B) responds with a 200 OK to the UPDATE. 

71. The P-CSC(B) propagates the UPDATE to the Pivot Function ensuring that the preconditions in the SDP indicate the requested resources (16) have been reserved (68). 

72. -  80.  The 200 OK is propagated back along the signaling path. 
81. The Pivot Function propagates the 200 OK to P-CSC(A) performing SDP fix-up to ensure the IP addresses and ports in the SDP match those in the correlated 200 OK received from P-CSC(B) (71).
82. The 200 OK is propagated to UA (A)

83. With all the resources reserved end-to-end UA(B) alerts, returning a 180 Ringing,
84. – 95. The 180 Ringing propagates back along the signaling path to UA(A).

96. B answers, UA(B) sends 200 OK response (to the original INVITE).
97. – 108, The 200 OK response is propagated back along the signaling path to UA(A).
109. UA(A) returns an ACK to the 200 OK.

110.  – 120. The ACK is propagated along the signaling path to UA(B). It is assumed that I-CSC has dropped out of the SIP signaling path at this point.

The session is now established between UA(A) and UA(B).

121. A hangs up; UA(A) issues a BYE.

122. P-CSC(A) propagates the BYE to the Pivot Function.

123. P-CSC(A) release the resources it reserved earlier (27 & 56).
124.  – 133. The BYE propagates along the signaling path (which no longer includes the I-CSC) to P-CSC(B).

134.  P-CSC(B) release the resources it reserved earlier (16 & 68).

135. The BYE is propagated to UA (B).

136. UA (B) returns a 200 OK response to the BYE.

137.  The 200 OK is propagated back along the signaling path (no longer including I-CSC) to UA(A).

The session is now terminated and all the resources released.
3.3 Application Initiated Sessions

Figure 10 shows the principle by which application initiated sessions can make use of the pivot function. 
The Application Server employs third party call control (as defined in RFC 3725). The initial INVITE issued by the Application Server will include a P-PIVOT-NODE-REQUEST header which is a request for any network on the SIP path to act as a pivot. Any such network will return a P-PIVOT-NODE header in the response to the INVITE (due to the nature of 3PCC this response could be 1xx or 2xx). 
The Application Server copies any received P-PIVOT-NODE headers received into the second INVITE that it issues such that the Pivot Routing Function can determine if a pivot is required. 
Detailed SIP flows for Application Initiated Sessions will be added to this IA in future versions when the the interplay between RFC3725 (Best current practices for third party call control in SIP) and RFC3312 (Integration of Resource Management and SIP) has been specified.
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Figure 10 - Application Initiated Sessions
4 NAT and Firewall traversal

The new headers defined in this IA (viz. P-PIVOT-NODE, P-PIVOT-NODE-REQUEST, P-PIVOT-NO-RESOURCE, P-PIVOT-NODE-CONFIRM) are expected to pass through the NAT functions of the S-SBG-NC without alteration.
5 QoS aspects

The QoS aspects of this IA are provided in the detailed descriptions of the components and illustrated in the example flows. 

6 Security aspects

The new headers defined in this IA (viz. P-PIVOT-NODE, P-PIVOT-NODE-REQUEST, P-PIVOT-NO-RESOURCE and P-PIVOT-NODE-CONFIRM) header definitions make use of an authentication mechanism based on a public key infrastructure between the networks. This is described in the definitions of the headers themselves; details of the inter-network public key infrastructure is for future definition.
7 Redundancy and resilience

The Pivot Function  and Pivot Routing Function are both stateful components and as such are required to meet accepted network reliability levels. Typically five nines 99.999% reliability with no single point of failure. Components should perform failover processing themselves without reliance on any external stimulus and with the minimum of impact on any component they interface with (sole reliance on clients resending to an alternate IP address is not a robust mechanism for providing resilience).

Mechanism for disaster recovery may also be required in order to cater for larger scale failures (such as loss of a complete site). External intervention to affect DR level switchover is acceptable.
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 Appendix A – Additional Procedures for Roaming

These procedures do not include support for Application Initiated Sessions.
A.1 Procedures at the Pivot Function
The behavior of the Pivot Function is outlined below.

1. Receipt of INVITE

a. The Pivot Function will check for the presence of a P-PIVOT-NODE-CONFIRM header, if the header is present and the pivot-function-url matches its own then the Pivot Function will perform the following.

i. Identifiy the correlated SIP Dialog and flag both dialog to indicate that these are ‘Pivoting’.

ii. Remove the topmost ROUTE header (which is an entry for the Pivot Function itself, this is standard SIP Server behaviour).

iii. Propagate the INVITE towards the destination (given in the now topmost ROUTE header), removing the P-PIVOT-NODE-CONFIRM header and performing a fixup of the SDP to ensure the IP addresses and ports within the SDP match those of the SDP received in the correlated INVITE.
b. If there is no P-PIVOT-NODE-CONFIRM header then the Pivot Function will perform the following.
i. Propagate the INVITE (using standard SIP Server routing) including a P-PIVOT-NODE header containing itself as the pivot-function-url and a unique pivot-correlation-tag in order to identify the SIP dialog.

ii. Retain information pertaining to the SIP dialog and the SDP information received in the INVITE.

2. Receipt of 183 session progress

a. If the SIP dialog is flagged as a ‘Pivoting’ then

i. If the 183 Session Progress contains a P-PIVOT-NO-RESOURCE header then the Pivot Function will.
1. Retrieve the stored SDP information (2.a.ii.1) and perform fix-up such that the IP addresses and ports within the SDP match those of the stored SDP.

2. Propagate the 183 Session Progress removing the P-PIVOT-NO-RESOURCE header.

ii. If the 183 Session Progress does not contain a P-PIVOT-NO-RESOURCE header then the Pivot Function will.

1. Store the SDP information.

2. Propagate the 183 Session Progress adding a P-PIVOT-NO-RESOURCE.

b. If the SIP dialog is not flagged as a ‘Pivoting’ then the 183 Session Progress response is propagated without modification. 

3. Other SIP Methods and Responses
a. Other SIP Methods and responses are propagated normally. Where a SIP Method or Response carries SDP information then, for ‘Pivoting’ dialogs the Pivot Function must perform fix-up of the IP Addresses and ports as in the INVITE and 183 Session Progress cases described above. 
A.2 Procedures at the Pivot Routing Function

The behavior of the Pivot Routing Function is outlined below.
1. Receipt of INVITE

b. The Pivot Routing will extract the P-PIVOT-NODE headers and determine if any of them will be used to provide a pivot for the routing of the media.
i. If a Pivot is to be used then the Pivot Routing Function will 

1. Create P-PIVOT-NODE-CONFIRM header for the Pivot Function and include this in the INVITE to be propagated.

2. Remove any P-PIVOT-NODE headers from the INVITE. 

3. Remove the topmost ROUTE header if this is an entry for the Pivot Routing Function (normal SIP Server behavior).

4. Add a ROUTE header for the Pivot Function (as the topmost entry).

5. Propagate the INVITE to the Pivot Function. 

ii. If a Pivot is not to be used then the Pivot Routing Function will 

1. Remove any P-PIVOT-NODE headers from the INVITE

2. Propagate the INVITE to the destination.

2. Other SIP Methods and Responses.

a. Other SIP Methods and responses are propagated normally.

A.3 Additional Procedures at the S-CSC

The additional behavior of the S-CSC with respect to pivot functions is outlined below.

1. Receipt of INVITE

a. If the S-CSC is handling the terminating side of the session and the INVITE contains one or more P-PIVOT-NODE headers then the INVITE to the P-CSC will be propagated via the Pivot Routing Function.

b. If the S-CSC is handling the originating side of the session then any P-PIVOT-NODE headers are propagated unaltered in the INVITE towards the next signaling entity.
A.4 Procedures at the S-SBG-NC

The additional behavior of the S-SBG-NC is outlined below.

1. INVITE received on the external interface of the S-SBG-NC
a. If the INVITE does not contain a P-PIVOT-NODE-CONFIRM and the network is providing pivot capability then the S-SBG-NC will propagate the network side INVITE to the Pivot Function.

b. If the INVITE contains a P-PIVOT-NODE-CONFIRM then the INVITE is handled in the normal manner (the Route header is used to propagate the INVITE to the correct Pivot Function). 
2. 183 received on the internal (network side) interface of the S-SBG-NC

a. If the 183 includes a P-PIVOT-NO-RESOURCE header then the S-SBG-NC will not make any resource reservation requests to the Bandwidth Manager but will flag the dialog to propagate QoS reservation preconditions (RFC 3312) normally as if resources had been successfully reserved.  The S-SBG-NC should also close any pin-holes opened for the media in the associated D-SBG-NC.
3. Other SIP Methods and Responses
a. Other SIP Methods and Responses are propagated normally. For dialogs which have been flagged (2.a above) then QoS reservation preconditions are propagated normally as if any requested resources have been successfully reserved. 

A.5 SIP entities

Other SIP entities should propagate the P-PIVOT-NODE, P-PIVOT-NODE-REQUEST, P-PIVOT-NODE-CONFIRM and P-PIVOT-NO-RESOURCE headers without alteration.
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