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Introduction

3GPP Release 5 specifies a PS-Conversational class radio bearer (42.8 kbps) for IMS voice calls that requires 3.5 times the bandwidth of an equivalent CS-voice call using AMR 12.2 kbps. The additional bandwidth is required to enable the transport of the RTP/UDP/IP overhead and RTCP, which is not present for a CS-voice call.

As a consequence, operators wishing to deploy IMS will be required to substantially increase the capacity of their radio networks to support their existing subscriber base.  This will act as a significant commercial barrier to adoption of IMS, even when taking the claimed additional revenue opportunities into account. 

This contribution discusses the possibility of removing RTCP for point-to-point voice calls, to enable optimisation of IMS-voice calls over the radio network and proposes activities that would need to be initiated by other 3GPP groups to standardise this approach.

Discussion

IMS-voice overhead

Without optimisation techniques, each 20ms IMS-voice frame will have a maximum size of 95 bytes, comprising of;

	Contributor
	Contribution

	AMR Payload
	33 bytes or 31 bytes (depending on the format)

	AMR Payload Format Header
	10 bits

	RTP
	12 bytes

	UDP
	8 bytes

	IPv6
	40 bytes

	Total
	95 bytes


Consequently, the required bit rate to transport IMS-voice frames is;
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Using RoHC R-Mode (RFC3095) it is possible to compress the RTP/UDP/IP overhead to 3 bytes plus 2 bytes feedback.  This reduces the size of IMS-voice frames 40 bytes, allowing IMS-voice calls to be supported using a 16 kbps channel. However, in this context RTCP contributes significantly to the bandwidth requirement over the air interface.

In the worst case, RTCP packets can up to 200 bytes in size. To accommodate the RTCP packets it is necessary to either;

· increase the radio bearer bandwidth so that RTCP can be transmitted without introducing significant delay to RTP packets over the duration of voice call or;

· use frame stealing techniques, discarding RTP frames in favour of sending RTCP packets or; 

· use the fact that RTCP packets are delay tolerant, and queue RTCP packets and subsequently transmit them during silence periods.

Frame Stealing

Transmission of a 200 bytes RTCP packet would result in 5 consecutive RTP speech frames being discarded. This approach would increase the effective Frame Error Rate (FER), which would then require a lower Block Error Rate (BLER) target from the radio network, in order to provide similar performance to that of CS voice. However, lowering the BLER target on the radio network will reduce the radio network capacity.

As an alternative, fewer RTP speech frames would be discarded if the bandwidth was increased.  Assuming, it is acceptable to discard two consecutive RTP frames and send the RTCP packet instead, then the RTCP packet would need to be sent in a 40 ms period giving an equivalent, instantaneous bandwidth requirement of;
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Using this technique still requires a radio bearer equivalent to 3GPP Release 5 and therefore does not achieve optimisation with respect to CS-voice.  

Since RTCP only introduces an instantaneous bandwidth requirement then it may be possible to temporarily reconfigure the radio bearer for the transmission of RTCP. However such reconfiguration will take in excess of100 milliseconds and such a large amount of delay imposed on voice service is also not acceptable.

Frame Stealing with Voice Activity Detection (VAD)
Our studies shows that even if silence periods are used for transmitting RTCP packets, transport of RTCP would still require frame stealing, albeit at a lower level. As described above stealing speech frames to transmit RTCP introduces  lower BLER target from the radio network, in order to provide similar performance of CS voice.  While the BLER target would be less stringent than in the previous case, our studies still show that there is an impact on the radio network capacity.

RTCP Removal

Based on the above discussion it would seem appropriate to consider whether it is possible to remove RTCP for point-to-point voice calls, enabling IMS-voice frames to be transported using a 16 kbps channel. Certainly, while RFC 3550 states that RTCP “should be used in all environments”, the use of RTCP is only mandated for IP Multicast. Furthermore, RFC 3556 states that turning off RTCP “may be appropriate for sessions that do not require feedback on quality of reception or liveness of receivers”.

RTCP provides a number of capabilities as defined in RFC 3550, which states that “The primary function is to provide feedback on the quality of data distribution”.  However, RTCP may also be used to correlate and synchronise multiple media streams e.g. voice and video.

It is 3’s opinion that this feedback provided by RTCP arrives too late to be of use in a mobile environment.  The primary source of congestion and packet loss for a mobile operator occurs in the radio network. However, the radio conditions vary on a micro second scale, whereas RTCP packets are only sent every 2 – 5 seconds.  Consequently, by the time the RTCP packet has been received the radio condition have already changed. 

Furthermore, 3 is only proposing to remove RTCP for point-to-point voice calls, an environment in which the synchronisation capabilities are not required. In the event that user adds video to an on-going voice call then the media and bearers must be re-negotiated in which case RTCP can be turned on again.  This same mechanism can be used to cater for the situation where the end-user introduces a conference bridge, allowing RTCP to be used to control conference features. 

For these reasons, 3 believe that removing RTCP is possible.  

Mechanism for Removing RTCP & Interworking

3 propose to use the SDP bandwidth modifier (RFC 3556) to indicate at session invitation that RTCP packets are not to be sent, by setting the RS and RR values to zero. While this is may not the original aim of the SDP bandwidth modifier, RFC 3556 states that turning off RTCP “may be appropriate for sessions that do not require feedback on quality of reception or liveness of receivers”.

Using the SDP bandwidth modifier capability provides a backward compatible solution, whereby session invitations are initiated containing duplicate media descriptions the first including the SDP bandwidth modifier and the second not including the bandwidth modifier.  If the receiving UA does not support the bandwidth modifier then the media descriptions containing these fields will be discarded, a call set up proceeds using RTCP.

Using an information flow investigation, 3 has currently found no interworking problems associated with the removal of RTCP

Proposal

Based on the above discussion, it is proposed that SA2 discuss this scheme along with the alternative schemes for handling RTCP as given in S2-033103 and S2-033104 and agree on the most optimum solution.




