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1. Introduction
[bookmark: _Toc352077766]This contribution provides evaluations and conclusions of the solutions documented in the FS_XRM TR 23.700-60 for Key Issue #1 and Key Issue #2
2. Proposal
[bookmark: _Toc510607499][bookmark: _Toc518306733]This paper proposes the following updates to TR 23.700-60 clause 7 (all new text) and 8 (all new text), with respect to the evaluation and conclusions of solutions for Key Issue #1 and Key Issue #2. Both key issues #1 and #2 are considered together as they are closely related and several solutions aim at resolving both key issues.

[bookmark: _Toc49966755][bookmark: _Toc50390314][bookmark: _Toc50450156][bookmark: _Toc50450368][bookmark: _Toc50451590][bookmark: _Toc50451802][bookmark: _Toc50464482][bookmark: _Toc54378876][bookmark: _Toc54776470][bookmark: _Toc57373211][bookmark: _Toc73524093][bookmark: _Toc75324078]* Start of changes all changes are new* 

* First change all new* 


[bookmark: _Toc97526930][bookmark: _Toc101526314][bookmark: _Toc104883168]7	Overall Evaluation
Editor's note:	This clause provides evaluations of different solutions.

7.x Evaluation of KI#1 and KI#2
This paper evaluates solutions for KI#1 abd KI#2 based on the following criteria:
· Service requirements: whether the solution fulfils the requirements and use cases described in 3GPP TR 22.847 (Study on supporting tactile and multi-modality communication services)
· Reuse and simplicity: whether the solution reuses and expands upon existing 5G functionality and procedures, or proposes complex new procedures and interactions that maybe troublesome to specify, operate and deploy
· Solution completeness: whether the solution has anything unclear and/or has any issue(s)
· Impact level to the system: whether the solution has significant impacts on many 5G NFs (including RAN, UE, 5GC), or the minimum necessary impacts
· Separation of concerns: whether the solution maintains current roles and responsibilities with the affected network functions (AF, NEF, PCF, SMF, etc), and allows the application layer retain control of its business logic with enough flexibility to meet a wide range of use cases
Solution #1 (for KI #1) introduces a new QoS parameter for delay difference between couple of flows, but it does not specify how such QoS parameter can be enforced, used by RAN or monitored. In addition, application synchronization should not be limited to two flows, but it may be required between multiple (more than 2) flows. Finally, the solution does not work when the synchronization threshold between two or more modalities is less than the latency KPI for the application.
Solution #36 (for KI #1) proposes to perform policy control for multiple flows all together, as an atomic operation that may only be fully successful or fail. But such approach is incorrect. It is up to the application layer to decide what to do in case one of the data stream fails. For example, a video conference call requires both audio and video data streams to be successfully delivered. If the video stream fails, the conference call can continue only with audio (impacting the use experience, but still allowing communication). However, if the audio stream fails the conference call is typically terminated.
A better approach is that 5GC notifies the AF when one of the data streams fails to be established or can no longer be maintained (by following existing procedure in Npcf_PolicyAuthorization service), so that the application layer can take the neccessary actions.

Solution #39 does not resolve the challenges identified by the KI #1, but reuses existing PCF URSP functionality to ensure all data flows that belong to the same XRM service application are transferred on the same PDU session. This may be used as a complement to other solutions, but it does not address the key issue.
[bookmark: _Hlk114241168][bookmark: _Hlk114241291]Solution #40 resolves the synchronization of media flows associated to multi-modality traffic, by reusing application layer-based solutions, such us the solution based on SIP/SDP/RTP+RTCP for IMS traffic. However, the solution does not mention the need to have a common wall-clock time for all data flows that need to be in sync, from different UEs. The solution also resolves the issue of QoS policy coordination between multiple QoS flows of a single UE, in the scenario of trusted AF, but fails to identify impacts on NEF northbound APIs for the scenario of untrusted AFs.
Solution #37 addresses KI#2. The solution contains two aspects: (i) provisioning of group policy information to UDR via NEF, and (ii) interactions to update individual UE policy with PCF coordination
· Provisioning of group policy information is not useful, as each of the data streams that comprise a multi-modal application, in general, requires a different set of QoS parameters (see for example requirements for audio, video, sensor and haptic feedback provided in 3GPP TS 22.847)
· The solution does not specify how the latency threshold parameter can be enforced or used by RAN or 5GC
· Providing policy information before PDU session establishment is a waste of resources. It is more efficient to provide those parameters on demand, when the XRM session is initiated. In addition, it may not be able for the application to provide the Flow Description(s) before the PDU session is establish, if server IP address/port is allocated on demand.
· When the AF modifies the policy for a specific traffic flow of one UE, it is not necessary to update other traffic flows. The examples provided in the solution are not correct, as a multi-modal application may comprise some data streams that require higher priority level (e.g. audio) or PDB (e.g. haptic feedback) than the others. Applications need to be able to control each data stream independently.
· Allowing both NEF and PCF update application data in UDR is not a good design pattern, as this may create inconsistencies and race conditions
Solution #38 proposes that UDM allocates a Coordination Identifier for the tactile and multi-modal communication service, which is out of the scope of current UDM responsibilities. Such coordination identifier, if needed, would be best allocated by the application layer. In addition, it may not be able for the application to provide service parameters (e.g. Flow Descriptions) before the PDU session is establish, as application server IP address/port are typically allocated on demand. It is more efficient that the AF provide the service parameters at the time the XRM session is initiated. Finally, the solution is complex and significant impacts on 5GC (AMF, SMF, PCF, NEF, UDM, UDR) and also impacts on the UE.
Solution #2 assumes that a modification of the policy requirements for (via Nnef_ AFsessionWithQos_Update) for one of the data streams that comprise a multi-modal application, has a necessary effect on other data streams that belong to the same multi-modal application. However, this is not really the case, as the application may want to modify one data stream only. Hence the procedure proposed is inefficient and over-complicated. Moreover, the PCF cannot know how the modification of one data stream may impact other ongoing data streams. It is up to the application layer to control impacts on each data stream. Extensive configuration would be required in the PCF (that contains no application business logic) to take those decisions, which makes the solution impractical. In addition, the procedure proposed is incomplete (see editor’s notes)
Solution #3 complements solution #2 with a proposal to ensure the same PCF is selected for multiple UE’s PDU sessions that comprise a multi-modal application. However, this is only posible in some scenarios. If data streams use different DNN or network slices, and there is a specific PCF instance to handle such DNN or network slice, then it is not possible to select the same PCF. Moreover, the reason stated to select the same PCF is that the policy authorized to the AF session of each UE in the group may be adjusted due to the policy change of another UE in the same group. However, such logic cannot be held in the PCF. How the modification of AF session in one UE may impact another UE session needs to be under the control of the application layer (see also evaluation for solution #2). Finally, the Internal Group ID information is already provided by the SMF to the PCF during PDU session establishment, so there is no need to store such information in the UDR.
Solution #4 proposes a complex procedure for QoS policy coordination for multiple UEs, that builds on the existing procedures for AFsessionWithQoS. The following aspects of the solution are considered inefficient
· Having a single procedure for AFsessionWithQoS for multiple UEs, increases the complexity of NEF logic and northbound APIs without delivering more flexibility to the AF or being more efficient. This is because not all UEs that are part of a multi-modal application initiate communication at the same time. An example scenario is described in 3GPP TS 22.847: “In another scenario, the devices associated to the same tactile and multi-modal communication service may be triggered to wake up by the discovery of a tactile and multi-modality capable user/UE in proximity”. Hence, using a single AF-NEF interaction to handle multiple UE sessions, is more troublesome than letting the AF handling each UE session independently.
· The procedure proposed is subject of inconsistencies and race conditions, as the PCF2 needs to update the multi-modal information in the BSF (step 15-16), before another PCF2 can discover the relationship with PCF1 (step 17)
· Subscription from PCF1 to notification of events from PCF2 is not useful, as the PCF does not have the neccessary application layer logic to act upon events from another UE PDU session. It is up to the application function to trigger actions on a UE PDU session (if required) upon events occurring in another UE PDU session, according to the nature of the event, the data stream affected, the characteristics of the multi-modal application, etc. Moreover, impacts to the Npcf_PolicyAuthorization_Subscribe operation are not clearly described.
· Inconsistencies and race conditions may arise if both, PCF and AF, subscribe to notification of events for an application session context, and take different actions.
[bookmark: _Hlk114495737]Solution #63 has similarities with solution #40 and solution #62 with regards to resolving the synchronization of media flows associated to multi-modality traffic based on SIP/SDP/RTP+RTCP for IMS traffic. However, the solution states that this is only efficient for audio and video traffic synchronization, and proposes a different solution for other types of multi-modal flows (e.g. tactile, pressure). No reason is given to discard the solution based on SIP/SDP/RTP+RTCP for other flows besides audio and video.
In the scenario for a single UE, solution #63 proposes to add a new attribute “Necessity Indication” with the purpose of failing the procedure if not all flows are successful. This increases the complexity of the NEF and PCF logic without delivering more flexibility to the AF or being more efficient. The reason is that it is application server needs to retain control over all UEs/PDU sessions and resolve error conditions according to application layer logic. This is the model implemented in Npcf_PolicyAuthorization service (and also in Rx diameter), where the PCF notifies to the AF with flow has been unsuccessful, and the AF can take actions.
In the scenario for multiple UEs, solution #63 proposes the AF to perform “group QoS fulfilment” and “group resource reservation”, without describing how this works.
Finally, there are additional impacts not explicitly identified in solution #63
· Additional NEF impacts: discover and interact with all affected PCFs, delay AF response until response is received from all affected PCFs, handle error conditions
· Additional PCF impacts: bind AF session information to all affected UE PDU sessions, delay NEF response until response is received from all affected SMFs, handle error conditions
Solution #64 assumes that XRM application requires joint admission that may only be fully successful for all UEs and data flows, or fail. Such approach has significant impacts on end-to-end delay to establish an application session. Also, the solution does not specify how to handle error conditions. Should the AF repeat the joint procedure if the establishment of one UE single data flow fails?
Solution #64 has significant impacts in the PCF and NEF, not only in terms of implementation logic, but also from the point of view of performance (resource utilization), because the PCF/NEF needs to hold the session context and wait until all UE specific operations are completed
· Any additional impacts on the BSF to enable the NEF discover all affected PCFs
· Additional PCF impacts: bind AF session information to all affected UE PDU sessions, delay NEF response until response is received from all affected SMFs, handle error conditions (joint admission)
Solution #65 provides a complex solution with significant impacts on 5GC (AF, NEF, PCF, SMF) and RAN, that does not resolve KI 1&2 in an efficient manner due to the following:
· There are modalities that do not require any coordination or media synchronization, for example a temperature sensor may not require to be coordinated with other media, but provide a constant flow of ambient information.
· Some modalities are loosely coupled, meaning that the data streams contribute to the immersive experience, but may still be valid stand-alone. For example a video conference can continue with only the audio stream (no video). Another example (described in 3GPP TR 22.847, chapter 5.1) is VR system that comprises two separate devices (VR glasses and gloves). The VR glass device can function with or without the haptic and sensing data generated by the VR gloves
· Enforcing PDB does not guarantee stringent media synchronization requirements between separate UEs (e.g. visual-tactile below 15 ms), when the synchronization threshold between two or more modalities is less than the latency KPI for the application
· Joint admission control and resource allocation, among service flows have significant impacts on end-to-end delay to establish an application session. Also, the solution does not specify how to handle error conditions. Should the AF repeat the joint procedure if the establishment of one UE single data flow fails?
· Using a single AF query to handle multiple UEs is troublesome in scenarios where UE devices join the immersive experience at different times. It is more efficient to let AF retain control and take necessary actions upon failures
· Additional NEF impacts: discover and interact with all affected PCFs, delay AF response until response is received from all affected PCFs, handle error conditions
· Additional PCF impacts: bind AF session information to all affected UE PDU sessions, delay NEF response until response is received from all affected SMFs, handle error conditions
Solution #66 proposes to introduce a new delay difference QoS policy to solve correlated requirements among XR dedicated QFIs of UE(s).However, it must be noted that Packet Delay Budget (PDB) is a different indicator than synchronization delay. Two modalities may experience the same PDB but exceed the synchronization threshold.
In addition, solution #66 provides different alternatives for AF-NEF-PCF interaction: “…multi-modality QoS policy information is stored or provisioned in PCF(or UDR) per UE …”. But it does not specify how any of the alternatives is achieved. The method used must be specified, ad it has significant influence on solution feasibility and impacted NFs.
Solution #66 also proposes a complex procedure to pair QFIs of UE1 and UE2, that is not straight-forward to be extended to scenarios with more than two UEs.
Finally, solution #62 proposes that those data streams that are closely related and require strong application coordination for correct delivery of a multi-modal application, are transmitted in a single PDU session by a single UE. However, those data streams that contribute to the immersive experience, but may still be valid stand-alone, may be transmitted over separate PDU sessions from multipe UEs. The solution extends the existing procedures for AF session with required QoS, to enable the AF to provide service information for multi-modal (XRM) applications and characterize the service data flow with a new Muti-modality Communication Identifier (MMCI) attribute.
Currently the Npcf_PolicyAuthorization service contains a number of attributes that help PCF derive the correct PCC rules/QoS, see 3GPP TS 29.514 Table 5.6.2.3-1
· The intention with the MMCI is that the AF provides to the PCF (via NEF), an explicit indication that the application session context relates to an XRM service.
· The usage of the new attribute MMCI will be similar to the existing attributes specified in the Npcf_PolicyAuthorization service within the AppSessionContextReqData : mcptId (related to MCPTT service), mpsId (related to MPS service), mscId (related to MSC service). It could be argued that the existing attributes mcptId, mpsId, mscId are not needed, but those explicitly signal the identifier for a specific type of service.
This allows the application server retain control over all UEs/PDU sessions and data flows that comprise a multi-modal application. Hence, the application may require a different set of QoS parameters for each data stream, enable/disable each device independently, and resolve error conditions according to application layer logic.
This solution does not require any additional impacts when there are multiple PCFs involved. The use case works the same way it works for a single PCF. Note that in both cases (multiple or single PCFs) there are multiple UEs and multiple PDU sessions. The application will manage each device (e.g. VR glases and gloves) via separate procedures. And the PCF(s) take policy decisions according to the input provided by the AF. But there is no need for the PCF to take into account how many UEs or PDU sessions comprise the multi-modality application. Policy decisions are taken separately per PDU session, as it is done for other applications. If the application allocates the same MMCI value to all UEs/PDU sessions, the PCF will take this information into account (e.g. to allocate a specific QoS profile) when processing each PDU session independently
This solution complies with the requirements identified by Key Issue #1 and #2; and can be realized with minimum system impacts on current 5GS capabilities
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[bookmark: _Toc97526931][bookmark: _Toc101526315][bookmark: _Toc104883169][bookmark: _Toc113274028]8	Conclusions
Editor's note:	This clause will list conclusions that have been agreed during the course of the study item activities.
8.x Conclusions for Key Issue#1 and Key Issue#2

The following aspects are concluded as principles for the normative work:
· Media synchronization of flows associated to multi-modality traffic is achieved by reusing application layer mechanisms (e.g. as specified for IMS, comprising SIP/SDP together with RTP/RTCP). The requirement is to have a common wall-clock time for all data flows and UEs that need to be in sync. 
· Those data streams that are closely related and require strong application coordination are transmitted in a single PDU session by a single UE. However, those data streams that contribute to the immersive experience, but may still be valid stand-alone, may be transmitted over separate PDU sessions from multipe UEs
· The application server (AF) shall retain control over all UEs/PDU sessions and data flows that comprise a multi-modal application. Hence, the application may require a different set of QoS parameters for each data stream, enable/disable each device independently, and resolve error conditions according to application layer logic.
· XRM applications provide service requirements (including flow description, QoS info, etc.) when the XRM session is initiated and server IP address/port is allocated. This allows the XRM application to request the necessary resources on demand, according to the characteristics of the XRM session requested from the UE. 
· The procedure for AF session setup with required QoS, is reused for XRM applications (untrusted AFs) interacting with NEF. However, current Nnef_AFsessionWithQoS service shall be extended to allow the AF to provide information for multiple medias.
· Normative impact to AF and NEF: extend the existing Nnef_AFsessionWithQoS service to allow the AF to provide, at the same time, service requirements for multiple IP data flows associated to a multi-modal (XRM) application
· [bookmark: _Hlk114498249]For multi-modality flows transmitted by multiple UEs, the application will manage each device (e.g. VR glases and gloves) via separate procedures. And the PCF takes policy decisions separately per UE PDU session, as it is done for other applications.
· The existing procedure for AF session setup with required QoS is extended with an additional attribute that characterize the service data flow.
· Normative impact to AF/NEF and PCF: extend the existing Npcf_PolicyAuthorization service with the new MMCI (Multi-modality Communication Identifier) attribute to indicate that the created Individual Application Session Context resource relates to a tactile or multi-modal communication service. The usage of MMCI is applicable to the single UE scenario as well as to the multiple UEs scenario and to the case of single PCF as well as to the case of multiple PCFs.
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