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Abstract: This discussion paper aims at discussing the issues for slice-based cell reselection, slice grouping, and the slice info required for cell reselection and proposes a way forward.
1. Introduction
At this TSG SA2#150 it has been decided at SA#95 meeting, that a way forward from SA2 standpoint needs to be found in order to finalize the RAN-led work on NR-Slice_Core WI. This paper provides background on the key aspects of the solution for slice group and slice priority to support this RAN work:
1.	Granularity for the slice group i.e. per TA or per PLMN
2.	How the slice group is configured in the network
3.	How the slice group is sent to the UE
4.	Whether a network slice can be associated with maximum one, two or multiple slice groups
5.	Priority among network slices groups for cell reselection
2. Discussion and conclusion
The following discusses the identified aspects and proposes a conclusion for each of them.
1.	Granularity for the slice group i.e. per TA or per PLMN
-	Since PLMN is inherently a larger area than TA, having slice group per PLMN would mean more slice groups in general. Additionally, since it is assumed that one slice can only belong to one slice group, the slice uniformity assumption per TA means that network is very much restricted in slice group definition: suppose PLMN contains three tracking areas: TA1 provides support only for slice A, TA2 provides support for Slice A+B and TA3 provides support only for slice B. With per-PLMN slice group granularity, it is impossible to have slice group that would work for all three tracking areas: If the slice group only contains only A, it cannot apply to TA3. If the slice group contains A+B, it cannot apply to TA1 and TA3. If the slice group only contains only B, it cannot apply to TA1. This means that we need groups that are matching individual slices (so we end up with likely 1:1 mapping between groups and deployed s-NSSAIs in many cases). 
[bookmark: _Hlk99106209][bookmark: _Hlk99101446][bookmark: _Hlk97768150]-	A granularity per PLMN means that slice group identifiers are unique per PLMN. This is valid even if a slice group is only used in a specific Area of Service (to support e.g., factories or other private networks slices). Therefore, per granularity per PLMN would require large slice group identifiers (e.g., 24 bits to guarantee that there is no lack of slice group identifiers in large networks), which undesirable as slice group identifiers are also transmitted SIB messages. This is one of the reasons why per TA granularity assumption supported in RAN2 by a vast majority of companies. This is also more beneficial as it does not bind one to one a slice to a group PLMN-wide, which would disclose potentially sensitive information of the support of a slice in a cell. Figure 1 below further provides background on the approach. Note that the group information is broadcast in a new SIB, which provides cell reselection information only, so it provides information on neighboring cells only. The slice group information (slice group ID) inside the sliceSpecificCellReselectionPriority is sent without any TAC for neighbor cells inside the TA (as the TAC is the one of the current cell) and for groups supported by neighbor cells that have the same interpretation as in the current cell even if they are outside the current cell TA. We do not see the need to also broadcast the TAC of neighbor cells alongside the group ID as this type of configuration is not recommended but if RAN2 wants to allow it for extra flexibility it is up to them (this does NOT impact SA2 specifications). For RRC Connection Release-provided information there would be no problem from pour standpoint to also add the TAC if some groups the RAN wants to provide have interpretation different from the one of the current cell TAC. Allowing this extra flexibility is for RAN2 to discuss.
-	the RAN 2 CRs at present assume per TA granularity and the RAN2 agreement is that a size of the group of 8 bits.
Conclusion: Progress a granularity per TA, as it enables more efficient signaling (shorter slice group identifiers) and removes the possible security concerns of broadcast slice support information.
2.	How the slice group is configured in the network
-	The slice group can be configured by O&M directly to NG-RAN and to the AMFs, but to limit O&M impacts and to make it easier to achieve a consistent configuration, if a granularity per TA is agreed, assume O&M configures NG-RAN and then NG-RAN informs AMF of per slice and TA association to slice groups. We assume the RAN knows mapping of slices to slice groups to implement the RACH and cell reselections policies based on knowledge of what slices a group represents.
Conclusion: Extend NGAP SETUP and RAN Configuration Update procedure to allow NG-RAN informing AMF of per network slice and TA association to slice groups. AMFs can then provide the information to NSSF, like it is already supported in the specifications for the support of S-NSSAIs per TA.
3.	How the slice group mapping is sent to the UE
-	it is expected the UE benefits from information not just applicable inside the RA, so it can use the information to reselect cells outside the RA. In principle if in a PLMN the Configured NSSAI slices are associated with a small enough set of groups, all of them should be provided. This information can be sent in the Registration accept message when the UE performs a MRU, so this does not create extra signalling even if it is changing based on location. The UE configuration update may e.g. be used only if the subscription changes and certain slice are added or removed (so the corresponding group information is provided) or e.g.. when the RAN changes support of slices in the RA where the UE. 
Conclusion: NAS signaling from the AMF should provide the slice group mapping information to UE according to its own polices, in a registration accept message. Only exceptionally (e.g. change of mappings or subscription) it may be provided in a UE configuration update message. 
4.	Whether a network slice can be associated with maximum one, two or multiple slice groups
-	As the slice group concept will be used for both RACH and cell reselection and these are two different independent functionalities, e.g., the priority of a network slice to get resources and access is logically different from the network slice coverage and availability. So it should be possible to have different slice-to-slice group mappings for the RACH and cell reselection.
-	The flexibility to define network slice to be associated to more than one group makes it easier to keep the slice group membership larger as constraining the UE to just use one group means that to retain flexible allocation for slices to bands in different TAs, we need a narrower membership of the group, which in turn requires advertising more groups per cell which is not good for the amount of information that needs to be advertised in the cells' SIB. Figure 1 shows the decreasing flexibility of the approaches starting from per TA granularity, >1 group per slice, to per PLMN granularity, at most 1 group per slice. Thus, it may save the number of groups advertised in SIB, but increase the size of the per UE configuration. Eventually, the cardinality of groups relevant for a UE would be similar that the case of per TA granularity.
-	if the per PLMN approach is taken with >1 reselection group for a slice, then the issue arises that we need to know where a certain group is valid if the number of such groups is large. this in turn needs to resort to same technical approach as per TA granularity (i.e., provide a UE with a configuration that is similar to the per TA granularity, i.e. relevant for the location where the UE is). This approach will allow a smaller number of groups in the PLMN but a greater number of groups per slice and therefore per UE configuration.
-	RAN2 agreement: "A slice is not associated with multiple slice groups for the same purpose within a slice to slice group mapping “granularity”. A slice can be associated at most with one slice group for RACH and with one slice group for reselection, within the same granularity”. This means in the case of PLMN-based granularity there is at most one group for cell reselection and one group for RACH. This results in lot of groups with small membership, and thus the signaling efficiency benefit of slice grouping is partially lost.
Conclusion: allow a slice to belong to at most one group per TA for RACH purposes and one group per TA for cell reselection purposes.


Figure 1: illustration of different technical approaches consequences by just using a simple example
5.	How to define priority
- 	NAS-provided network based priority: this topic is not going to be considered also in rel-18 after related eNS_ph3 objective was deprioritized, so there is no way to provide a network-based priorities among slices by means of NAS signalling to the UE in rel-17 and in rel-18.
-	it is our understanding the goal of the RAN work was to influence the RACH and the cell reselection behavior based on the intended slice (i.e. based on priorities provided by the NAS to the UE AS). However, the RAN2-defined SIB signalling already indicates cell reselection priority for each slice group. The higher the priority, the more UE attempts to camp on the cells of the frequency band indicated by the slice-specific priority, so that network indicates which frequency bands UE prioritizes when a certain group is selected to have higher priority (which is of course still dependent on radio conditions but is otherwise the same as existing cell reselection evaluation process). Hence, the RAN2 framework already allows the RAN to influence how UE prioritizes frequencies.
-	For the intended slice, the way forward for this release should be to base the relative prioritization of groups based on local information at the UE. It is up to UE which "intended slice" it considers for determining cell reselection, but otherwise it follows the cell reselection priorities it receives from network (via SIB or RRC, as RAN2 has already concluded).  
-	note: in our view this still allows the network operator to control which frequencies the UE reselects, only this is scoped to the "intended group" the UE determines is highest priority. The frequency reselection priority list per group determines the camping policies per slice group, and the operator has ample ability to load balance by changing these priorities in SIB or in dedicated signalling over time. It should be noted that an operator does not have to provide this feature if it is considered not needed for their network or in an area of the network. Also, the set of groups for which this feature applies is up to the operator: some slices may not belong to any group, and thus UEs intending to prioritize those slices will use the legacy cell reselection priorities.
-	we have noted the new Ericsson proposal at SA#95: " The NG-RAN may send network based NSAG priorities to the UE e.g. at RRC release. The NG-RAN determines the NSAG priorities based on e.g. Allowed NSSAI, RFSP and other available information at the NG-RAN. The UE uses the network based NSAG priorities for Network Slice based cell reselection until the UE NAS changes the priorities i.e. when suitable due to either of the following cases:"
-	RAN2 already discussed the merits of AS and NAS-based priorities and concluded it's better to leave the slice group definition and intended slice groups priorities to NAS. NG-RAN can already set the slice group cell reselection priorities in SIB as it wishes, and UE shall follow these when doing the cell reselection evaluation. Additionally, RAN2 has already concluded that the slice-specific cell reselection priorities can be provided in RRCRelease (i.e. the so-called "dedicated priorities" can be applied to slice-specific reselection as well), so it is possible for the RAN to have per-UE level control of the cell reselection priorities as well. Since the exact details of this discussion have not been discussed in RAN2, it's not clear what "priority" would the NG-RAN signal to the UE. Without knowing that, this proposal is problematic to us as it cannot be truly evaluated in SA2. 
Conclusion: UE determines the intended slices and relative priorities, and this drives the intended group priorities. Once the UE has selected the intended slice group, it follows the slice-specific reselection priorities signaled by the RAN, thus achieving a network-controlled behavior based on intended slice. This is supported in the RAN2 specification based on CRs from RAN#95 and this behavior should be specified normally only in one specification.
3. Proposal(s)
It is proposed to approve the multi-company CRs in [related CRs] following the conclusions above in order to drive the rel-17 work to completion. 
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