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Abstract: This contribution describes the current state regarding KI#6 and the GST parameter for simultaneous use of network slices, and derives alternative proposals regarding the way forward.
1. Discussion
1.1	Results from SA plenary and analysis
SP-210269 approved at TSG SA#91e contains an additional objective compared to the SA2 agreed WID sent for approval from SA2#143e, which allows SA2 to attempt one more cycle at concluding positively for KI#6. The objective approved at SA plenary states the following:
	"Define a subscription-based mechanism ensuring that a UE is only allowed to be registered with compatible Network Slices."
This can be decomposed as the following:
-	a subscription-based mechanism: this means that as part of the UE subscription, there is information provided from the HPLMN (UDM) that indicates the set of "compatible Network Slices".
-	ensuring that a UE is only allowed to be registered with compatible Network Slices: this refers to the Rel-15 mechanism by which the serving network (NSSF, AMF) determines the set of network slices that a UE can use (sent back in Allowed NSSAI). Here this adds that also the information provided as part of the UE subscription (in bullet 1) needs to be taken in account.
Observation 1: the WID objective expects that a mechanism between the HPLMN and the serving network provides some information related to which network slices are considered compatible for the UE.
Observation 2: the WID objective expects the serving network to provide only compatible network slices in the Allowed NSSAI.
Note that the objective does not provide more details as to how to achieve this. Notably:
-	the objective does not state which information is provided by the HPLMN to the serving network,
-	the objective does not require any change in UE behaviour, i.e. there is no requirement that the UE only asks for compatible network slices. It only focuses on the slices that the UE is finally able to use.
Observation 3: there is no requirement from the WID objective regarding the specific information that is provided between the HPLMN and the serving network.
Observation 4: there is no requirement from the WID objective that the UE shall only request compatible network slices.
NOTE:	In this document, we consistently use the terminology "HPLMN" and "serving network" to represent the respective parts of the network involved in the slice selection (resp. UDM/UDR and NSSF/AMF). In non-roaming scenarios, they all belong to the Home Network. In roaming scenarios, the serving network is the VPLMN, different from the Home network.
1.2	GSMA NG.116 "Simultaneous use of network slice" parameter support in 5GS
1.2.1	What is the GST
The WID objective is in line with the NG.116 content, which only focuses on the Generic network Slice Template, which containts "values [...] express[ing] a given set of requirements to support a network slice customer use case", and "is an input to the network slice preparation performed by the Network Slice Provider" (see NG.116 v4.0, clause 2.2).
Basically, the GST is provided by a 3rd party to an operator as a means to provide a number of requirements regarding the slice, that the operator can use for its OAM system to implement the new slice in its network (based on TS 28.541 specified in SA5 OAM).
What SA2 needs to do is to provide mechanisms between the functional entities that support the parameter described by NG.116. However, the functional entities will never themselves receive the parameters, but just the output from the OAM system.
Observation 5: GSMA NG.116 GST parameters are used as one of the inputs (but not necessarily the only one) to provision the OAM of an operator for the preparation of new network slices. The parameters themselves are not required to be used over in the functional architecture.
1.2.2	Which version of the NG.116 specification to use
Until NG.116 v4.0, published 23 November 2020, and which was the basis for the Study work in TS 23.700-40 in Rel-17, the GST parameter for "simultaneous use of the network slice" (see Annex 1 of this document) only contained a single optional value, "Simultaneous Use Class", which described how the new network slice would interact with certain other network slices.
However, in February 2021, SA2 received an LS, S2-2101048, from GSMA, sent in January 2021, indicating that they have produced a number of CRs to NG.116 that they would expect to be included (if approved) in the next release of the specification in Q2-2021. The updated version of the GST parameter can be found in Annex 2 of this document.
What are the differences ?
The new version of the GST parameter includes another optional sub-parameter called Service Category, which associates the "Simultaneous Use Class" to a certain category of users. It is thus now expected that several pairs of parameters { "Simultaneous Use Class", "Service Category" } can be provided for a given new network slice.
Which version to use ?
With the expectation that CR1058 to NG.116 will be approved, it is our understanding that the preference is to take in account the new version of the GST parameter already now, and this is our understanding of what "subscription-based" relates to in the WID objective. 
Observation 6: Based on the not-yet-published new version of GSMA NG.116, a new parameter associates the "Simultaneous Use Class" to categories of UEs ("Service Category").
1.2.3	(Not) using the GST parameter values in the functional architecture
The GST parameter "Simultaneous use of network slice" describes a number of ways that a slice can be considered "compatible" or "not compatible" with other slices.
Let us take the following 3x3 set of slices (SST=1 to 3, SD=1 to 3), with slices numbered S11 to S33 (first digit=SST, second digit=SD).


	
	SD
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	S11
	S12
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	S21
	S22
	S23

	
	S31
	S32
	S33



Applying the different Allowed Values of the parameter to S11, this would give the following compatibility possibilities:
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From this, we can draw a number of statements:
-	"Same SST" and "Same SD" leave out a number of cases ("Same SST" does not say how to handle slices with different SST values, and "Same SD" does not say how to handle slices with different SD values). The compatibility handling in this case is undefined. This may be fine if the operator does not want to specify any specific constraints with such slices, but may be an issue if it wants to do so.
-	"With None" is the only way to limit simultaneous use of slices. i.e. there is no way to limit "compatible" slices except by stating a slice is "compatible with None". For example, there is no way to state that S11 and S22 can be used together, but with none other.
-	"With Any" is the only way to require simultaneous use of slices with no common SST or SD value, i.e. there is no way to state "compatible slices" with any two existing slices, without also specifying that these slices are compatible with all other slices. For example, there is no way to state that S11 and S22 can be used together, without saying that they can be used with all other slices.
-	There is no description of what to do with conflicting statements. For example, if S11 says "Same SST", but S12 says "With None", can S11 and S12 be allowed together or not ?
We understand that the main use of the GST is for the provisioning of new network slices to the OAM. For example, provisioning a number of network slices expected to share the same SST, or to share the same SD, or provisioning an "isolated" network slice (with the clarification that this parameter is described in the newer NG.116 as "not being associated with physical or logical isolation requirements", see Annexe 2).
We see though that this is not very helpful when an operator wants to describe other scenarios, especially the relationship with existing network slices, that the operator might not want to renumber (e.g. as they may be currently in use, and may also be part of existing roaming SLAs). The number of scenarios supported by these signalling values is limited, and in some cases even ambiguous outside of a proper provisioning process.
Observation 7: The GST parameter value is only suitable for describing the relationship of not-yet provisioned network slices. It cannot adequately represent the relationship between arbitrary network slices defined by the HPLMN. It is ambiguous and does not allow a deterministic behaviour without arbitration.
1.2.4	Information to transmit between HPLMN and serving network
When the serving network is the same as the HPLMN (i.e. non-roaming scenario), we can expect that the provisioning process for network slices has taken in account all the inputs for network slice constraints including the GST parameters from those network slices described via GST.
This means that we can expect that the AMFs are configured at least to belong to all network slices marked as compatible, that the NSSF understands already that certain of the provisioned network slices cannot be allowed together with other network slices, etc, in order to be able to do a proper AMF Set selection (e.g. if A & B are explicitly marked as being compatible with each other, we expect that, in a normal situation, the NSSF/AMF configuration will allow that A & B are both meant to be selectable together).
The same expectations should exist in roaming scenarios, i.e. when the serving network is different from the HPLMN.
If the the HPLMN expect A & B to be explicitly "compatible" with each other, it should want that the serving network will map A & B to network slices in the serving network that are compatible as well in the normal scenario. In order to do that, as part of the roaming SLA for mapping slices, the fact that the HPLMN has specific "per UE category" rules needs to be taken in account. This is also required in order to understand whether the HPLMN can send specific "per UE category" rules to this serving network or not.
If the HPLMN has no expectation to have specific "per UE category" rules, but has network-wide compatibility rules, then these can be provided directly via SLA, without the need to have per UE signalling in this case, i.e. this would be the case when interacting with Rel-15/16 networks, or network that do not implement additional functionality beyond the NSSF slice selection mechanisms.
Observation 8: The need for handling "compatible slices" in roaming scenarios has to be taken in account as part of SLA negotiations. If there are no "per UE category" considerations on slice compatibility, two operators can rely simply on SLA to implement compatible network slices. 
In case "per UE category" rules are required due to the OAM configuration for network slices (including the GST parameters), then additional signalling needs to be put in place, and needs to be agreed by the SLA as well.
In that case, there are two ways we can do that, either by sending the information at UE registration explicitly (describe for this UE how slices can be used simultaneously or not) or implicitly (describe for this UE which category this UE belongs to, and the serving network derives accordingly which slices can be used simultaneously).
In the first case (explicit transmission), the UDM would provide to the AMF for each slice the list of slices they are compatible with, i.e. the list of slices with which they can be used simultaneously. This is what solution #41 in TR 23.700-40, clause 6.41, describes: each slice belongs to a number of Simultaneous Usage Groups (SUG). All the slices belonging to one SUG can be used simultaneously. Slices can belong to multiple groups, allowing combinations where S11 can be used with both S22 and S33, whereas S22 and S33 cannot be used simultaneously (i.e. the UE can choose between using S11 and S22, or S11 and S33, but not S11, S22 and S33 together). For example, this can be used when two slices are not meant to be used simultaneously, but e.g. the eMBB slice giving access to IMS and/or Internet can be used with all slices ("With Any").
In that scenario, either the SUGs for the Subscribed S-NSSAIs can be stored directly in the UDM, or the UDM can create them on the fly as part of the registration procedure, based on the subscription information (UE category).
[bookmark: _GoBack]In the second case (implicit transmission), we would only provide for the UE the UE category itself, and the serving network, based on the SLA, would derive for each slice provided as part of the UE subscription which other slices can be used simultaneously. While this is less flexible (changes to the relationship between slices need to be communicated to roaming partners), this is also closer to the spirit of the GST parameter which anyway is about provisioning of new slices — changes to many of the GST parameters of a slice would require to be communicated to roaming partners as well, so we should not require any exceptional handling for this parameter only.
In both cases, these constraints coming from the HPLMN and the corresponding SLA are taken in account in addition to the deployment constraints of the serving network, for the NSSF (or AMF) to determine the Allowed NSSAI to send back to the UE.
In both cases as well, we can also see that if the serving network does not support such signalling from the HPLMN, it is important, in order to respect the possible restrictions of simultaneous usage of network slices, to only transmit as Subscribed S-NSSAIs a set of slices that can be used simultaneously. How to determine which subset of Subscribed S-NSSAIs to transmit is based on OAM configuration and UDM implementation.
Observation 9: Transmission of restrictions of simultaneous usage of network slices can be done either explicitly (the combination of slices that can be used simultaneously) or implicitly (the UE category, which determines based on SLA which slices can be used simultaneously).
Observation 10: Both constraints received from the HPLMN (added in Rel-17) and deployment constraints (since Rel-15) are taken in account when determining the S-NSSAIs to include in the Allowed NSSAI to return to the UE.
Observation 11: If the serving network does not support the new information (defined by the SLA), and if restrictions of simultaneous usage of network slices are in place for this UE, the UDM needs to provide to the serving network only a subset of Subscribed S-NSSAIs that can be used simultaneously.
To support the two choices, two sets of CRs are being proposed as alternatives:
Proposal 1a: It is proposed to send the restrictions of simultaneous use of network slices via explicit inter-network signalling using Simultaneous Usage Groups.
Proposal 1b: It is proposed to send the restrictions of simultaneous use of network slices via implicit inter-network signalling using UE categories.
1.3	Considerations on optimisations for UE slice selection
The objective of the WID as mentioned at the beginning of this contribution does not require the UE to only request network slices that can be used simultaneously. The GST parameter itself only concerns itself with the provisioning of new network slices in the HPLMN.
Therefore, by default, there is no requirement to change the mechanisms defined in Rel-15 by which network slices can be requested by the UE, and how network slices that cannot be used simultaneously are rejected by the 5GC.
Since Rel-15, there are situations where a network slice cannot be selected together with another network slice. E.g. if AMF1 supports S11 (but not S22) and AMF2 supports S22 (but not S11), then if the UE requests {S11, S22}, the NSSF or AMF needs to choose whether to return S11 or S22 in the Allowed NSSAI. The Rel-17 additions are only adding new constraints that also have to be fulfilled for the simultaneous usage of network slices. The UE is already able to understand the rejection of network slices.
However, given that Rel-17 is adding new constraints, we could want collectively to provide additional optional mechanisms to help the UE to select from the start a combination of network slices that would be unlikely to be rejected by the serving network. For example, URSPs can be provided in such a way that certain services/application could make use of different S-NSSAIs. The UE, by comparing the options available in the URSP and from the serving network, could compose an appropriate list of requested S-NSSAIs that the serving network would support.
This optimisation is independent from the requirement to support restrictions of simultaneous use of network slices coming from the UE subscription. It could even be implemented without such a requirement of inter-network signalling (e.g. the optimisation could be provided to the UE even if the HPLMN itself does not provide restrictions, e.g. if the serving PLMN has deployment constraints to allow simultaneously certain slices), in order to improve the UE selection of slices in a scenario already existing since Rel-15.
Observation 12: UE optimisations to improve the selection of network slices that can be used simultaneously in the serving network are not required by the objective or by the GST. If any optimisation should be standardised, they should be optional.
In that respect, providing UE with additional information regarding some of the contraints, without giving the full picture, would possibly mislead the UE into selecting a combination of network slices it believes can be used simultaneously, leading to a rejection of such a combination by the AMF — this would not improve the network slice selection, on the contrary, it might reduce the ability for the UE to accesses all the services it wants (e.g. without such rules, the UE could provide all the slices it wants, leaving the NSSF to provide the best combination that can be supported in the serving network).
Observation 13: If the UE optimisation does not provide the UE with all the information regarding which slices the UE can request in the serving network, then this UE optimisation is not helping the UE, and on the contrary could lead to worse selection of network slices. Such sub-optimal optimisation should not be done.
An additional consideration that was raised was whether the UE should provide compatibility information regarding its understanding of such UE optimisation.
Such UE optimisations can only be optional, i.e. the serving network must be prepared at all times (since Rel-15 already) to receive Requested NSSAIs that cannot be completely be fulfilled. Additionally, how the UE uses such additional information is entirely up to the UE implementation. If the UE does not understand it, it can just ignore it (signalling allows for UE to ignore IEs it does not understand). If the UE understands it, it can take it in account in order to improve the selection of the S-NSSAIs in the Requested NSSAI, however, that does not prevent the NSSF from further tailoring the Allowed NSSAI (e.g. in that TA, one of the S-NSSAIs is not supported by the RAN), therefore the relationship between the UE/Requested NSSAI and AMF/Allowed NSSAI would be unchanged by this additional information provided to the UE.
As transmitting the information needs not take place more often than the sending of Configured NSSAI (as it is about the relationship of the network slices provided in the Configured NSSAI), it is an acceptable overhead.
Observation 14: UE compatibility information regarding the support of UE optimisations is not necessary.
As stated above, such UE optimisations are only optional, and are independent from the requirement to support inter-network signalling of restrictions of simultaneous use of network slices. Such optimisations, if done, would need to allow for any combination of simultaneous slice usage, as it would be a combination of constraints coming from the HPLMN and deployment constraints in the serving network. Therefore, as described in clause 1.2.3, the use of the parameter values of the GST would not be adequate. Solution #41, clause 6.41 of TR 23.700-40, describes the use of the Simultaneous Usage Groups as a companion information to the Configured NSSAI, which lists for each slice in the Configured NSSAI, the groups of slices with which it can be selected.
We are thus proposing two potential alternatives for Rel-17:
Proposal 2a: It is proposed to add signalling for UE optimisation, which provides the UE with the combination of all HPLMN and serving network constraints for slice selection, using Simultaneous Usage Groups.
Proposal 2b: It is proposed not add any UE optimisation, as it is not required by the WID objective nor by the GST parameter described in NG.116.
2. Conclusion and proposal(s)
Observation 1: the WID objective expects that a mechanism between the HPLMN and the serving network provides some information related to which network slices are considered compatible for the UE.
Observation 2: the WID objective expects the serving network to provide only compatible network slices in the Allowed NSSAI.
Observation 3: there is no requirement from the WID objective regarding the specific information that is provided between the HPLMN and the serving network.
Observation 4: there is no requirement from the WID objective that the UE shall only request compatible network slices.
Observation 5: GSMA NG.116 GST parameters are used as one of the inputs (but not necessarily the only one) to provision the OAM of an operator for the preparation of new network slices. The parameters themselves are not required to be used over in the functional architecture.
Observation 6: Based on the not-yet-published new version of GSMA NG.116, a new parameter associates the "Simultaneous Use Class" to categories of UEs ("Service Category").
Observation 7: The GST parameter value is only suitable for describing the relationship of not-yet provisioned network slices. It cannot adequately represent the relationship between arbitrary network slices defined by the HPLMN. It is ambiguous and does not allow a deterministic behaviour without arbitration.
Observation 8: The need for handling "compatible slices" in roaming scenarios has to be taken in account as part of SLA negotiations. If there are no "per UE category" considerations on slice compatibility, two operators can rely simply on SLA to implement compatible network slices. 
Observation 9: Transmission of restrictions of simultaneous usage of network slices can be done either explicitly (the combination of slices that can be used simultaneously) or implicitly (the UE category, which determines based on SLA which slices can be used simultaneously).
Observation 10: Both constraints received from the HPLMN (added in Rel-17) and deployment constraints (since Rel-15) are taken in account when determining the S-NSSAIs to include in the Allowed NSSAI to return to the UE.
Observation 11: If the serving network does not support the new information (defined by the SLA), and if restrictions of simultaneous usage of network slices are in place for this UE, the UDM needs to provide to the serving network only a subset of Subscribed S-NSSAIs that can be used simultaneously.
Observation 12: UE optimisations to improve the selection of network slices that can be used simultaneously in the serving network are not required by the objective or by the GST. If any optimisation should be standardised, they should be optional.
Observation 13: If the UE optimisation does not provide the UE with all the information regarding which slices the UE can request in the serving network, then this UE optimisation is not helping the UE, and on the contrary could lead to worse selection of network slices. Such sub-optimal optimisation should not be done.
Observation 14: UE compatibility information regarding the support of UE optimisations is not necessary.

Based on the observations above, it is proposed to decide on the two proposals below, each proposal having two alternatives to select from.

Regarding inter-network indication of restrictions of simultaneous usage of network slices:
Proposal 1a: It is proposed to send the restrictions of simultaneous use of network slices via explicit inter-network signalling using Simultaneous Usage Groups.
Proposal 1b: It is proposed to send the restrictions of simultaneous use of network slices via implicit inter-network signalling using UE categories.
Proposal 1 is independent of the conclusion of proposal 2. Depending on the alternative selected, the following CRs are proposed to be agreed by SA2:
Proposal 1a:
-	23.501 CR in S2-2102529
-	23.502 CR in S2-2102532
Proposal 1b:
-	23.501 CR in S2-2102530
-	23.502 CR in S2-2102533

Regarding possible UE optimisations to help the UE improve its selection of network slices in the serving network:
Proposal 2a: It is proposed to add signalling for UE optimisation, which provides the UE with the combination of all HPLMN and serving network constraints for slice selection, using Simultaneous Usage Groups.
Proposal 2b: It is proposed not add any UE optimisation, as it is not required by the WID objective nor by the GST parameter described in NG.116.
Proposal 2 is independent of the conclusion of proposal 1. Depending on the alternative selected, the following CRs are proposed to be agreed by SA2:
Proposal 2a:
-	23.501 CR in S2-2102531
-	23.502 CR in S2-2102534
Proposal 2b:
-	no CR is necessary for the implementation of proposal 2b.

3. Annexes
Annexe 1 — GSMA NG.116 v4.0, 23 November 2020, p.44
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Annexe 2 — GSMA NG.116 vx.x
Simultaneous use of the network slice
This attribute describes whether a network slice can be simultaneously used by a UE together with other network slices and, if so, with which other classes of network slices. The attribute is comprised of a list of Service Category Parameters with the associated Simultaneous Use Class parameter value.
If no Service Category parameters are present, all UEs in the network slice are associated with the same Simultaneous Use Class.
Note: Not including this attribute in a NEST is equal to setting it to "Can be used simultaneously with any network slice".
Note: “use of a network slice” starts from the time a UE is successfully registered with a network slice.

Note:   Simultaneous use of a network slice is not associated with physical or logical isolation requirements.
Example: 
{ Service Category = Service Category 1 , Simultaneous Use Class = " Can be used simultaneously with any network slice"}
{ Service Category = Service Category 2, Simultaneous Use Class = " Cannot be used simultaneously with any another network slice"}

Editor’s note: This attribute is FFS in 3GPP Rel17.
Simultaneous Use Class
[bookmark: _Hlk51056236]This parameter defines which class of simultaneous use applies. This may be associated with a Service Category parameter. 


	Parameters
	

	Measurement unit
	NA

	Allowed Values
	· Can be used simultaneously with any network slice
· Can be used simultaneously with any network slices with same SST value but different SD values
· Can be used simultaneously with any network slice with the same SD value but different SST value
· Cannot be used simultaneously with any other network slice
· Operator defined class

	Tags
	Character attribute / Functional



	
	

	Mandatory
	

	Conditional
	

	Optional
	X


Table 1 [bookmark: _Toc2953507][bookmark: _Toc2953508][bookmark: _Toc2953513][bookmark: _Toc2953514][bookmark: _Toc2953515][bookmark: _Toc2953516][bookmark: _Toc2953517][bookmark: _Toc2953535][bookmark: _Toc2953548][bookmark: _Toc2953549][bookmark: _Toc2953567][bookmark: _Toc2953580][bookmark: _Toc2953599][bookmark: _Toc2953612][bookmark: _Toc2953615][bookmark: _Toc2953617][bookmark: _Toc2953618][bookmark: _Toc2953620][bookmark: _Toc2953621] Simultaneous Use Class Table

Service Category
This parameter defines a service category which may be assigned to a UE. If present, it shall be associated with a Simultaneous Use Class parameter value.


	Parameters
	

	Measurement unit
	NA

	Allowed Values
	Any text identifying the service category

	Tags
	Character attribute / Functional



	Attribute Presence
	

	Mandatory
	

	Conditional
	

	Optional
	X
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3.4.25 Simultaneous use of the network slice

This attribute describes whether a network slice can be simultaneously used by device
together with other network slices and if so, with which other classes of network slices.

Note: Not including this attribute is equal to setting it to Can be used with any network
slice.

Editor’s note: This attribute is FFS in 3GPP Rel17.

Parameters

Measurement unit NA

Can be used simultaneously with any
network slice

Can be used simultaneously with any
network slices with same SST value
but different SD values

Allowed Values Can be used simultaneously with any
network slice with the same SD value
but different SST value

Cannot be used simultaneously with
any another network siice

Operator defined class

Tags Character attribute / Functional

Attribute Presence

Mandatory

Conditional
Optional X

Table 41 Simultaneous NS Table




