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Abstract of the contribution: This contribution discusses whether and how thresholds can apply to the different Steering Modes. 
Introduction

The study phase has concluded that, for the Load-Balancing steering mode, it shall be possible to apply a threshold condition which indicates whether a measured parameter is above or below a threshold.

For example, if the threshold condition "RTT < 100ms" is applied to a Load-Balancing steering mode, it indicates that traffic can be transferred on 3GPP or non-3GPP access if the measured RTT of this access is less than 100ms.

The details on how UE/UPF should act when threshold conditions are not met are however not captured in the conclusions in clause 8.1. 

There is also an open issue documented in clause 8.1: 

“To which steering modes (besides Load-Balancing) a threshold condition can be applied will be determined during the normative phase.”

This paper discusses further details for how threshold conditions are applied by UE/UPF and to what steering modes it can apply. 
Application of thresholds in UE/UPF

One topic that was discussed during the study phase (and documents in Solution #2/3 and Solution #15) was whether thresholds would be “hard” or “soft”:
- 
In case of “hard” thresholds, an access that does not meet the threshold condition (e.g. "RTT < 100ms") is considered invalid and only the other access is used (assuming it meets the threshold). When both conditions meet the threshold(s), Load Balancing with the specified weight is applied. 

- 
In case of “soft” thresholds, and an access does not meet the threshold condition (e.g. "RTT < 100ms"), the UE (or UPF) shall decrease the Load Balancing weight by an implementation specific amount. The UE and UPF may decrease the Load Balancing weight with a lower or higher amount depending on how much an access exceeds a threshold. 
With “hard” thresholds, there may be a rather abrupt change in bandwidth and potential toggling between using one access and using two accesses in case an access is close to the threshold. It is also unclear what happens if none of the accesses meet the threshold(s)

With “soft” thresholds however, the adjustment of the Load Balancing weight avoids dramatic variations of traffic throughput in case of (frequent) link status changes, enabling a gentler adaptation mechanism. There is also no issue in case none of the accesses meet the thresholds since the UE/UPF can continue to use both accesses and adjust the weight based e.g. on how far from the threshold each access performs. 
It should also be noted that ATSSS is not a QoS enforcement feature. QoS is enforced per access using existing rel-15 features (primarily in RAN). In addition, rel-16/17 ATSSS is primarily applied to non-GBR traffic. There is thus no reason for hard limits and completely disqualifying an access just because e.g. RTT or packet loss as measured by UE or UPF is above a certain level.

Observation 1: Soft thresholds gives a gentler adaptation mechanism, a better user experience and avoids the issues in case no access meets the threshold. 

What steering modes can benefit from thresholds?

When analyzing what Steering Modes can benefit from thresholds, it is useful to first agree on some principles. 
When applying threshold conditions, the UE/UPF will depart from the requested Steering Mode in the ATSSS/N4 rules (e.g. Load Balancing with fixed 20/80 ration). There is thus a potential conflict between the “intent” of the Steering Mode, and the threshold conditions. As we will see below, when applying thresholds for some Steering Modes there is actually a risk that the UE/UPF action is completely opposite to the “intent” with the Steering Mode.

A question is then what has priority; the “intent” of the Steering Mode or that thresholds are not exceeded? In our view, the “intent” of the Steering Mode should still have the priority, even when thresholds are added. Threshold fulfillment should not cause a completely opposite treatment of the traffic than what is intended by the Steering Mode. A reason for this is again that ATSSS is not a QoS enforcement feature and that only non-GBR traffic will be split. There are no strict QoS requirements that ATSSS needs to enforce.  
Observation 2: Threshold enforcement should not drive a completely opposite treatment of the traffic than what is intended by the Steering Mode.

Below we analyze each Steering Mode separately

Load Balancing with fixed weights 
The use of thresholds for Load Balancing with fixed weights has already been agreed in the study, and the type of thresholds were discussed 

Observation 3: same as Observation 1, i.e. soft thresholds are suitable for Load Balancing with fixed weights
Load Balancing with no fixed weight (“autonomous operation”)
Consider an example with default weights: 70% on access1 and 30% on access2. The UE and UPF may determine a different weight in order to optimize the achieved throughput.
-
With “hard” thresholds: If access1 does not meet a threshold, only access2 is used.


This overrides the “autonomous” operation and causes the steering mode to be “autonomous” only within a certain limit. In our understanding this goes against the intent to maximize the bandwidth. There is also the issue about what happens if no access meets the threshold.
- 
With “soft” thresholds: If access1 does not meet a threshold, UE/UPF reduces its use of access1 and increases its use of access 2. 

The use of thresholds in this case may be useful as a way to guide UE/UPF in determining a suitable weight. It can however be questioned whether thresholds really add anything. 
Observation 4: Use of thresholds with “autonomous” operation does not seem to bring much value for Load Balancing with no fixed weight. 

Active-Standby

Consider an example with access1 = Active/prio and access2 = Standby 

-
With “hard” thresholds: If access1 does not meet a threshold, only access2 is used.

This will “toggle” the active/prio access based on the threshold. The main use case of Active-Standby is to provide resiliency/fallback with a backup access. The use of threshold would however turn it into a new kind of QoS optimization mode. It therefore breaks the intent of the Active-Standby rule. It is also unclear what happens if no access meets the threshold.
-
With “soft” thresholds: If access1 does not meet a threshold, UE/UPF reduces its use of access1 and increases its use of access 2. This also breaks the intent of Active-Standby and turns it into some a load balancing steering mode. 
Observation 5: It is not suitable to use of thresholds with Active-Standby Steering Mode.
Smallest Delay

Consider an example where access1 has a smaller RTT than access2. 
In general, use of RTT threshold does not make sense for this Steering Mode since UE/UPF will anyway always use the access with smallest RTT, so if access1 does not meet RTT threshold, then access2 will also not meet it. Below the loss rate threshold is considered:
-
With “hard” thresholds: If access1 does not meet a threshold, only access2 is used.

This defeats the purpose/intent of the steering mode to use smallest RTT since now the highest RTT access will be used instead. 
-
With “soft” thresholds: It is not clear how UE/UPF should act. If access1 does not meet a threshold, would UE/UPF decide to only use access2, or start load balancing? In either case the intent of the Steering Mode would be broken. 

Observation 6: It is not suitable to use of thresholds with Smallest-Delay Steering Mode.
Priority-based

Consider an example where access1 = High prio and access2 = Low prio. 
-
With “hard” thresholds: If access1 does not meet a threshold, only access2 is used.

This defeats the purpose of the steering mode to aggregate two accesses if needed to support a higher BW. It may also result in that only the low-prio access is used even if high-prio access is available. There is also the issue about what happens if no access meets the threshold. 
-
With “soft” thresholds: If access1 does not meet a threshold, UE/UPF may start using access2 for overflow. 


The use of thresholds in this case may be useful as a way to guide UE/UPF when access1 should be seen as “congested”, to trigger UE/UPF to start using also the low-prio access. It may also help to avoid congestion on the high-prio access.
Observation 7: Soft thresholds may be suitable for Priority-based Steering Mode
Summary and conclusions
Based on the above observations, “soft” thresholds should be applied only to the following Steering Modes:
- 
Load Balancing with fixed weights

-
Priority-based

Proposal

It is proposed to update TR 23.700-93 as follows:
**** First Change ****

8.1
Conclusions for KI#1: Steering Modes

The following enhancements to the steering modes shall be specified:

1)
For the Load-Balancing steering mode:

-
The network may not provide pre-defined split percentages, in which case the UE and the UPF can freely and independently decide how to split the traffic across the two accesses.

NOTE 1:
The above bullet covers the "autonomous" steering mode defined in Solution #2. Whether and how to provide an initial weight factors for two accesses are to be decided during normative work.

2)
For all steering modes that will be considered in the normative phase:

-
The network may provide a UE-assistance indication, which indicates that (a) the UE can decide how to distribute the UL traffic based on its internal state (e.g., battery level), and (b) the UE can request from UPF to apply the same distribution for the DL traffic, and the UPF can take the UE's request into account when deciding the DL transmission traffic distribution.
-
The UE requests from UPF to apply the same distribution for the DL traffic by using the PMF protocol, if available, or another mechanism, if the PMF protocol is not available. This other mechanism will be determined during the normative phase of the work.
3)
For the Load-Balancing steering mode with fixed weights, and Priority-based steering mode:
-
It shall be possible to apply a threshold condition, which indicates whether a measured parameter is above or below a threshold.

-
A threshold condition specifies details about how the steering mode should be applied. For example, if the threshold condition "RTT < 100ms" is applied to a Load-Balancing steering mode, it indicates that traffic can be transferred on 3GPP or non-3GPP access if the measured RTT of this access is less than 100ms.

-
The measured parameter in a threshold condition may include (a) the RTT (derived from PDB) and (b) the Packet Loss Rate (derived from the Maximum Packet Loss Rate (MPLR) or the PER).

-
The threshold conditions will be the same for both 3GPP and non-3GPP accesses since QoS requirements are per SDF/service.
- 
For the thresholds considered as “soft” thresholds, UE (and UPF) can continue to use an access that does not meet a threshold but should reduce its use of that access by an implementation specific amount. For the thresholds considered as “non-soft” thresholds, UE (and UPF) shall not use an access that does not meet a threshold.
NOTE 2:
During the normative phase it will be decided if the Jitter can also be included in a threshold condition.
4)
The PMF protocol shall be enhanced to support RTT and Packet Loss Rate measurements per QoS flow.

**** End of Changes ****
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