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1. Discussion
This document provides a list of considerations / proposals that aim to conclude the remaining issues associated with the PMF procedures between the UE and UPF.
1. RTT measurements per QoS flow shall not be supported in Rel-16 for the following reason.

a. 
The only condition that triggers RTT measurements is an ATSSS rule with Steering Mode = "Smallest Delay", such as the following:

i. Traffic descriptor: App-Id = App-1
ii. Access Selection Descriptor: Steering Mode = "Smallest Delay"

b. 
The above ATSSS rule means "send the traffic of App-1 over the access with the smallest delay". 

c. 
In order to estimate the delay over both accesses, we should (ideally) send the RTT measurement messages on the same QoS flow as the QoS flow used for the traffic of App-1. 
i. But, how can the PMF layer know the QoS flow used for the traffic of App-1? And, what happens when the traffic of App-1 is sent over several different QoS flows? 
ii. Even if the PMF layer knows about the various QoS flows for App-1, performing RTT measurements across many QoS flows in the absence of the actual traffic from App-1 is a waste of resources and it does not scale well. However, the lack of RTT measurement information at the time App-1 generates traffic means that a default access needs to be chosen. Who gets to determine this default access (the UE could use its past knowledge but it may conflict with the network-specified rule).
d. 
The above questions are difficult to be addressed in the context of Rel-16. That’s why we propose to leave them for-further-study in Rel-17. In Rel-16, we can assume that RTT measurements are conducted over a single QoS flow (e.g. over the default QoS flow). 
e. 
Note that estimating an accurate RTT value is not important. What is important is to estimate if the traffic of App-1 would experience less delay over 3GPP access or over non-3GPP access. It seems reasonable to assume that if we measure the RTT over the default QoS flow, and we find that the RTT over 3GPP access is smaller, then the expected RTT over a different QoS flow would also be smaller over 3GPP access. 
2. A Performance Measurement Functionality (PMF) shall be supported in the UE and in the UPF, when the ATSSS-LL steering functionality is enabled for the MA PDU Session. The PMF in the UE and the PMF in UPF shall communicate over the user plane by using a PMF protocol that will be defined by stage-3.
a. 
If only the MPTCP steering functionality is enabled for the MA PDU Session, then no PMF is required in the UE and in the UPF. 

3. The PMF in the UE shall be able to (a) obtain RTT measurements on each access of the MA PDU Session and to (b) report when an access becomes unavailable / available in the UE. The PMF in the UPF shall be able to (a) obtain its own RTT measurements on each access of the MA PDU Session and to (b) apply the "access available / unavailable" reports received from the UE.
4. For an MA PDU Session with type "Ethernet"

a. 
The PMF layer operates on top of Ethernet

b. 
The Measurements Assistance Information includes two MAC addresses of the PMF in UPF, one associated with 3GPP access and another associated with non-3GPP access. 

c. 
All PMF messages shall be encapsulated within Ethernet frames and shall use a pre-defined EtherType.
d. 
The UE shall send PMF messages to UPF over an access by using as destination the MAC address associated with this access.

e. 
The PMF layer shall implement its own method to calculate the average RTT over each access. This method shall be specified by stage-3.
5. For an MA PDU Session with type "IPv4" or "IPv6" or "IPv4v6"
a. 
The PMF layer operates on top of TCP/IP or on top of UDP/IP. TCP or UDP is still FFS.
b. 
The Measurements Assistance Information includes (a) the IP address and (b) the TCP/UDP port of the PMF in UPF.
c. 
In case of TCP/IP, the UE shall establish two TCP connections to UPF: one over 3GPP access towards the <IP address>:<TCP port> and another over non-3GPP access towards the <IP address>:<TCP port+1>. The UE and the UPF shall exchange all PMF messages via these two TCP connections.
d. 
In case of UDP/IP, the UE shall establish two UDP sessions to UPF: one over 3GPP access towards the <IP address>:<UDP port> and another over non-3GPP access towards the <IP address>:<UDP port+1>. The purpose of a UDP session is to inform the UPF of the UDP port over which the UE listens for incoming PMF messages. 
e. 
All PMF messages shall be encapsulated within TCP segments or UDP datagrams.
f. 
In case of UDP/IP, the PMF layer shall implement its own method (defined in bullet 4e above) to calculate the average RTT over each access.
g. 
In case of TCP/IP, the PMF layer does not need to implement its own method for RTT estimation but it can obtain the average RTT for each access from the underlying TCP layer via existing APIs.

6. For an MA PDU Session with type "Unstructured”

a. 
In Rel-16, the PMF layer shall not be used. Thus, no RTT measurements and no access-status reports will be supported.

7. The details of the PMF messages and the PMF procedures shall be defined by stage-3 and shall be independent of the underlying transport (Ethernet or TCP/IP). 
a. 
For the stage-2 point of view, the following PMF messages shall be supported: 

i. PMF-Echo Request and PMF-Echo Response, for RTT measurements; and 

ii. PMF-Access Report for reporting access availability / unavailability from the UE.
8. To prevent spoofing, PMF messages sent between UE and UPF should be trusted. The mechanisms for establishing trust (e.g. mutual authentication, etc.) shall be defined by SA3.
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