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1
Introduction
At past meetings some discussion has emerged on the need to take a closer look, for the case of Delay Critical GBR 5QIs, on the enforcement of MDBV and MFBR parameters. This paper attempts to conclude on this topic so we have a stable view on how to deliver predictably and efficiently a delay critical GBR service in the 5GS.
2
MDBV enforcement
For the purpose of the discussion below, this is the definition of MDBV we consider from TS 23.501:
Maximum Data Burst Volume denotes the largest amount of data that the 5G-AN is required to serve within a period of 5G-AN PDB (i.e. 5G-AN part of the PDB).

This means that if the 5G-AN is required to transmit more data for a QoS flow, it may not be able to meet the PDB, hence the PER count would increase. There may be a couple of reasons why the 5G-AN (Note this may be the 3GPP or a non 3GPP Access as the solution should be access agnostic).cannot make it: 

1) The 5G-AN physical resources cannot accommodate more data within the PDB (i.e. the service reaches the limits of the 5G-AN abilities to carry bits for a UE within the PDB). 
2) The 5G-AN has self-imposed limitations so it can serve also other competing traffic and deliver service economically, in a shared network where many UEs and many flows per UE contend for network resources so they can get transmission opportunities from the 5G-AN scheduler.
For the point 1, it is not possible to exceed the MDBV due to physical limitations. This obviously poses “physical restrictions” to the MDBV that cannot be overcome, hence it is implicit that the MDBV cannot be exceeded.
For this reason, the discussion here will focus on the latter case, i.e. the case where in principle there is the theoretical possibility to meet the PDB while allowing the UE to use more resources than MBDV within the PDB timeframe (e.g. in theory in the UL the UE could give a QF using a delay critical 5QI more resources than the MDBV within a PDB time if the 5G-AN has provided the UE with a resources allowing to use 5G-AN resource more than the MBDV for a duration <=PDB). 
This is the problem statement:

· Whether a QoS flow that selects a Delay critical GBR service which is characterized by (MDBV, MFBR, GFBR, Averaging Window etc.) should be allowed to send traffic within a PDB time greater than the MDBV.

· If yes, then what is the system impact and the resulting guarantee on service if exceeding the MDBV is allowed.
· In UL

· In DL

The assumptions underlying this paper are linked to the current system behaviour and heterogenous traffic mix:

1. The UL resources are assigned per UE, in the general case (although in 3GPP access it is possible to restrict logical channels to use RAN controlled resources), so the 5G-AN may not achieve full control of the resources per QoS Flow in UL when more than one QoS flow is used if the granularity of control needed is smaller than what the %G-AN can achieve.
2. So, for generality we will assume that there can be competing Delay critical GBR traffic for the same UE and not only for other UEs

The starting point of the discussion is:

If we respect the MBDV, by definition the system commits to deliver the “promised” service level within the PER targets and PDB targets. 
We now have to consider what benefit the network or end user stand to enjoy by a different paradigm where exceeding the MDBV within the PDB timeframe is allowed. If the benefits are not identified then there is little point to not require strict policing of MDBV as there is no clear reason to support sending traffic in excess of the MDBV in a PDB period which could be enjoyed the 5G-AN.

Let us consider this from a non-technical standpoint first:
The case for existence of the liberal behaviour on MDBV is associated to applications that are happy to accept a statistically lower quality of service than the 5QI they have selected would normally provide, i.e. the application is happy to gamble that the excess burstiness can be absorbed by the system within acceptable PER bounds (even if in excess of the selected 5QI PER) while delivering acceptable latency even if in excess of the PDB. The exact network behaviour cannot be predicted as in principle the network may discard all the excess traffic for the QoS flow exceeding the MBDV and not complying with the QoS contract assumed by selecting the 5QI. So, this type of application would not really need a delay critical 5QI in the first place, but maybe something else. So, to start with, the existence case of the need to exceed the MDBV within a PDB timeframe is not clear as these applications are tolerant to an undetermined latency and loss rate on the aggregate of the traffic sent when the MBDV is exceeded (i.e. the whole packet may be lost or delayed or, if the burst is more than one packet, there is no real way for the application to know which packets will be discarded or delayed in the burs, nor, if delayed, by how long)
From a network standpoint:

· For UL: Considering a 3GPP Access case:

Case 1) The RAN assigns resources using logical channel restrictions for the DRB: the RAN is not likely to statically assign resources in excess of the contract. So the UE would not get scheduled resources in excess of the contract by definition. This means the MDBV is enforced UL as the DRB will not get more resources than needed to serve the MDBV within the PDB.

Case 2) The RAN allows handling of multiple DRBs competing for resources in shared resources subject to scheduling per UE. If the UE does not enforce the MBDV UL when there is competing traffic that also has data to transmit as reported in BSRs, then it is hard for the RAN to predict the right amount of resources to provide in the GRANT as the size of the data burst is not controlled by the RAN so if the queue for the higher priority 5QI associated to a delay critical 5QI keeps filling up, the UE may preferentially serve this unless the burst limitation is applied in the UE for the Delay critical QoS flow. Note that the PBR associated to other competing Delay critical flows in the LCG may not help in principle as the PBR per se may not be sufficient to meet the PDB (also the time scale of the window used for PBR of competing flows may be greater than the PDB of competing flows). Also, the PBR may be used to provide the GFBR, and not really to allot the resources needed to serve bursts. In summary, it seems that the current RAN design may face problem when competing DRBs supporting Delay critical 5QIs are served in this fashion. The option to always serve Delay critical DRBs by logical channel restrictions may be explored, but there seems to be no justification to allocate to the DRB for Delay critical 5QIs more resources than needed to serve the MDBV within the PDB. If the RAN did that, then it would admit to the system non-compliant traffic to be handled or over-allocate resources if the source is compliant (both seem non desirable outcomes).
· For DL: if a DL packet or sequence of packets exceeds the MDBV within the PDB, then two cases exist:

1) The lower layers interrupts (and discards) or delays the burst transmission and packet overall latency is not met if there is competing traffic (so the PER is impacted)

2) Occasionally the RAN may be able to accommodate a higher amount of DL resources, but is his not guaranteed to be possible at all times and so the statistical behaviour would be acceptable by applications only if there was lower utilization (i.e. higher barriers to admission of QoS flows requesting the delay critical service). So, the only way to engineer a PER at a given latency target without strict MDBV control would require admission of a smaller number of flows to enjoy the delay critical service than otherwise possible.  This is quite intuitive: if the allocated cell capacity for DL to serve a Delay critical 5QI allows admitting e.g. 40 QoS flows at 160 octets MDBV within a 5 ms PDB, if the flows instead generate traffic at 320 octets size, the number of flows that can be served is bound to roughly halve (assuming there are no radio bounds that would prevent serving flows at that rate). 
Observation #1: from a user standpoint there is little incentive to not meet the burstiness constraints unless the user is ready to accept non- predictable loss and latency, which calls into question why the application would select a delay critical 5QI in the first place.
Observation #2: from a network standpoint there is no incentive to be liberal on MBDV as this drives low utilization (if the PER and PDB are still committed), or, which is worse, no ways to deliver on service commitment.
Observation #3: The MBDV enforcement UL and DL is important to predictable and efficient provisioning of the Delay Critical service.
Proposal#1 it is proposed that since there is no incentive to exceed the MDBV nor the network can deliver a predictable service if the MDBV is not enforced, that the MDBV is strictly enforced by the system in UL (in the UE and 5G-AN) and DL in the 5G-AN and optionally in the UPF.

3
MFBR enforcement
It is currently defined in TS 23.501 that:
A: The Averaging window is defined only for GBR QoS Flows. The Averaging window represents the duration over which the GFBR and MFBR shall be calculated (e.g. (R)AN, UPF, UE)

It is also stated that:
B: The GFBR denotes the bit rate that is guaranteed to be provided by the network to a GBR and Delay Critical GBR QoS Flow, over the Averaging Time Window. The MFBR limits the bit rate that is expected by a GBR QoS Flow (e.g. excess traffic may get discarded or delayed by a rate shaping or policing function at the UE, RAN, UPF).

For the delay critical GBR case we observe that:
C : For a delay critical GBR QoS flows, a packet delayed more than PDB is counted as lost if the transmitted data burst is less than Maximum Data Burst Volume within the period of PDB, the QoS flow is not exceeding the GFBR.
So, we can derive a number of considerations from the above:
The first is the following

If we need to say that the transmitted data bursts are smaller than the MBDV to meet PER and PDB, as per C) and proposal #1, then, inside the PDB time window, FBR*PDB <=MDBV, i.e.

FBR <= MDBV/PDB (*)
This is to say that over the PDB time period the average Flow bit rate cannot exceed MDVB/PDB, for the service commitment in terms of PER and PDB needs to be met.
Then if we want that the MFBR enforcement results in compliance to the GFBR constraint over the GFBR time window (as per C) ), we cannot just enforce the MFBR>GFBR over the same AW as traffic sent at the MFBR would result in no guarantee of meeting the PDB based on C), i.e. the end use experience would be not predictable if it sources traffic exceeding the GFBR over the AW. 
OBSERVATION 1: if the rate limitation of MFBR >GFBR has to allow also the GFBR constraint in C) to be met, and MFBR> GFBR, the MFBR averaging time window needs to be constrained to be different. 
If Observation 1 is not followed, then we have:

MFBR*AW > GFBR*AW when MFBR>GFBR, which means that before the MFBR enforcement takes place, the GFBR enforcement has already kicked in. And therefore, enforcing the MFBR is needless at a shaper/policer needed to deliver compliant traffic, as the GFBR enforcement prevails.

OBSERVATION 2: MFBR enforcement is a null function when GFBR enforcement is applied over the same time window to meet the PDB for a Delay critical GBR flow, as per point C) above.

Pictorially, this is what happens (see figure 1), where it is shown the QoS flow traffic rate over time and the non-compliant traffic to GFBR is identified by light red shading. This shows that while the MFBR is compliant, the GFBR is non-compliant. So the MFBR enforcement is needless as GFBR is enforced at the same time to be able to meet the delay critical service targets.
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Figure 1: Enforcement of MFBR on same timescale as GFBR (common AW case): the MFBR enforcement is needless if the flow needs to comply to GFBR. Note: the area defined by GFBR*GFBR window (data related to black line traffic) is the total traffic the network commits to serve while delivering the PDB. This area is exceeded by the RED Line traffic profile when the light red shading appear in the timeline. All traffic in red shaded area could be delayed or discarded by the GFBR enforcement.
Note that for delay critical services where the importance of reliable data transmission is also implied by the PER expectations, a behaviour as we defined in EPS for adaptive codecs where the network guarantees the GBR then any data in excess is served on a best effort basis is not considered appropriate. If this was the semantic for delay critical also then the tight latency and PER requirements seem to be contradictory, unless there was a clear demarcation of the traffic that the USER was happy for the network to discard or delay. However, this layered handling has not been proposed in the context of the URLLC services and all data is assumed to be critical and important to be delivered on time, so compliance of the QoS flow to the GFBR over the AW is seen as essential to deliver a deterministic behaviour for the end users.

For this reason, we need to be very precise on the concept of MFBR enforcement for delay critical services (assuming MFBR >GFBR is allowed!). The MFBR enforcement, which shall allow for the burstiness to be also absorbed, is kicking in before GFBR enforcement applies. This results in a nested enforcement of traffic where MFBR enforcement kicks in first, while GFBR enforcement applies on a longer timescale.
For the MFBR enforcement to not be needless over the AW, we need in fact to define a AWm over which the MFBR is enforced that needs to obey to the following constraint, so that the traffic volume over which MFBR enforcement applies is smaller or equal to the traffic volume over which GFBR enforcement applies:

MFBR*AWm <= GFBR*AW

This is to say that we enforce the MFBR till the above holds true over a sliding AWm.  When this does not hold true then the GFBR enforcement is anyhow taking place and there is clearly no more need of MFBR enforcement.
With the above we then get:

AWm <= AW* (GFBR/MFBR) (1)
This shows we need a shorter time window for MFBR enforcement to also meet the GFBR enforcement. Note that when MFBR*AWm = GFBR*AW, the MFBR enforcement is no longer effective and so not needed to meet the PDB as it is redundant with GFBR policing, so really if we need to have effective maximum rate policing we need to consider smaller timescales than the one in (1) where the = condition applies. To prove this, the figures here below show that when we choose AWm = AW*GFBR/MFBR, and flows that are tightly compliant to MFBR. For these flows there is no spare data volume left (as shown in figure 2) so compliant flow is not sending any traffic within the rest of the AW. In figure 3, the red flow is not compliant to GFBR enforcement and so the MFBR enforcement has ceased to be relevant for it.. 
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Figure 2. A compliant set of flows (green and red) to GFBR and MFBR enforcement with                 AWm = AW*GFBR/MFBR
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Figure 3. Red flow fails GFBR enforcement after ( AWm = AW*GFBR/MFBR)
So really an effective rate control that was useful should choose a quite smaller window AWm than AW*GFBR/MFBR so the enforcement of the rate is allowing for tighter control of the MFBR.
It is now in order to assess if we need to have a lower bound for the AWm, after having found an upper bound:

Since the Delay critical flow needs to be able to transmit at least the MDBV over the PDB, it also follows that this must be compliant traffic also for the MFBR (and by reflection GFBR) enforcement. Therefore, this constraint also holds true:

MFBR*AWm >= MDBV     ( AWm > =MDBV/MFBR. (2)
We therefore have:

MDBV/MFBR <= AWm <= AW*GFBR/MFBR. (**)
This is also intuitive as it implies:

MBDV <= AWm*MFBR <= AW*GFBR

i.e.  the data burst allowed is smaller or equal to the data sent at maximum rate (MFBR) which is smaller  or equal to the data sent at the rate the network can sustain (GFBR).

It is also interesting to note that if we set the MFBR = MDBV/PDB, i.e. we enforce AWm = PDB then (**) becomes
PDB <= AW*GFBR*PDB/MDBV ( AW*GFBR/MDBV >= 1 ( AW >= MDBV/GFBR.
Proposal#2: For Delay Critical QoS flows, the Averaging window for MFBR is defined by (**) if we allowed MFBR> GFBR
4
Conclusions

Proposal#1: The MDBV is strictly enforced by the system in UL in the UE and the 5G-AN and DL in the 5G-AN and optionally in the UPF.

i.e., inside a PDB time window: FBR <= MDBV/PDB 
So the network has an upper bound for the rate required to handle bursts within a PDB time window = MBDV/PDB.
Proposal#2: For Delay Critical Flows the Averaging window for MFBR enforcement (if MFBR >GFBR is allowed) is defined by
MDBV/MFBR <= AWm <= AW*GFBR/MFBR. 

It is also proposed to agree the related CR in S2-183402
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