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1
Introduction
The following Editor’s notes are present in clause 8.2 related to Reflective QoS:
Editor's note:
It is FFS whether Reflective QoS indication is signalled via C-plane or inband.
Editor's note:
It is FFS whether derived QoS rules (derived via Reflective QoS) have higher or lower precedence order compared to signalled QoS rules.
Editor's note:
It is FFS whether Reflective QoS can also be used for GBR service data flows.
It is proposed here to address them one by one.

2
(De)activation of Reflective QoS

SA2#117 could not agree whether (de)activation of reflective QoS could be signalled using Control plane (NG1) or in-band (NG3). Before making a way forward suggestion, we would like to clarify the need for selective (de)activation of Reflective QoS and the implications of either of the two approaches.

We assume that Reflective QoS is not needed for all traffic, either because the traffic is asymmetric by nature (e.g. video streaming) or because it may be impossible to apply (e.g. SDF changing QoS on per-packet basis).
Take video streaming as an example of asymmetric traffic: assuming that the streaming client and server reside in the UE and the network, respectively, the downlink packet flow is a continuous sequence of media packets, whereas the uplink packets are sent occasionally in the form of HTTP commands. Intuitively one may argue that the QoS applied to a media stream need not be the same as the QoS applied for intermittent HTTP commands.

Another example is where the mobile operator has an SLA with a 3rd party content provider allowing the latter to do per-packet marking on NG6, in order to discriminate low-priority traffic from normal-priority traffic (it is assumed that the media content is encrypted, which is why only the 3rd party content provider is able to do such marking). The mobile operator’s network then maps the DL packets using 3GPP QoS markings before forwarding them on NG9/NG3. If UE were to apply Reflective QoS for this scenario, it would be confused as to which QoS to apply in UL, given that the QoS associated with the same 5-tuple in the DL traffic is varying over time according to an application-layer logic that is not visible at the lower layers in the UE.
Now, assuming that Reflective QoS needs to be (de)activated for specific traffic, the following two options exist: 1) in-band signalling, and 2) C-plane signalling.

The in-band signalling option is straightforward. It assumes that the UPF terminating NG6 adds an indication whether Reflective QoS should be applied on per-packet basis. This indication is carried on NG9 and NG3 in the encapsulation header and it is assumed that RAN will define a means to further convey this indication to the UE.
The C-plane signalling option in our understanding consists in using “twin” QoS Flows. For example, let’s assume that QoS markings in the ranges (1-10) and (11-20) are reserved for A-type and B-type markings respectively. Next let’s assume that traffic associated with QoS marking #7 (A-type) consists of SDFs that are subject to Reflective QoS, as well as SDFs that are not. To support both types of traffic flows, the system creates a “twin” QoS Flow of B-type (say #17), that has exactly the same QoS characteristics as flow #7, the only difference being that QoS Flow #7 will be used for traffic that does not need Reflective QoS, whereas QoS Flow #17 will be used for traffic that requires it. When sending a DL packet on NG3/NG9, the UPF terminating NG6 needs to decide whether to tag the packet as #7 or #17, and this information is conveyed all the way down to the UE.
In both approaches the UE knows on per-packet basis whether it should create an implicit QoS rule or not. In the in-band approach the information is conveyed in the U-plane packet itself, whereas in the C-plane option the information is associated with the QoS Flow (e.g. #7 vs #17) on which the packet arrives.
In summary, the in-band approach requires transport of 1 bit of information on per-packet basis, whereas the C-plane approach results in doubling of QoS Flows (in situations where traffic requiring and not requiring Reflective QoS need to be handled with the same QoS).
While it is difficult to compare apples with oranges, given that the types of resources used in the two approaches are very different, we prefer the in-band signalling approach because it is very simple and straight-forward to understand and implement. In our understanding, it is impossible to determine ahead of time whether the traffic associated with specific pre-authorised QoS rule will be subject to Reflective QoS or not, which in our understanding implies that all pre-authorised QoS rules would have to be doubled upon PDU Session establishment in order to prepare for the unknown, should the C-plane approach be used.

Proposal 1: It is proposed to adopt the in-band approach for (de)activation of Reflective QoS.

3
Precedence order

In the previous meeting there was a proposal stating that QoS rules derived via Reflective QoS have lower precedence order compared to any explicitly signalled QoS rule, with the exception of the Default QoS rule (see S2-165835). On the other hand there was also a proposal stating the opposite (S2-165648).
To be on the safe side, it is proposed here to allow both by indicating in the explicitly signalled QoS rule whether it should rank higher or lower than QoS rules derived via Reflective QoS.

For instance, assuming that precedence order is indicated on a 1-100 scale (lower number indicates lower precedence order), Default QoS rule can be assigned the 1 value, and the derived QoS rules can be assigned the 50 value. The signalled QoS rules can then rank anywhere in the (2-49) range or (51-100) range, depending whether they rank higher or lower than the derived QoS rules.

Proposal 2: It is proposed to indicate in the signalled QoS rule whether it ranks higher or lower than derived QoS rules. All derived QoS rules have the same precedence order.

4
Applicability to GBR

It was agreed that C-plane signalling is needed to support GBR service data flows. In other words, GBR service data flows are mapped on QoS Flows of B-type.

The main objective of Reflective QoS was to avoid C-plane signalling and was primarily intended for QoS Flows of A-type.

On the other hand, there is no reason to preclude the use of Reflective QoS for QoS Flows of B-type in general, and for QoS Flows of GBR type in particular. The previous section of this paper describes how the precedence order can be determined for QoS rules on PDU Session level i.e. regardless of the QoS Flow type.
It is proposed to not allow the use of Reflective QoS for GBR traffic.

Proposal 3: It is proposed to allow the use of Reflective QoS for GBR traffic.

5
Proposal

It is proposed to include the following text for inclusion in TR 23.799.
####################### START CHANGES IN TR 23.799  ##########################

8.2
Interim Agreements on Key Issue #2: QoS framework

Interim agreements for Key issue #2 QoS framework are as follows:

1a.
Support Reflective QoS over RAN under control of the network. The network decides on the QoS to apply on the DL traffic and the UE reflects the DL QoS to the associated UL traffic. When the UE receives a DL packet for which reflective QoS should be applied, the UE creates a new derived QoS rule. The packet filter in the derived QoS rule is derived from the (i.e. the header of the) DL packet. For traffic that is subject to Reflective QoS the UL packet gets the same QoS treatment as the reflected DL packet. It shall be possible to apply Reflective QoS and non-reflective QoS on the same PDU session. Reflective QoS indication is signalled in-band on per-packet basis. All QoS rules derived via Reflective QoS have the same precedence order. The explicitly signalled QoS rules can have higher or lower precedence order compared to derived QoS rules.


Editor's note:
It is FFS whether Reflective QoS can be applied for every access network connecting to the NG Core.
1b
Reflective QoS can be used for non-GBR service data flows.


2.
U-plane marking for QoS is carried in encapsulation header on NG3 i.e. without any changes to the e2e packet header.

3a.
A default QoS rule shall be provided at PDU Session establishment to UE.Pre-authorised QoS rules may be provided at PDU Session establishment to UE.
NOTE 1:
A pre-authorised QoS rule is any QoS rule (different from the Default QoS rule) provided at PDU Session establishment.
Editor's note:
QoS related signalling to the UE for non-3GPP access is FFS.

3b.
The NAS-level QoS profiles of the QoS rules provided at PDU Session establishment to the UE shall also be provided at PDU Session establishment to the RAN using NG2 signalling. QoS rules can be provided at PDU Session establishment to a NG AN based on non-3GPP access (e.g. depending on access capabilities) using NG2 signalling.
Editor's note:
It is FFS whether RAN needs to be aware which QoS rule is the Default QoS rule.

3c.
QoS rule consists of NAS-level QoS profile (A- or B-type), packet filters and precedence order.

3d.
To a UE connected via NG RAN based on 3GPP access, the signalled QoS rules are provided using NG1 signalling. To a UE connected via NG AN based on non-3GPP access, the signalled QoS rules may be provided using NG1 signalling.

NOTE 2:
In this release it is assumed that UEs that access the NextGen CN over non-3GPP access utilise the 3GPP NAS signalling.

Editor's note:
The bullet 3d above is the working assumption made by SA2 and can be reviewed in case RAN groups identify a scenario where AS awareness of packet filters is required.
4.
GBR SDF shall be supported in the NextGen System and QoS Flow-specific QoS signalling via the C-plane is needed for GBR SDF.

5.
NG2 signalling related to QoS, outside of PDU Session establishment, corresponding to a pre-authorised QoS rule should be minimised for initiation, modification or termination of SDFs with no GBR requirements.

Editor's note:
This is target for SA2, but the feasibility needs to be confirmed by RAN WG.

Editor's note:
NG2 QoS related signalling for non-3GPP access is FFS.

6.
NG1 signalling related to QoS, outside of PDU Session establishment, corresponding to a pre-authorised QoS rule should be minimised for initiation, modification or termination of SDFs with no GBR requirements.
Editor's note:
NG1 QoS related signalling for non-3GPP access is FFS.
7a.
For the purpose of subscription and service differentiation, enforcement of Max bit rate limits in UL and DL per Service Data Flow (SDF) shall be done in a CN_UP, being a trusted point of enforcement in the network. Rate limit enforcement per PDU session applies for flows that do not require guaranteed flow bit rate.
7b.
Max bit rate limit (MBR) in UL and DL per PDU session is enforced in CN_UP for flows that do not require guaranteed flow bit rate. For multi-homed PDU session, the PDU session MBR is enforced in each UPFs terminating the NG6 interface . The enforcement is done separately by each of these UPFs.
Editor's note:
It is FFS which type of flows the CN_UP applies "per SDF", "per PDU session" rate limitation on. It is FFS whether additional rate limit enforcement functionality is needed in the UP function.
NOTE 3:
AMBR per DN name is not supported.
8.
The AN shall enforce Max bit rate limit in UL and DL per UE for flows that do not require guaranteed flow bit rate.
Editor's note:
It is FFS which type of flows the AN applies rate limitation on.
Editor's note:
How to handle UL rate limitation per UE when the UE has access over non-3GPP AN and when the UE has access over multiple ANs including 3GPP and non-3GPP ANs is FFS

Editor's note:
UL Rate limitation requirements for the UE is FFS.
9.
QoS Flow is the finest granularity for QoS treatment in the NG System. User plane traffic with the same NG3 marking value within a PDU session correspond to a QoS flow.
10.1.1.
In the downlink the (R)AN binds QoS Flows onto access-specific resources based on the NG3 marking and the corresponding QoS characteristics provided via NG2 signalling, also taking into account the NG3 tunnel associated with the downlink packet. Packet filters are not used for binding of QoS Flows onto access-specific resources in (R)AN.
10.1.2.
When passing an UL packet from (R)AN to CN, the RAN determines the NG3 QoS marking and selects the NG3 tunnel based on information received from the Access Stratum.
NOTE 4:
How RAN maps QoS flows onto access-specific resources based on the NG3 marking is up to RAN WGs to decide.
10.2.1.
At the upper layers the UE matches the uplink packet to a QoS rule and binds the uplink packet to the NAS-level QoS profile (A- or B-type) of this QoS rule (explicitly signalled or implicitly derived via reflective QoS).
10.2.2.
When passing an UL packet from the upper layers to AS in the UE, the upper layers indicate to AS the NAS-level QoS profile (via the corresponding QoS marking), including information allowing the AS to identify the PDU Session.

10.2.3.
Conversely, when passing a DL packet from AS to the proper upper layer instance in the UE, it is the AS's responsibility to select the proper upper layer instance corresponding to the PDU Session. The AS also indicates the NAS-level QoS profile (via the corresponding QoS marking) to the upper layer instance.

NOTE 5:
The two bullets above do not make any assumption on the need for U-plane marking from RAN to the UE. That is up to RAN2 decision.

10.2.4.
For QoS-aware applications that use DSCP marking to indicate the requested QoS in the IP packet, a packet filter including the DSCP marking in the QoS rules provided by the CN_CP may be used for the purpose of binding to a specific QoS marking.
Editor's note:
It is FFS how to prevent potential abuse of DSCP marking by the applications in the UE (e.g. applications in the UE always using the highest DSCP marking).
10.3.
In case RAN decides that there is flexible (e.g. other than 1:1) mapping between NAS-level QoS profile and AS-level QoS, this mapping is transparent to the upper layers and has no impact on the NG3 marking. It is assumed that the access stratum will comply with the QoS characteristics associated with the NAS-level QoS profile.
NOTE 6:
It is up to RAN to define the AS-level QoS of DRBs and how uplink and downlink packets (with the associated QoS profile (A- or B-type) and the associated PDU Session information) are mapped to DRBs. It is noted that SA2 does not specify APIs between the upper layers and the AS. The use of terms such as "passing between upper layers and AS" is there only to clarify the responsibilities between SA2 and RAN2.
11.
Some User plane QoS markings are scalar values that have standardized QoS characteristics (referred to as A-type QoS profile).
12.
Some User plane QoS markings are scalar values that point to dynamic QoS parameters signalled over NG2 (referred to as B-type QoS profile).
NOTE 7:
The value of the QoS marking indicates the type of associated QoS profile (A- or B-type).
13.
QoS parameters may include the following:

a.
Maximum Flow Bit Rate.
b.
Guaranteed Flow Bit Rate.
c.
Priority level.
d.
Packet Delay Budget.
e.
Packet Error rate.
f.
Admission control.
NOTE 8:
Parameters c, d), e) apply for both bullets #11 and #12. Parameters a), b), f) apply only to bullets #12.

NOTE 9:
Need for other parameters such as packet jitter is FFS.
Editor's note:
Whether Priority Level is used for more than scheduling purpose is FFS.
Editor's note:
It is FFS which of the parameters listed above need to be signalled to the UE.
14.
QoS framework does not assume the need for NG3 tunnel per QoS flow.
15.
For non-guaranteed bit rate QoS flows corresponding to pre-authorized QoS rules, the UE sends UL traffic without any further NG1 signalling.

Editor's note:
How the UE indicates the QoS level is FFS.

16.
UE triggered QoS establishment for guaranteed bit rate QoS flows is based on explicit UE-requested QoS over NG1.
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