SA WG2 Temporary Document

Page 1

SA WG2 Meeting #100
S2-133964
11 - 15 November 2013, San Francisco, USA
(revision of S2-13xxxx)
Source:
Telecom Italia, Huawei, Hisilicon
Title:
Preliminary UPCON conclusions for Rel-12
Document for:
Approval
Agenda Item:
6.6.2
Work Item / Release:
UPCON / Rel-12
Abstract of the contribution:

This paper discusses the solutions for RAN user plane congestion mitigation that are currently documented in TR 23.705 and proposes a way forward for Rel-12.
1. Introduction

This paper discusses the solutions for RAN user plane congestion mitigation that are currently documented in TR 23.705 and proposes a set of preliminary conclusions for UPCON in Rel-12. Both RAN-based and CN-based solutions are analyzed.
The way forward suggested in this paper is meant to be used as a starting point to understand how to scope down and shape the UPCON work in Rel-12 in a way that provides sufficient value to all stakeholders while at the same time acknowledging that some issues that have been debated at length in SA2 cannot be resolved in Rel-12 and will need to be further investigated in Rel-13.
2. Discussion
Two classes of solutions for RAN user plane congestion mitigation are currently documented in TR 23.705:
1) RAN-based solutions: the core network, e.g. the PCRF, provides the QoS policies beforehand, and then the RAN performs traffic handling and/or prioritization based on the received QoS policies. In case of congestion, depending on the provisioned QoS policies (that may be per APN, per subscriber and/or per application), some traffic flows may get preferential treatment.
2) CN-based solutions: the core network, e.g. the PCRF, is informed when there is congestion in RAN, and, based on the received congestion indication, reacts and undertakes appropriate actions to mitigate congestion. The solution variants currently documented in TR 23.705 differ on the mechanism used to convey the congestion indication to the core network (congestion indication delivered on-path in the GTP-U header of UL user plane data packets, inclusion of the congestion indication in existing signaling procedures, definition of a new reference point on the PCRF, or a combination of some of these mechanisms).
These are further analyzed in the following sub-sections.
2.1
Considerations on RAN-based solutions

The RAN-based solutions currently documented in TR 23.705 differ on the way traffic differentiation in the RAN is achieved. At a very high level there are two possible options:

a) Reuse of existing mechanisms. In this case traffic differentiation in the RAN is achieved mapping different traffic flows to bearers with different QCIs.

b) Enhancement of the 3GPP architecture to enable differentiated treatment for traffic flows mapped to the same QCI. The solution variants currently documented in TR 23.705 are all based on marking of DL data packets relying on some form of packet classification performed in the core network. The available alternatives differ on the nature of the marking (QCI, relative priority or a scalar) and on how the marking is used in the RAN to schedule the delivery of data packets on the radio interface.
Option (a) is feasible and is expected to require very little effort in Rel-12. With the recent addition of the Application ID in PCC rules (done as part of the ABC Work Item), mapping of flows exchanged by specific applications to dedicated bearers is possible also for applications with non-deducible SDFs as long as application detection is done by the PCEF. What remains to be covered are the scenarios where application detection is performed on the TDF. To that purpose one or more tunneling/marking solution(s) should be specified in Rel-12 to transfer the outcome of the packet classification from the TDF to the PGW (or GGSN). 
Option (b) should be also enabled in Rel-12 to support scenarios where the majority of mobile data traffic (e.g. Internet or over-the-top services traffic) is delivered over the default bearer, that is a key requirement expressed by operators in UPCON. To that purpose there are two aspects that need to be addressed:
i) The nature of the marking provided by the core network in DL user plane packets.

ii) The actual usage of the marking in the RAN.

Regarding (i) it is proposed to agree on the assumption that the marking provided by the core network in DL user plane packets is a scalar referring to a specific configuration in the RAN. That would in fact provide more flexibility compared to other approaches, and over time quite a few companies have been asking for such additional flexibility.
Regarding (ii) that is something that requires some level of collaboration with RAN groups, in particular RAN2. With this respect two scenarios are possible in Rel-12:

· Due to the lack of time for doing the work properly and the severe overload of RAN groups, for Rel-12 only a very minimalistic behavior (with no details on how to use the marking) will be captured in RAN specs (similarly to what happened with SIRIG in Rel-11). This would be equivalent to extending Rel-11 SIRIG to other RATs.

· One or more recommended RAN behaviors will be captured in the 3GPP specifications. The authors of this paper believe that both the approach based on bitrate thresholds, as currently documented in the FQI solution description, and a simpler approach based on relative priorities, as proposed in the FPI solution alternative (possibly with extensions to avoid flow starvation), should be supported. 
It is suggested to discuss these two options with RAN groups, in particular RAN2, with an LS exchange or in a Joint Meeting during SA2 100.
2.2
Considerations on CN-based solutions

With CN-based solutions, the core network may react to a congestion indication received from the RAN in two different ways:

a) The core network can throttle certain subscribers and/or applications to preserve other, higher priority, traffic flows. This can be achieved in various ways: enforcing specific policies on the TDF, or PCEF enhanced with ADC (so that to throttle certain traffic flows down to a pre-defined maximum bitrate), backing off specific applications using Rx signaling, forcing the renegotiation of codecs used by video applications or by some other means.
b) The core network can trigger the activation of a specific RAN-based mechanism for congestion mitigation. In this case throttling of traffic in case of congestion is performed in the RAN relying on packet classification done in the core network. As observed above, this can be achieved using existing mechanisms, in which case after packet classification the flows requiring differentiated treatment in RAN are mapped to bearers with different QCIs, or enhancing existing mechanisms to enable differentiated treatment for traffic flows mapped to the same QCI, in which case the result of packet classification is transferred to the RAN by adding an appropriate marking in DL user plane data packets. Although in principle these mechanisms could be enabled beforehand, independently of the RAN load, their selective activation in case of RAN user plane congestion allows to minimize the performance impacts in the core network, because the packet classification required to support RAN-based congestion mitigation, that is a very costly and resource demanding process, can be enabled only when strictly necessary.
Option (a) has non trivial architectural impacts because congestion control would be performed both in the RAN and in the core network. As observed by RAN2 in the reply LS available in S2-133184, there would be the need to clarify how congestion control in the core network and congestion control in the RAN would work together so that to avoid:
· Under-utilization of the radio access.

· System instability.

It is the opinion of the authors that, in order to avoid the undesired effects listed above, the congestion indication from the RAN should convey sufficient information on the RAN load to allow the core network to properly configure the mechanism(s) used to throttle traffic, e.g. to decide which subscribers and/or applications should be throttled, to properly set the maximum bitrates configured on the TDF or PCEF enhanced with ADC, etc.
Moreover, for the mechanism to work in scenarios with multiple vendors in RAN, the number of reported congestion levels and their semantics should be standardized in collaboration with RAN groups. Leaving those aspects to the implementation would most likely lead to relevant misalignments between vendors, which would force an operator with multiple vendors in RAN to enforce different RAN congestion mitigation policies depending on the subscriber’s location and the vendor that operates the RAN segment where the subscriber is currently connected. That would be an unacceptable operational burden.
Given the very little time available to complete the stage 2 for UPCON and the overload of RAN groups (in particular RAN2) it expected that it will not be possible to resolve all the issues described above in Rel-12. As such it is the opinion of the authors that option (a) should not be further investigated in Rel-12, and the resolution of the related issues should be postponed to Rel-13.

Option (b) is far less problematic because congestion control would be performed only in the RAN, as currently assumed in the 3GPP architecture. That would be in line with the general understanding expressed by RAN2 that, in order to avoid link under-utilization, congestion control should be close to the bottleneck link in order to get as much and as timely information as possible.
Since with option (b) the congestion indication from the RAN is not used to trigger traffic throttling in the core network, there is no risk to generate under-utilization of the radio access and/or system instability. As such the requirements on accuracy, feature richness and timeliness of the congestion indication are less stringent:
· A single congestion level is expected to be sufficient. Since the core network uses the congestion indication from the RAN purely to decide when it is worth triggering specific RAN-based measures for per subscriber and/or per application user plane congestion mitigation, being aware of the severity of the congestion situation is not strictly necessary.
· In multi-vendor deployments some misalignment between vendors can be tolerated. Therefore leaving the semantics of the congestion indication, and the criteria used for congestion detection, to the implementation is acceptable. As a result of that, it can be expected that in similar congestion situations different RAN vendors will trigger the indication of congestion onset and abatement to the core network according to different criteria, e.g. one vendor might trigger the congestion indication earlier than another or vice versa. But that would have no adverse effects on system capacity and/or stability.
It is therefore expected that enabling option (b), with the above described simplifications on congestion detection and reporting, will be feasible in the Rel-12 timeframe.
3. Proposal
The following preliminary conclusions are proposed for UPCON in Rel-12:
· RAN-based solutions:
· A solution based on marking of DL data packets to enable differentiated treatment in the RAN for traffic flows mapped to the same QCI shall be specified. 
· To support scenarios where application detection is performed on the TDF, one or more tunneling/marking solution(s) shall be specified to transfer the outcome of the packet classification from the TDF to the PGW (or GGSN).
· The marking provided by the core network in DL user plane packets shall be a scalar referring to a specific configuration in the RAN.
· Further discussion with RAN groups is needed to define the actual usage of the marking in the RAN.

· CN-based solutions:

· A mechanism for conveying a congestion indication from the RAN to the core network shall be specified.

NOTE 1: 
A congestion reporting solution needs to be selected (congestion indication delivered on-path in the GTP-U header of UL user plane data packets, inclusion of the congestion indication in existing signalling procedures, definition of a new reference point on the PCRF, or a combination of some of these mechanisms), but this is an orthogonal issue that was not discussed in this paper.

· A single congestion level shall be supported in the RAN congestion indication. Stage 3 specification shall ensure that more congestion levels can be supported in future releases.
· The criteria used for congestion detection in the RAN are left to the implementation.
· The core network uses the RAN congestion indication to activate, or deactivate, the packet classification policies required to support traffic handling differentiation in the RAN. Depending on operator’s configuration, these policies can be used to either map the flows requiring differentiated treatment to bearers with different QCIs, or mark DL user plane data packets to enable differentiated treatment in the RAN for traffic flows mapped to the same QCI. The policies can be provisioned before RAN user plane congestion occurs or after the PCRF becomes aware of the congestion status (i.e. onset, abatement).
· Usage of the RAN congestion indication to trigger, or dynamically adjust, throttling of certain subscribers and/or applications in the core network to preserve other, higher priority, traffic flows in case of RAN user plane congestion will not be further investigated in Rel-12.
NOTE 2: 
No changes are foreseen in the currently specified mechanisms for policy enforcement in the core network. The enforcement of per subscriber and/or per application bandwidth limitation and/or gating policies on the PCEF or TDF remains possible, but the PCRF should not use the RAN congestion indication to activate, deactivate or modify those policies based on the RAN load. More specifically in Rel-12 the PCRF should not use the congestion indication for policy decisions aiming at congestion mitigation in a specific cell, group of cells and/or bearer.
It is proposed to capture these preliminary conclusions in chapter 8 of TR 23.705.
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Conclusions
Editor’s Note: The clause will capture agreed conclusions from the Key Issues and Architecture Solutions clauses. 

This clause contains the agreed conclusions for 3GPP specifications work in Rel-12:

· A solution based on marking of DL data packets to enable differentiated treatment in the RAN for traffic flows mapped to the same QCI shall be specified. 
· To support scenarios where application detection is performed on the TDF, one or more tunneling/marking solution(s) shall be specified to transfer the outcome of the packet classification from the TDF to the PGW (or GGSN).
· The marking provided by the core network in DL user plane packets shall be a scalar referring to a specific configuration in the RAN.
· A mechanism for conveying a congestion indication from the RAN to the core network shall be specified.
· A single congestion level shall be supported in the RAN congestion indication. Stage 3 specification shall ensure that more congestion levels can be supported in future releases.
· The criteria used for congestion detection in the RAN are left to the implementation.
· The core network uses the RAN congestion indication to activate, or deactivate, the packet classification policies required to support traffic handling differentiation in the RAN. Depending on operator’s configuration, these policies can be used to either map the flows requiring differentiated treatment to bearers with different QCIs, or mark DL user plane data packets to enable differentiated treatment in the RAN for traffic flows mapped to the same QCI. The policies can be provisioned before RAN user plane congestion occurs or after the PCRF becomes aware of the congestion status (i.e. onset, abatement).
· Usage of the RAN congestion indication to trigger, or dynamically adjust, throttling of certain subscribers and/or applications in the core network to preserve other, higher priority, traffic flows in case of RAN user plane congestion will not be further investigated in Rel-12.

NOTE: 
No changes are foreseen in the currently specified mechanisms for policy enforcement in the core network. The enforcement of per subscriber and/or per application bandwidth limitation and/or gating policies on the PCEF or TDF remains possible, but the PCRF should not use the RAN congestion indication to activate, deactivate or modify those policies based on the RAN load. More specifically in Rel-12 the PCRF should not use the congestion indication for policy decisions aiming at congestion mitigation in a specific cell, group of cells and/or bearer.
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