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Abstract: This contribution provides an update to the terminology used in this use case.
Proposed changes:
· Update terminology from "model user" to "model consumer", as the term "user" is typically associated with a human.
· Resolving the EN to rephrase the NOTE on "AI/ML model user" by removing the NOTE (as we cannot have a NOTE inside another NOTE) and instead update the description of the term.
· Some rephrasing of the description of terms used in this clause to be more "Stage 1"-like.
· Adding a reference to TR 28.809 that had was missing.

*** START OF CHANGES ***
[bookmark: _Toc66896149][bookmark: _Toc66896235][bookmark: _Hlk70697931]2	References
The following documents contain provisions which, through reference in this text, constitute provisions of the present document.
-	References are either specific (identified by date of publication, edition number, version number, etc.) or non‑specific.
-	For a specific reference, subsequent revisions do not apply.
-	For a non-specific reference, the latest version applies. In the case of a reference to a 3GPP document (including a GSM document), a non-specific reference implicitly refers to the latest version of that document in the same Release as the present document.
[1]	3GPP TR 21.905: "Vocabulary for 3GPP Specifications".
[2]	3GPP TR 22.891, Feasibility Study on New Services and Markets Technology Enablers
[3]	3GPP TR 22.863, Feasibility study on new services and markets technology enablers for enhanced mobile broadband
[4]	3GPP TS 22.261, Service requirements for the 5G system
[5]	3GPP TS 22.104, Service requirements for cyber-physical control applications in vertical domains
[6]	3GPP TS 23.273, 5G System (5GS) Location Services (LCS); Stage 2
[7]	A. Krizhevsky, I. Sutskever, and G. E. Hinton, “ImageNet classification with deep convolutional neural networks”, in Proc. NIPS, 2012, pp. 1097–1105.
[8]	K. Simonyan and A. Zisserman, “Very deep convolutional networks for large-scale image recognition,” 2014, arXiv:1409.1556. [Online]. Available: https://arxiv.org/abs/1409.1556 
[9] 	C. Szegedy, et al., “Going deeper with convolutions”, in Proc. CVPR, 2015, pp. 1-9.
[10]	Zhi Zhou, Xu Chen, En Li, Liekang Zeng, Ke Luo, Junshan Zhang, “Edge intelligence: Paving the last mile of artificial intelligence with edge computing”, Proceeding of the IEEE, 2019, Volume 107, Issue 8.
[11]	Jiasi Chen, Xukan Ran, “Deep learning with edge computing: A review”, Proceeding of the IEEE, 2019, Volume 107, Issue 8.
[12]	I. Stoica et al., “A Berkeley view of systems challenges for AI”, 2017, arXiv:1712.05855. [Online]. Available: https://arxiv.org/abs/1712.05855
[13] 	Y. Kang et al., “Neurosurgeon: Collaborative intelligence between the cloud and mobile edge”, ACM SIGPLAN Notices, vol. 52, no. 4, pp. 615–629, 2017.
[14]	E. Li, Z. Zhou, and X. Chen, “Edge intelligence: On-demand deep learning model co-inference with device-edge synergy”, in Proc. Workshop Mobile Edge Commun. (MECOMM), 2018, pp. 31–36.
[15]	3GPP TR 38.913, Study on Scenarios and Requirements for Next Generation Access Technologies (Release 15)
[16]	B. Kehoe, S. Patil, P. Abbeel, and K. Goldberg, “A survey of research on cloud robotics and automation,” IEEE Transactions on automation science and engineering, vol. 12, no. 2, pp. 398–409, 2015.
[17]	Huaijiang Zhu, Manali Sharma, Kai Pfeiffer, Marco Mezzavilla, Jia Shen, Sundeep Rangan, and Ludovic Righetti, “Enabling Remote Whole-body Control with 5G Edge Computing”, to appear, in Proc. 2020 IEEE/RSJ International Conference on Intelligent Robots and Systems. Available at: https://arxiv.org/pdf/2008.08243.pdf
[18] 	K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning for image recognition,” in Proc. IEEE CVPR, Jun. 2016, pp. 770-778.
[19] 	A. G. Howard et al., “MobileNets: Efficient convolutional neural networks for mobile vision applications,” 2017, arXiv:1704.04861. [Online]. Available: https://arxiv.org/abs/1704.04861
[20] 	B. Taylor, V. S.Marco, W. Wolff, Y. Elkhatib, and Z. Wang, “Adaptive deep learning model selection on embedded systems,” in Proc. ACM LCTES, 2018, pp. 31–43.
[21] 	G. Shu, W. Liu, X. Zheng, and J. Li, “IF-CNN: Image-aware inference framework for CNN with the collaboration of mobile devices and cloud”, IEEE Access, vol. 6, pp. 621–633, 2018.
[22] 	D. Stamoulis et al., “Designing adaptive neural networks for energy-constrained image classification”, in Proc. ACM ICCAD, 2018, Art. no. 23.
[23] 	Sergey Ioffe and Christian Szegedy. “Batch normalization: Accelerating deep network training by reducing internal covariate shift”, In ICML., 2015.
[24]	C.-J. Wu et al., “Machine learning at facebook: Understanding inference at the edge,” in Proc. IEEE Int. Symp. High Perform. Comput. Archit. (HPCA), Feb. 2019, pp. 331–344.
[25]	Vivienne Sze, Yu-Hsin Chen, Tien-Ju Yang, Joel S. Emer, “Efficient processing of deep neural networks: A tutorial and survey”, Proceeding of the IEEE, 2017, Volume 105, Issue 12.
[26]	Y. LeCun, Y. Bengio, and G. Hinton, “Deep learning,” Nature, vol. 521, no. 7553, pp. 436-444, May 2015.
[27]	“An All-Neural On-Device Speech Recognizer”, March 12, 2019, Posted by Johan Schalkwyk, https://ai.googleblog.com/2019/03/an-all-neural-on-device-speech.html
[28]	Yanzhang He, etc., “Streaming End-to-end Speech Recognition for Mobile Devices”, 2019 IEEE International Conference on Acoustics, Speech and Signal Processing (ICASSP 2019)
[29]	3GPP TS 22.243: "Speech recognition framework for automated voice services; Stage 1".
[30]	H. B. McMahan, E. Moore, D. Ramage, S. Hampson, and B. A. Y. Arcas, “Communication-efficient learning of deep networks from decentralized data”, Proc. of the International Confe rence on Artificial Intelligence and Statistics, Apr. 20 17. [Online]. Available: https://arxiv.org/abs/1602.05629
[31] 	“Federated Learning”, https://justmachinelearning.com/2019/03/10/federated-learning/
[32]	T. Nishio and R. Yonetani, “Client selection for federated learning with heterogeneous resources in mobile edge”, 2018, arXiv:1804.08333. [Online]. Available: https://arxiv.org/abs/1804.08333
[33]	E. Park et al., “Big/little deep neural network for ultra low power inference”, in Proc. 10th Int. Conf. Hardw./Softw. Codesign Syst. Synth., 2015, pp. 124–132.
[34]	Nguyen H. Tran ; Wei Bao ; Albert Zomaya ; Minh N. H. Nguyen ; Choong Seon Hong, “Federated Learning over Wireless Networks: Optimization Model Design and Analysis”, In proc. IEEE INFOCOM 2019 - IEEE Conference on Computer Communications
[35] 	Song Han, Xingyu Liu, Huizi Mao, Jing Pu, Ardavan Pedram, Mark A Horowitz, and William J Dally. “EIE: efficient inference engine on compressed deep neural network”, In 43rd International Symposium on Computer Architecture, IEEE Press, 243–254.
[36] 	V. Sze, “Efficient Computing for Deep Learning, AI and Robotics,” Dept EECS, MIT, Available online at https://lexfridman.com/files/slides/2020_01_15_vivienne_sze_efficient_computing.pdf
[37] 	V. Sze, Y. Chen, “Efficient Processing of Deep Neural Networks: A Tutorial and Survey” Proc. of IEEE, 2017, Available online at: https://www.semanticscholar.org/paper/Efficient-Processing-of-Deep-Neural-Networks%3A-A-and-Sze-Chen/3f116042f50a499ab794bcc1255915bee507413c
[38] 	Stanford University, CS231n – Lecture 5-7: CNN, Training NNs, Available at YouTube.com
[39] 	S. Han, J. Pool, J. Tran, and W, J. Dally, "Learning both weights and connections for efficient neural networks", NIPS, May 2015
[40]	P. A. Merolla, et al., “A million spikingneuron integrated circuit with a scalable communication network and interface”,Science, vol. 345, no. 6197, pp. 668–673, Aug. 2014.
[41]	R. Collobert, J. Weston, L. Bottou, M. Karlen, K. Kavukcuoglu, and P. Kuksa, “Natural language processing (almost) from scratch,” J. Mach. Learn. Res., vol. 12 pp. 2493–2537, Aug. 2011.
[42]	T. N. Sainath, A.-R. Mohamed, B. Kingsbury, and B. Ramabhadran, “Deep convolutionalneural networks for LVCSR”, in Proc. ICASSP, 2013, pp. 8614–8618.
[43]	L. P. Kaelbling, M. L. Littman, and A. W. Moore, “Reinforcement learning: A survey”, J. Artif. Intell. Res., vol. 4, no. 1, pp. 237–285, Jan. 1996.
[44] 	3 AI Trends for Enterprise Computing. [Online]. Available: https://www.gartner.com/smarterwithgartner/3-ai-trends-for-enterprise-computing/
[45] 	Shiming Ge ; Zhao Luo ; Shengwei Zhao ; Xin Jin ; Xiao-Yu Zhang, “Compressing deep neural networks for efficient visual inference”, In proc. 2017 IEEE International Conference on Multimedia and Expo (ICME)
[46]	3GPP TS 22.186, Enhancement of 3GPP support for V2X scenarios; Stage 1 (Release 16) v16.2.0
[47]	“Develop Smaller Speech Recognition Models with NVIDIA’s NeMo Framework”, https://developer.nvidia.com/blog/develop-smaller-speech-recognition-models-with-nvidias-nemo-framework/
[48]	3GPP TS 23.501, System architecture for the 5G System (5GS)
[49]	3GPP TS 23.502, Procedures for the 5G System (5GS)
[x]	3GPP TR 28.809, Study on enhancement of management data analytics

*** NEXT CHANGE ***
6.6	Shared AI/ML model monitoring
[bookmark: _Toc66896236]6.6.1	Description
AI/ML models are trained on a training data set to accomplish an established task. The tasks may vary from image or speech recognition to forecasting to optimize, as example, handover performance (see 3GPP TR  28.809 [x]) or tuning Core Network assisted parameters (see clause 5.4.6.2, 3GPP TS 23.501).
In each of these tasks, the provider of the shared AI/ML model may benefit from sharing a trained AI/ML model with the userconsumers(s) of the shared AI/ML model or may benefit to from a distributed/federated AI/ML model training or a split AI/ ML model training over the 5G system. Furthermore, AI/ML model monitoring is a requirement to enable online learning in the network (e.g. via Reinforcement Learning), a set of techniques more suited to promptly react to service degradation. 
NOTE:	The following terms are used in this use case:
Shared AI/ML model: AI/ML model that is shared among different entitiesapplications, i.e.e.g., the AI/ML model is pre-trained and provisioned exposed to different consumers, or the AI/ML model is trained using a split model ordistributed/ federated learning approach or by splitting the model training phase to different parts executed in different network locations.
[bookmark: _Hlk70696284][bookmark: _Hlk71808343][bookmark: _Hlk70696352]Shared AI/ML model provider: entity application server that is providing or managing a “"shared AI/ML model”".
NOTE:      It is assumed that the shared AI/ML model provider is application running on EHE (edge hosting environment) or in the data network.
Editor's Note:	The wording of the NOTE needs to be rephrased.
Shared AI/ML model userconsumer: entity application, e.g. running on the UE, that is using/consuming a “"shared AI/ML model”", e.g. application running on the UE.
Due to changes in the scenario (i.e., in the context from which training data are collected), an AI/ML model may provide poor performances compared with the performance of the AI/ML model measured during the model testing phase. This can happen when over time the distribution of the input data utilized for inference differs from the distribution of the training data set, or if the AI/ML model is utilized in a different context. In this case, the shared AI/ML model provider should be able to promptly detect the performance degradation and react in order to avoid service degradation or disruptions. Quite often, update of a shared AI/ML model is not solely dependent on inference results of one shared AI/ML model consumer as performance degradation could be due to some other error source, e.g., model input measurement errors. To detect outdated shared AI/ML model, the shared AI/ML model provider can make use of inference results from multiple shared AI/ML model consumers and a spatial and temporal analysis is performed before triggering shared AI/ML model update.
Therefore, the shared AI/ML model provider, once sharing an AI/ML model over 5G System with a shared AI/ML model userconsumer, needs to keep track of the model performances to detect possible performance degradation of the shared AI/ML model (e.g. based on inference feedback from AI/ML model userconsumer such as a lower confidence level).
[bookmark: _GoBack]Alternatively, shared the AI/ ML model provider can split the AI/ ML model training with an shared AI/ML model user consumer to constantly improve the performance of the shared AI/ ML model based on a local training and/or inference feedback from the shared AI/ML model userconsumer.  The local part of the shared AI/ML model will be trained/fine-tuned and under controlled by the shared AI/ML model provider guidance. The input to this training will be data available at the shared AI/ML model userconsumer. The output of local model training or an inference at shared AI/ML model user consumer can be provided to the shared AI/ML model provider and be used by the shared AI/ML model provider to provide further information for the 5G System to improve its operations.
[bookmark: _Toc66896237]6.6.2	Pre-conditions
The shared AI/ML model provider stores multiple AI/ML models along with their performances measured during the test phase.
The shared AI/ML model provider is capable of sharing AI/ML models with shared AI/ML model users consumers leveraging on 5GS.
The AI/ ML model provider is capable of splitting and/or distributing the AI/ML model training with/to an shared AI/ ML model user consumer leveraging on 5GS.
The shared AI/ML model user consumer may run applications requiring the usage of AI/ML models and download them from the AI/ML model provider via the 5GS. 
[bookmark: _Toc66896238]6.6.3	Service Flows
1)	The shared AI/ML model provider wants to optimize performance of some process by means of shared AI/ML model performance. 
2)	The shared AI/ML model provider sends the trained shared AI/ML model to the shared AI/ML model user consumer at the UE leveraging on the 5GS.
3)	The UE receives the model and employs the model to perform local training and inference using data available on the UE.
4)	The shared AI/ML model provider monitors the context scenario (e.g. the UE data which is available to the application) in which the UE is running the shared AI/ML model and the model performance.
5)	If a change in the context scenario or model performance is detected, e.g. based on an inference feedback from the shared AI/ML model userconsumer, the shared AI/ML model provider, in order to avoid model performance degradation, shares with the AI/ML model user consumer an updated version of the shared AI/ML model retrained to capture the new context with expected better performance.
6)	The UE continues to run the updated model without experiencing performance degradation.
[bookmark: _Toc66896239]6.6.4	Post-conditions
Following the example in the use case, the shared AI/ML model provider receives an accurate forecast regarding AI/ML model performance, and the AI/ML model user consumer is using an AI/ML model with high performance.
[bookmark: _Toc66896240]6.6.5	Existing features partly or fully covering the use case functionality
[bookmark: _Toc66896241]6.6.6	Potential New Requirements needed to support the use case
[P.R.6.6-001] The 5GS shall be able to transfer an updated AI/ML model from the shared AI/ML model provider to the shared AI/ML model user consumer within [1s-1min] latency for AI/ML models of a maximal size of [100-500] MB.
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