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Introduction

The development of MTC requirements is addressing an important, new and emerging area with potentially significant impacts on mobile networks. Indeed, some network operators have already reported issues. (Ref. KPN paper.)

In reviewing the requirements, a need has been identified to better distinguish between the responsibilities of the MTC application and the responsibilities of the network operator. While a network operator may choose to also provide MTC application services to its customers, this will not always be the case. For some operators, this may not even be permitted by regulators unless the MTC application is “at arm’s length” and therefore being provided at no competitive advantage with respect to third party MTC application service providers.

The aim of this discussion paper is to highlight where the distinction between the operator and the MTC application needs to be clarified and make proposals on how to do this. This discussion paper does not aim to change the requirements beyond this. Some additional areas of clarification were also identified during the review and proposals to address these are also presented below.

Background

TS 22.368 on Network Improvement for Machine Type communication was approved at SA 47 in March 2010. The reference version for this discussion paper is v10.1.0 (2010-06).

The Scope section of TS22.368 offers clear guidance on what the TS intends to cover, specifically, three bullet points are listed and the second and third are:

-
identify service aspects where network improvements (compared to the current human-to-human oriented services) are needed to cater for the specific nature of machine-type communications;

-
specify machine type communication requirements for these service aspects where network improvements are needed for machine type communication.

In the development of MTC requirements to date, there has been good emphasis on what needs to be done for MTC applications but not enough distinction between the role of the MTC application vis-à-vis the role of the operator’s mobile network. In part, this can be attributed to exploration of a new application area from a variety of perspectives. The source of the ambiguity in responsibilities is not important. What is important is the need to review the requirements in order to ensure ambiguities and inconsistencies are identified and removed.

Specific text changes to achieve these solutions are provided in separate contributions. As noted in the Introduction, this discussion paper does not propose to make fundamental changes to the MTC requirements developed to date. Rather, the clarifications proposed are aimed at easing subsequent work at stages 2 and 3 in realizing these requirements.

Discussion

An MTC Device is a UE. This is made clear in section 3.1 of TS22.368. It therefore must conform to the general requirements of UEs although it may have restrictions placed on it as part of the subscription options under which it is granted access to the network. Hence, among other points, an MTC Device must be uniquely identifiable and it must be able to provide credentials to enable the network to verify its authenticity, etc. Hence, an MTC Device must be treated in the same way as other UEs.

Problem: MTC Servers are described as being either “inside” (controlled by the network operator) or “outside” the network.

Discussion: Why this distinction is made in section 5.1.2 is not stated. Whether an MTC Server is “inside” or “outside” the network should be a matter of ownership (legal title) of the device, not its functionality. When the MTC Server is “inside” the network, it is described as providing an API (e.g., OSA) to enable the MTC User to access it. The implication is that an API may not apply to MTC servers “outside” the network but this is clearly not the case as MTC Users would certainly need an API (possibly but not necessarily OSA) to access these servers. (This API is not specified.) Further, regulatory requirements may be imposed such that an MTC Server provided by a network operator must be positioned identically to one provided by a third party so that no special advantage accrues to the network-operator-provided MTC Server.

Suggested solution: Treat all MTC Servers in the same way: do not make distinctions between those “inside” the network vs. those “outside” the network.

Problem: In section 7.1.5, the requirements include creation of bulk CDRs by the network as well as specific device CDRs. Sometimes bulk CDRs are done instead of individual CDRs and sometimes in parallel. This appears to place the burden of CDR analysis and aggregation on the real time call handling functions of the network as opposed to the OAM support system.
Discussion: This appears to place the burden of CDR analysis and aggregation on the real time call handling functions of the network as opposed to the OAM support system. What is the value of having the network do this instead of simply pushing the usage data to the OAM system and having it deal with this? How much of the CDR information (bulk or per device) needs to be handled in real time, especially during busy periods when the emphasis might better be on resource allocation for revenue generating activities?

Suggested solution: The network should send CDRs to the OAM system which should do aggregation and filtering as needed to generate bulk CDRs from the individual CDRs. The requirements should be restated such that the OAM system can take the CDRs generated by the network and do aggregation, etc., on them according to the needs of the network operator and the subscriber.
Problem: In section 7.2.1 on Low Mobility, an attempt is made to deal with no mobility, infrequent mobility and mobility within a defined region all at the same time.

Discussion: These limitations on mobility lead to requirements for reduced frequency of mobility management, simplified mobility management and changed frequency of location updates. Unfortunately, this becomes confusing when these three types of mobility are considered since the requirements are actually specific to the degree of mobility rather than applicable across the range of mobility.
It would be preferable to treat the three cases separately.

· No mobility is just that, a MTC Device that does not move. Hence its location is known a priori (provided as “datafill”) and no mobility management or location updating is needed. This is essentially providing service to a “fixed terminal” using a mobile network.

· Infrequent mobility would apply to a MTC Device that spends long periods of time in one location before moving to another where it again spends a long period of time. How “long” these periods are is not indicated. Would these be similar to a human user who might take his or her UE from home to the office and back again and not much more? Or are longer periods envisaged? If so, how long? And when these infrequently moving MTC Devices do move, how would they be treated differently from “normal” UEs?

· Mobility within a defined region is not well described. How large is a “region”? Is it one sector in a cell, or a whole cell, or a group of cells? What if several cells are involved but are attached to different MSCs? These MTC Devices can still require the usual mobility management functions and location updates if the mobility involves crossing cell boundaries. What action is to be taken if the MTC Device moves outside the defined region? Or is it assumed that the MTC Device is constrained in some way independent of the network (“fenced in”) to operate only within a defined area?
Suggested solution: The requirements should be stated according to the degree of mobility. “No mobility” does not require mobility management procedures (or merely requires an initialization of location.) “Infrequent mobility” is not sufficiently defined to distinguish it from normal mobility. “Mobility within a defined region” appears to require normal mobility management but with restrictions on locations where service is to be provided. See also the discussion on section 7.2.6 (Mobile Originated Only) and section 7.2.7 (Infrequent Terminated Mobile) below.
Problem: The MTC Time Controlled feature in section 7.2.2 places a substantial burden on the network in managing MTC traffic loads vs. having the MTC application manage this based on general congestion information the network can provide to its users.

Discussion: To meet this service requirement, “the network” must be aware of the access grant time interval, the forbidden time interval, the normal time duration, and different charging rates if access is to be allowed outside the access grant time interval. It must also manage the signalling and traffic loads of a potentially large number of MTC Devices in a way that allows them to complete their communications within an appropriate time period according to their subscriptions. When each MTC Device which has a subscription parameter indicating Time Controlled requests network access, a check must be made whether it is asking for access within the access grant interval, or outside the access grant interval but not in the forbidden interval. The access duration start must be noted and a check made that this is not exceeded else the access must be terminated by the network.

A Note is provided that indicates it is desirable that MTC Devices with the same access grant interval distribute their communications across that interval. However, no indication is provided on who is responsible for this, i.e., the MTC Devices themselves or the network. 
MTC Devices using the Time Controlled feature should need access to the network in well defined intervals and at well defined frequencies depending on the nature of the application. Hence, the appropriate parameters for access grant intervals, duration and frequency can be part of the subscription. MTC Devices can generally be assumed to behave according to their subscription parameters so limited effort should be applied to real time verification of this.
Suggested solution: With CDRs and downstream OAM processing, it will quickly become apparent if there is a significant discrepancy between a MTC Device’s actual vs. expected behaviour with respect to its subscription parameters. This should be sufficient to resolve problems due to behaviour outside subscription parameters but not otherwise a malfunction, hence the network need not check every MTC service request in real time.

If a MTC Device malfunctions and generates frequent network access requests to a point where it places an undue burden on the network, other (existing?) mechanisms may be applied as for any other type of UE.

If the network becomes congested so that it would be desirable to defer MTC traffic to another time interval, then the network should inform the MTC server of congestion and the MTC Server should take action to defer access grant time intervals through, e.g., a broadcast message conveying this instruction similar to initiating MTC Device Triggering in section 7.1.2.

The related requirements in section 7.2.2 have been retained in the associated CR but some further discussion is needed to assess what should be done in this area.

To distribute the start times within an access grant interval, the MTC Device itself should provide an algorithm (in some implementation dependent random or pseudo-random manner) to delay the start of its access request in its access grant interval.

Problem: The Time Tolerant feature in section 7.2.3 is not significantly different from the Time Controlled feature in section 7.2.2.

Discussion: The Time Controlled feature in section 7.2.2 is not explicit on this but clearly implies that a certain delay tolerance is acceptable as a result of adjusting the access grant interval and randomizing start times within that interval. The Time Tolerant feature is therefore the same although the implication is that the delay tolerance interval is longer. The actual interval should not be relevant.

There is one different aspect that is mentioned and this is the last point in section 7.2.3. This is a requirement that allows the MTC Device to respond to an MTC Server query that it is not sending data because the network is imposing a delay.

Suggested solution: The two features should be merged. The requirement (presently optional: last point in section 7.2.2) that the MTC Server be informed if the network determines that a delay in the access grant interval is needed can be deleted based on having the MTC application at the MTC Server manage the access grant time, etc.
Problem: in section 7.2.4, the Packet-Switched Only feature is described. Other than restricting the bearer to packet-switched only, no unique requirements are indicated other than the possibility being raised of not using MSISDNs to identify the MTC Device.

Discussion: The use or not of MSISDNs is an addressing and identifiers issue and should not be part of this feature. Addressing and identifiers are dealt with in sections 7.1.3 and 7.1.4. The use (or not) of MSISDNs should be dealt with in the Study Item: “Alternatives to E.164 for Machine-Type Communications” (FS_AMTC.)
Suggested solution: References to MSISDNSs should be removed.
Problem: The Mobile Originated Only feature in section 7.2.6, while on the one hand self explanatory, on the other hand includes mobility management requirements that overlap with those in section 7.2.1 related to no mobility, low mobility or mobility within a defined region.

Discussion: The requirements include that the network provide a mechanism to reduce the frequency of mobility management procedures per MTC Device as well as to dynamically instruct the MTC Devices to perform mobility management procedures only at the time of the Mobile Originated communications. The first requirement presumes prior knowledge of the degree of mobility. The second requirement either assumes that the general location of the MTC Device is known, or that the network should be aware of when MTC Devices with this feature as part of their subscription should be told to not perform mobility management procedures other than when they want to make a call. The source of the requirement for dynamic control of mobility management for originating only MTC devices is not clear. It would appear simplest to have MTC Devices with the Mobile Originated Only feature either do normal mobility management, or to initiate mobility management only when initiating an origination. The choice can be part of the subscription and hence can be set in the MTC Device.
Suggested solution: Section 7.2.6 should be simplified to just describing Mobile Originated Only and the mobility management aspects should be left to section 7.2.1. The dynamic control on initiating mobility management procedures for MTC Devices that have the Mobile Originated Only feature should be deleted.
Problem: The Infrequent Mobile Terminated feature in section 7.2.7, while on the one hand self explanatory, on the other hand includes mobility management requirements that overlap with those in section 7.2.1 related to no mobility, low mobility or mobility within a defined region.

Discussion: The same points as for the Mobile Originated Only feature in section 7.2.6 apply. In addition, the Note is not helpful as it does not address the parameters of how the frequency of mobility management is to be handled in relation to the Infrequent Mobile Terminated feature. Is there a defined frequency or interval for the Mobile Terminated feature? How is the location of the Mobile Terminal to be determined when mobility management is limited? How is it to be updated in a timely manner when a call to the mobile MTC Device is to take place? It seems likely that MTC Devices to which a call can be placed will need normal mobility management, or will need the reduced mobility management per revisions proposed to section 7.2.1.

Suggested solution: Section 7.2.7 should be simplified to just describing Infrequent Mobile Terminated and the mobility management aspects should be left to section 7.2.1.

Problem: The MTC Monitoring feature in section 7.2.8 places a substantial burden on the network as well as describing some requirements that may not be practically achievable. It also implicitly positions the MTC User as a distinct entity to which a notification can be addressed.

Discussion: The initial Note in this section is difficult to interpret. Given that the network is watching for MTC Device related events, it follows that these events must be reported or recorded, else there would be no value in watching for these events.

In section 3, an MTC User is defined as using the services provided by the MTC Server. The same section defines the MTC Server and its relationship to the MTC User. The two definitions are consistent so there is no issue there.

In Section 5.1.2, the MTC User is shown as having an API to the MTC Server (“inside” the network case) or as a combined MTC Server/MTC User (“outside” the network case.) Since the two cases are not different per earlier discussion in this paper, it becomes problematic to use text which supposes that the network can address the MTC User directly as well as the MTC Server.

Suggested solution: Change all references to communication to the MTC User to communications to the MTC Server. The MTC Server can then provide indications to the MTC User in whatever manner (API) relevant to the MTC application but not visible to the network.

Discussion: In the list of events that may be detected, “loss of connectivity” may be difficult to provide in practice. With very large numbers of MTC Devices, connectivity checking may place a significant burden on the network, especially if the frequency is high (maximum detection time on the order of one minute per the Note.) This may also conflict with the Mobile Originated Only feature. In the use cases, theft, tampering or vandalism are instances where connectivity is important and loss of connectivity itself would be considered an alarm indication.
Suggested solution: Restrict the loss of connectivity detection to a requirement associated with the Priority Alarm feature in section 7.2.9.
Discussion: A requirement is stated as: “The MTC User shall be able to define what occurs when an event is detected.” This is outside the scope of 3GPP except if what is to occur is an instruction from the MTC Server (as initiated by the MTC User via the API or as part of the MTC Application in the server) to the mobile network. In that case, a menu of the specific actions to be taken by the mobile network that can be invoked needs to be defined. Such actions will most likely be via the OAM system which may result in changes to the features the MTC Device is permitted to use. If the actions that the MTC User can invoke are only at the MTC application level, then the statement is superfluous. In both cases, it appears that no real time network actions are needed. The parameters of the network action to “limit the services provided to the MTC Device (e.g. reduce allocated resource)” are ambiguous. Normally, the allocation of services and resources are limited by subscription parameters so it would appear inappropriate to limit these below the subscription parameters (unless there is network congestion or overload which would require more general action than for the specific MTC Device.)

Suggested solution: Convert the requirement related to the actions by the MTC User to an explanatory note. Adjust the requirement on limiting services to action to be taken based on indication from the MTC Server.

Problem: The Priority Alarm feature in section 7.2.9 is inherently an MTC Application activity.

Discussion: In order for the alarm indication message to be transferred by the network, it needs to have sufficient priority assigned to it so that congestion (unless very severe) does not cause it to be blocked. By its nature, a Priority Alarm should be independent of location, time or other subscription restrictions.

Suggested Solution: The specification should be enhanced to describe Priority Alarm as an MTC Application message that is given higher priority to maximize the likelihood of delivery.
Problem: Location Specific Trigger in section 7.2.11 does not indicate how the geographic coverage area is defined.
Discussion: Location Specific Trigger in section 7.2.11 is a subset of MTC Device Triggering in section 7.1.2. MTC Device Triggering in section 7.1.2 implies triggering of all MTC Devices associated with an MTC Server. Location Specific triggering in section 7.2.11 implies triggering of only MTC Devices within a certain geographical area and associated with an MTC Server. In both cases, the MTC Devices need to be specifically addressed. In the Location Specific Triggering case, the nature of the area is not indicated. Is it a cell sector, a cell, or a group of cells? Are the cells adjacent? What if the area is less than a cell sector? What if the cell configuration is changed by the network operator (e.g., installation of additional cells to handle traffic growth)?
Suggested solution: Specify that the initiation is for a specific cell sector (minimum area available) or a cell. If the geographical area under consideration is larger, then repeat until all applicable cell sectors and cells have been covered.

Problem: The requirement for Network Provided Destination for Uplink Data in section 7.2.12 suggests that MTC Devices are configured so that they try to address their data to other than the desired IP address, or that the desired IP address may vary with time and circumstances. The nature of this feature is that it imposes a burden on all MTC Device messaging.
Discussion: For MTC Devices to send their data to an MTC Server, they need the address of the MTC Server. If the address of the MTC Server changes, either the MTC Devices need to be informed of the new address, or the network must be able to recognize that the indicated address needs to be replaced by the appropriate address.
In order for this feature to work, the network must first recognize that the sending UE is an MTC Device. It must then check whether the MTC Device subscription includes this feature. It must then check whether the address provided by the MTC Device needs to be replaced and if so, provide the replacement address. (Alternatively, if the MTC Device has this feature, the check on whether the correct address has been provided can be skipped and the address simply over-written with the desired address.)

SS7 Global Title Translation (GTT) is a model for how a generic address can be used to steer messages to suitable entities. It is done in the SCCP layer which sits above the network layer. In an IP network, the specifics of this method of generic to specific address management do not apply but the essential mechanism should apply. The message with a Global Title address to be translated is first addressed to an entity that can do this task. That entity does the GTT and forwards the message accordingly. Messages that do not require GTT are handled normally and impose no additional burden on the network.
Suggested solution: MTC Devices whose messages are to be (re-)addressed by “the network” should be distinguishable so that MTC Device messages which do not require this feature do not require additional processing by “the network.”

Problem: In Group Based MTC Features, the requirement for individual MTC Devices to be associated with more than one MTC Group leads to potential complexity with limited benefit.
Discussion: When an MTC Device is to be a member of multiple MTC Groups, the potential for feature conflicts that arise from such multiple memberships can create complexity and place an unnecessary burden on the system. It would be preferable to constrain membership to one MTC Group and to handle the possibility of multiple group memberships through allowing MTC Groups to be further grouped, i.e., an MTC Group can itself be a member of an MTC Group. At each level, the members inherit the features, etc., of the higher level MTC groups.

Suggested solution: Delete the requirement that an MTC Device may be a member of more than one MTC Group. Allow MTC Groups to be members of higher level MTC Groups.

Conclusion

This discussion paper has reviewed the requirements for machine type communications captured in TR22.368 V10.1.0, in particular with the aim of better distinguishing between the responsibilities of the MTC application and the responsibilities of the network operator. This discussion paper does not aim to change the requirements beyond this.
Some additional areas of clarification were also identified during the review and proposals to address these are also presented below. There are also a number of minor editorial points that can be cleaned up and these are included in the associated CRs.
The associated CRs are offered for consideration.

_________________

