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1. Introduction

The document S1-020774 presented a performance comparison between AMR and DSR coders in speech recognition. This document discusses some important performance criteria and analysis that have been left beyond the scope of the original performance comparison.

In S1-020774 and during the discussion in the previous SA1 SES SWG meeting in Sophia Antipolis, it was stated that 1) DSR codec provides a substantially better recognition performance than obtained with AMR and 2) the end-users will perceive a significant improvement in the quality of speech enabled services if the underlying recognition technology is based on the DSR codec. This document shows that the recognition results presented in S1-020774 do not justify these statements.
2. About measuring the accuracy of speech recognition systems

A word recognition accuracy
 (%) is a widely used measure in scientific publications when various speech recognition algorithms and solutions are compared. This is due to the fact that the word recognition percentage can be measured from all types of speech recognition systems and it can be used as a common measure to compare various systems and recognition tasks. From the end-user or an applications point of view, the word recognition accuracy is sometimes a misleading measure. Its use is best justified in such applications which aim at recognizing isolated words.

Here is an example illustrating how the word recognition accuracy relates to the actual recognition performance perceived by the end-user in a continuous speech recognition system (a speech recognition system where the user can speak complete sentences). Assuming the user says the utterance: 

“I want to book a ticket from Zürich to Stuttgart”. 

If it is further assumed that the word recognition accuracy of the system A is 90%, i.e. a single word is recognized correctly at the probability of 90%. As the sentence has 10 words, the sentence recognition rate can roughly be approximated as 0.90^10 ( 34.9%.

If there is another recognition system B which provides a 20% better word recognition accuracy, i.e. the word recognition rate is 92%
, then the sentence recognition rate increases up to 0.92^10 ( 43.4%. This is relatively ( 8.5% better, but in absolute terms the recognition accuracy of the sentence (the end user service experience) is well below an acceptable level, e.g. 95%.

This illustrates the basic problem:

Even if the word recognition accuracy is improved as much as 20%
, the actual performance gain for the speech recognition service (in terms of a sentence recognition accuracy) perceived by the end-user is still insignificant and the users cannot observe any “significant” superiority of the system B over A.

Even though word recognition (or error) rates are commonly used by the scientific speech recognition community, one needs to be very careful when carrying out comparisons. In practical speech recognition services or applications, the performance gain perceived by the end-user has the greatest importance. While the word recognition accuracy may indicate a relatively larger performance gain, this improvement results in the real application domain only as a marginal gain which is not perceived by the user.

3. recognition rates in s1-020774

In S1-020774, the recognition performance comparison is done in a continuous digit recognition task and the word recognition accuracy has been used as a measurement criterion. Typical use cases for connected digit recognition are for instance the recognition of telephone numbers, pin codes, or credit card numbers. The length of the digit sequence in these applications may vary from a few (4) up to 15-20 digits. Obviously, the objective is to get the entire digit sequence spoken by the end-user correctly recognized. When trying to understand the real improvement in the quality of service perceived by the user, it is therefore important to analyse the digit string recognition accuracies, i.e. what is the probability that the full digit sequence has correctly been recognized, instead of word recognition accuracies.

Table 1 summarizes this analysis when the recognition performance numbers have been extracted from S1-020774. It is acknowledged that the method to estimate the digit string recognition accuracy based on word recognition accuracies is not fully accurate
. 

However, instead of looking at the absolute string recognition rates, one should focus on the differences between the string recognition rates in the DSR and AMR cases. It has in this analysis been assumed that the length of the number sequence is 10 digits (typical length of American numbers or international calls).The values have been extracted from Tables 1-6 (the averaged performance across different training schemes, sets, and languages) in the document ETSI ES 201 108.

Comparison Case
DSR String Rate
AMR String Rate
DSR String Rate – 

AMR String Rate

DSR WI007 vs. AMR 12.2 using Aurora 2 database
0.713910 

≈ 3.44%
0.699310 

≈ 2.79%
0.713910  - 0.699310

 ≈ 0.65%

DSR WI007 vs. AMR 4.75 using Aurora 2 database
0.713910

≈ 3.44%
0.695210

≈ 2.64%
0.713910  - 0.695210

≈ 0.8%

DSR WI007 vs. AMR 12.2 using SpeechDat-Car DB
0.752610

≈ 5.83%
0.751610

≈ 5.75%
0.752610 – 0.751610

≈ 0.1%

DSR WI007 vs. AMR 4.75 using SpeechDat-Car DB
0.752610

≈ 5.83%
0.725710

≈ 4.05%
0.752610 – 0.725710

≈ 1.8%

Table 1: String recognition rate comparison.

Table 1 shows that the string recognition accuracy is increased only 0 - 2% in different test cases given in S1-020774. Even if the DSR based solution may indeed increase the recognition accuracy of individual digits, the string recognition accuracy remains almost unchanged. The word recognition accuracy increase is obviously not large enough to substantially improve the string recognition accuracy. It is easy to see that the number of “fully” correctly recognized digit sequences has hardly changed at all.

Out of 1000 test trials, for example, the increase in the number of correctly recognized digit sequences
 is about 17 cases (the bottom-most row in Table 1).

A similar comparison can also be made for the Advanced DSR front-end and for other results achieved in the individual test conditions. It is obvious that the achieved improvement in the actual recognition task domain is indistinguishable by the end-user.

With this small performance improvements, it is clear that the end-users do not perceive any increased quality of service if one changes the underlying speech recognition technology from AMR to DSR.

4. conclusions

The string recognition rate analysis shows, that based on the data given in S1-020774, the actual performance improvements perceived by the end-users are negligible between the DSR and AMR.

If the performance is claimed to be improved, one needs to show a substantial performance gain using the performance metric that is also perceived by the end-user in this particular application domain. Despite the fact that the word recognition rates are commonly used by the scientific speech recognition community and ETSI AURORA, 3GPP need to measure the speech recognition rates in such a way that it is well understood how the end-user perceives in the 3GPP system the performance differences between two different systems.

The use of word recognition rates and drawing the conclusions only based on them lead to the invalid conclusions.

� Or alternatively word error rate.


� (92%-90%)/(100%-90%)=20%


� Very often in speech recognition publications, a 20% increase in the word recognition accuracy is  considered “substantial” or “significant”.


� To make this analysis more accurate, it would be useful if the true string recognition rates were available in S1-020774.


� If it is assumed the most optimistic performance gain thanks to DSR.





