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Introduction

In the RAN1 #98bis meeting, agreements [1] listed in the appendix was achieved for cross-slot scheduling for NR power saving.
This contribution provides our views on remaining issues of cross-slot scheduling power saving techniques. 

Discussion on cross-slot scheduling adaptation procedures

 Application delay for cross-slot scheduling adaptation
The below agreements were achieved in the RAN#98bis meeting regarding the application delay of updated minimum applicable K0/K2 value(s).
	Agreements:
· With application delay, X, for adaptation to the indicated minimum applicable K0/K2 value(s) for a scheduled cell triggered by the 1-bit indication of a DCI format 1-1 or 0-1 with in the scheduling cell,
· UE receives DCI of the change indication in slot n of the scheduling cell
· UE can be scheduled with the indicated minimum applicable K0/K2 value(s) for PDSCH/PUSCH on the scheduled cell in a DCI in slot (n + X) of the scheduling cell
· For same-carrier scheduling and at least for PDCCH monitoring case 1-1,
· X = max(Y, Z)
· Y is the active minimum applicable K0 value of the active DL BWP prior to the change indication
· Z is ([1], [1], [2], [2]) for DL SCS of (15, 30, 60, 120) KHz, respectively
· FFS: Cross-carrier scheduling 
· FFS: PDCCH monitoring case 1-2 and case 2
· FFS: Whether and how to add a delay for adaptation from same-slot scheduling to cross-slot scheduling before potential data retransmission(s) is finished
· FFS whether or not/how to define the upper bound for the application delay
· FFS whether/how to define UE behavior in case of miss detection



The main principle of adopting application delay X = max(Y, Z) is that this value should be decided by the current UE processing timeline, which typically follows active minimum applicable K0/K2 value prior to the change indication. The other factor Z actually considers the possible lower bound processing delay depending on the used numerology. For large subcarrier spacing, one slot gap is not sufficient for UE to start use the newly indicated value. 
As can be seen, there are still some FFS points need to be addressed. Our view on them is as below.
· On cross-carrier scheduling
As mentioned above, the application delay for the new value depends on the current UE processing timeline. It is implied by the above agreement that a typical UE implementation is assume to finish decoding PDCCH before the slot of potentially earliest PDSCH. Under this assumption, UE adjusts the processing timeline accordingly to save power if the gap is sufficiently long. On the other hand, starting from the next earliest slot when scheduled PDSCH potentially arrives, UE may choose to not buffer that entire slot or only buffer part of the slot in time/frequency domain to save power, which depends on the resource allocation fields in the DCI decoded earlier.
The current TDRA table and minimum K0/K2 values are configured/indicated per BWP, which means different values can be utilized for different cells. When UE is scheduled by PCell PDCCH with PDSCH on an SCell, we think the main concerns behind this FFS bullet are: (1) Whether cross-carrier scheduling DCI may support cross-slot scheduling adaptation indication; and (2) if yes, when UE should start to use the new value for the active BWP in the scheduled SCell in a reasonable UE implementation. Because the PDCCH processing timeline for the PCell looks influenced both by the TDRA table of the PCell and SCell. If the minimum K0/K2 value in the SCell is less than that of the PCell, it is possible that the processing timeline of PCell PDCCH is too slow to know scheduled PDSCH location in SCell in advance.
In our opinion, UE may choose to buffer PDSCH of SCell earlier by implementation with some power saving gain loss. Slower PDCCH processing timeline for PCell still works. In addition, gNB can also avoid to use misaligned values among different cells as much as possible by implementation. Therefore the PCell PDCCH processing timeline counts for application delay. At this stage to finish Rel.16, we propose not to optimize the cross-carrier scheduling case, as explained above there is no substantial issue.
Proposal 1: If Rel.16 supports the indicated minimum applicable K0/K2 value(s) for a scheduled cell triggered by a cross-carrier scheduling DCI, the application delay is the same with same-carrier scheduling case.

· On PDCCH monitoring case 1-2 and case 2
Current agreement applies for PDCCH monitoring case 1-1 only. For Case 1-1, PDCCH monitoring occasions only appear up to three OFDM symbols at the beginning of a slot. This leaves more time for UE modem to finish decoding PDCCH than case 1-2 and 2 in slot-level.
For case 1-2, up to 3 consecutive OFDM symbols may occur anywhere in a slot, although the PDCCH monitoring periodicity is 14 or more symbols. Thus it is valid to pursue UE power saving for this case for dynamic resource sharing  between data and control channel, and also dynamic spectrum sharing between LTE and NR. Considering the flexibility of monitoring occasions within a slot, in our view, an easy approach is to make the support of case 1-2 to indicate the minimum value as a capability. It is beneficial to achieve a more unified processing timeline design in the UE modem.
As for case 2, we think low latency related power saving enhancement could be a possible candidate in next release to discuss. Therefore it is better not to support case 2 in Rel.16.
Proposal 2: For PDCCH monitoring case 1-2, the application delay is the same as case 1-1. Whether the UE can achieve this to support the minimum K0/K2 value indication is up to a UE capability. 
Proposal 3: For PDCCH monitoring case 2, it is not supported to indicate minimum K0/K2 value for cross-slot scheduling adaptation in Rel.16

· On potential additional delay caused by retransmission(s)
Another FFS point is whether and how to add a delay for adaptation from same-slot scheduling to cross-slot scheduling before potential data retransmission(s) is finished, wherein in our understanding, the following case is considered. UE is scheduled in Slot #N with multiple slot data transmission. UE deals with the PDCCH decoding and PDSCH buffering by processing timeline for same-slot scheduling. Meanwhile, in Slot #N, scheduling DCI indicates the new minimum K0/K2 to switch UE to cross-slot scheduling. Based on the current agreement, UE may start to apply the new value from Slot#N+1 while the data retransmission(s) are not yet finished.
In our observation, the PDCCH processing timeline may follow the cross-slot scheduling from Slot#N+1, which is not influenced by the unfinished data retransmissions. Because starting from Slot#N+1, there is a definite gap between PDCCH and scheduled PDSCH. On the other hand, in the UE implementation, the PDSCH buffering behaviour could be different for newly scheduled PDSCH from previously scheduled ones. More specifically, UE still needs to buffer the PDSCH in Slot#N+1 for retransmission scheduled by the PDCCH before this slot, while UE does not have to buffer for new transmissions. In this sense, the UE may apply the “new behavior” on PDSCH buffering later than that for PDCCH processing timeline. Furthermore, in our view, this does not influence the “application delay” in the specification, where mostly likely it will be described as something like UE does not expect gNB start to use the new value for TDRA table restriction until slot N+X. To that end, this application delay does not mandate any specific UE implementation on PDCCH processing and PDSCH buffering. UE may implement the reasonable behavior transition as per needed.
Proposal 4: No need to add a delay for adaptation from same-slot scheduling to cross-slot scheduling before potential data retransmission(s) is finished.

· On whether or not/how to define the upper bound for the application delay
In our view, the potential upper bound for the application delay is not so necessary. One may have a concern that the current minimum K0/K2 value is quite relaxed and UE implementation on PDCCH processing is always faster than that K0 value. In this sense, an upper bound was proposed. However, this may depend on how large K0/K2 value is allowed to configure by RRC signaling and whether a relatively late update has essential issues. At least in our opinion, it is up to UE implementation to update the K0 value earlier but not start to apply it until the Slot#N+K0, which has no impact to achieve the alignment with gNB. Thus there is no fundamental issue from UE side. From network side, a potential concern could be throughput loss during transitioning. But this transitioning period takes little portion of schedulable slots. The impact is quite marginal.
Proposal 5: No need to define an upper bound for the application delay for the cross-slot scheduling adaptation.  

· On whether/how to define UE behavior in case of miss detection
As proposed in [R1-1910598], we think the application delay design may bring the effectiveness to avoid potential miss detection. Since current application delay does not consider that, the error case of misalignment may happen with a probability of 1%, which is the typical miss detection rate of PDCCH. 
When it happens, UE is not able to identify that. Only the gNB can make judgement on whether new indication is successfully delivered by detecting the HARQ-ACK/NACK or PUSCH transmission from UE. If gNB identifies the miss detection, it will further indicate the new value with another DCI. Thus self-recovery is possible without new UE behaviour, although some errors and throughput loss may last for a short while. For finalization of Rel.16 NR Power Saving feature, it is okay from our side not to further optimize that. 
Proposal 6: Although we think miss detection is critical and needs to be handled by application delay design, for sake of progress, no need to define UE behaviour in case of miss detection.

TDRA table restriction applicability
After receiving the L1-based minimum K0/K2 value indication in the USS, it is clear UE behaviour that UE shall apply the indicated minimum K0/K2 value combination for the afterwards data scheduling by DCI with C-RNTI and MCS-C-RNTI in the USS, in spite of fall-back or non-fall-back DCI. On the other hand, since UE-specific PDCCH with DCI format 0_0/1_0 can also be transmitted in the CSS, whether the minimum K0/K2 value should be applied can be discussed.
When cross-slot scheduling adaptation for power saving is configured, it is typically supposed that the pdsch-TimeDomainAllocationList should be provided in pdsch-Config, and pusch-TimeDomainAllocationList in pdsch-Config, respectively. Thus, for all the UE-specific PDCCH in any common search space not associated with CORESET 0, PDSCH/PUSCH time domain allocation should follow the UE-specifically configured TDRA table.
Whilst for all the UE-specific PDCCH in any common search space associated with CORESET 0, there are two possible cases. [38.214, Sec 5.1.2.1.1 and Sec 6.1.2.1.1]
· Case 1: If pdsch-ConfigCommon includes pdsch-TimeDomainAllocationList, and/or pusch-ConfigCommon includes pusch-TimeDomainAllocationList, the common TDRA table is used.
· Case 2: Otherwise, the default table A is used.
Since for DL, the default table A only uses K0 = 0, it is not possible for UE to apply the indicated minimum K0 value as the same way as the search space not associated with CORESET 0, except the current specification is changed to make UE use the UE-specifically configured TDRA table. We also discussed this in our previous contributions that for common PDCCH, the power saving gain can not be achieved with all entries’ K0 = 0 anyway. UE-specific PDCCH in the same CSS would not save power by using cross-slot scheduling as well. It is because the UE has to buffer all the PDSCH and in the meanwhile the PDCCH processing timeline is not relaxed. However, for UL, the default table entries have more diversified K2 values. Thus the TDRA table restriction can still be applied.
Therefore, we propose:
Proposal 7: If pdsch-ConfigCommon does not include pdsch-TimeDomainAllocationList, TDRA table restriction does not apply to UE-specific PDCCH (C-RNTI, MCS-C-RNTI, and CS-RNTI) in any common search space associated with CORESET 0. If pusch-ConfigCommon does not include pusch-TimeDomainAllocationList, TDRA table restriction applies to UE-specific PDCCH (C-RNTI, MCS-C-RNTI, and CS-RNTI) in any common search space associated with CORESET 0. 
As for Case 1, actually the gNB can possibly configure a common TDRA table, whose entries employ more diversified K0 values other than K0 = 0. In this case, it is eligible to allow UE to save power by using cross-slot scheduling. However, if the configured common TDRA table’s entries use only identical K0 value, e.g. only K0 = 0, it is also not possible for UE to use cross-slot scheduling to save power. It is also important that the indicated minimum K0 value should be within the range of the K0 value of the common TDRA table entries. Same philosophy also applies for UL case. Then we propose:
Proposal 8: If pdsch-ConfigCommon includes pdsch-TimeDomainAllocationList and the indicated minimum K0 value is within the range of the K0 values of the common TDRA table entries, TDRA table restriction applies to UE specific PDCCH (C-RNTI, MCS-C-RNTI, and CS-RNTI) in any common search space associated with CORESET 0. This principle also applies for UL case.
On the other hand, it is possible that indicated minimum K0 value is within the range of dedicated TDRA table but outside the range of common TDRA table. In this case, UE behaviour should also be clarified that either restriction is not applied or the monitoring occasions associated with CORESET 0 are skipped.
Although rather rare and not so typical, but it is also possible that the pdsch-TimeDomainAllocationList is not provided in pdsch-Config but provided in pdsch-ConfigCommon. Then the same discussion for CSS associated with CORESET 0 can also be applied to all the USS and CSS. Because in this case, common TDRA table will apply to all the search space for both common and UE-specific RNTI.

Proposal 9: If the pdsch-TimeDomainAllocationList is not provided in pdsch-Config but provided in pdsch-ConfigCommon, proposal 5 and 6 would apply to all the search spaces.
Conclusions
This contribution provides our considerations on the cross-slot procedures for power saving. The conclusions are summarized below:
Proposal 1: If Rel.16 supports the indicated minimum applicable K0/K2 value(s) for a scheduled cell triggered by a cross-carrier scheduling DCI, the application delay is the same with same-carrier scheduling case.
Proposal 2: For PDCCH monitoring case 1-2, the application delay is the same as case 1-1. Whether the UE can achieve this to support the minimum K0/K2 value indication is up to a UE capability. 
Proposal 3: For PDCCH monitoring case 2, it is not supported to indicate minimum K0/K2 value for cross-slot scheduling adaptation in Rel.16
Proposal 4: No need to add a delay for adaptation from same-slot scheduling to cross-slot scheduling before potential data retransmission(s) is finished.
Proposal 5: No need to define an upper bound for the application delay for the cross-slot scheduling adaptation.
Proposal 6: Although we think miss detection is critical and needs to be handled by application delay design, for sake of progress, no need to define UE behaviour in case of miss detection.
Proposal 7: If pdsch-ConfigCommon does not include pdsch-TimeDomainAllocationList, TDRA table restriction does not apply to UE-specific PDCCH (C-RNTI, MCS-C-RNTI, and CS-RNTI) in any common search space associated with CORESET 0. If pusch-ConfigCommon does not include pusch-TimeDomainAllocationList, TDRA table restriction applies to UE-specific PDCCH (C-RNTI, MCS-C-RNTI, and CS-RNTI) in any common search space associated with CORESET 0. 
Proposal 8: If pdsch-ConfigCommon includes pdsch-TimeDomainAllocationList and the indicated minimum K0 value is within the range of the K0 values of the common TDRA table entries, TDRA table restriction applies to UE specific PDCCH (C-RNTI, MCS-C-RNTI, and CS-RNTI) in any common search space associated with CORESET 0. This principle also applies for UL case.
Proposal 9: If the pdsch-TimeDomainAllocationList is not provided in pdsch-Config but provided in pdsch-ConfigCommon, proposal 5 and 6 would apply to all the search spaces.
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Appendix

Agreements on RAN1#98bis meeting:
Agreements:
For an activated BWP without the 1-bit indication received in DCI for adapting the minimum applicable value of K0 (K2) for the BWP when there are one or two RRC configured values for the BWP, e.g., due to BWP switching triggered by BWP timer expiration, etc., the value applied for the BWP before the 1-bit indication is received within the BWP is determined by
· Option 2: The configured value if one value is RRC configured; The lowest-indexed RRC configured value if two values are RRC configured
FFS Value zero is a valid configuration for the minimum applicable K0/K2 value for the case when two RRC values are configured for the BWP
Agreements:
Value zero is a valid configuration for the minimum applicable K0/K2 value for the case when two RRC values are configured for the BWP
· Detail RRC configuration design is up to RAN2.

Agreements:
For the purpose RRC configuration design, the configured minimum applicable K0/K2 value(s) are a subset of the possible values for those of the existing K0/K2 parameters 
· FFS the detailed subset of values

Agreements:
UE higher layer signalling (detailed mechanisms up to RAN2) of suggested minimum applicable values for K0/K2 (one for each) for applying cross-slot scheduling is supported:
· For each of the all possible SCSs, the values are reported separately
· For same-carrier scheduling, each suggested value is in the range from 1 to 
· 15kHz/30kHz SCS: [2-4] slots
· 60kHz/120kHz SCS: [4-8] slots 
· FFS how to apply the values to the cross-carrier scheduling case in terms of minimum applicable value

Agreements:
For the RRC configuration, the configured minimum applicable K0/K2 value(s) take integer value(s) in the range from 0 to [16]

Agreements:
· With application delay, X, for adaptation to the indicated minimum applicable K0/K2 value(s) for a scheduled cell triggered by the 1-bit indication of a DCI format 1-1 or 0-1 with in the scheduling cell,
· UE receives DCI of the change indication in slot n of the scheduling cell
· UE can be scheduled with the indicated minimum applicable K0/K2 value(s) for PDSCH/PUSCH on the scheduled cell in a DCI in slot (n + X) of the scheduling cell
· For same-carrier scheduling and at least for PDCCH monitoring case 1-1,
· X = max(Y, Z)
· Y is the active minimum applicable K0 value of the active DL BWP prior to the change indication
· Z is ([1], [1], [2], [2]) for DL SCS of (15, 30, 60, 120) KHz, respectively
· FFS: Cross-carrier scheduling 
· FFS: PDCCH monitoring case 1-2 and case 2
· FFS: Whether and how to add a delay for adaptation from same-slot scheduling to cross-slot scheduling before potential data retransmission(s) is finished
· FFS whether or not/how to define the upper bound for the application delay
· FFS whether/how to define UE behavior in case of miss detection
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