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1. [bookmark: OLE_LINK1][bookmark: OLE_LINK2]Introduction 
This contribution discusses the following remaining issues on scheduling of multiple DL / UL transport blocks:
· Use of scheduling gaps for multiple TBs
· Multiplexing / bundling of HARQ ACK/NACK feedback
2. Use of scheduling gaps for multiple TBs
In RAN1#98 Prague, the following agreement was made:
Agreement
The following working assumption is confirmed:
For unicast, scheduling gaps for multiple transport blocks is supported and a scheduling gap can be configured by [RRC and/or DCI].
· The support of scheduling gaps is UE optional feature regardless of the support of multiple TBs.
· FFS: Details on the scheduling gap such as duration, applicability, etc.

In RAN1#98bis Chongqing, the following agreements were made:
Agreement 
For unicast, the scheduling gap configuration indicates:
· Scheduling gap duration with granularity(FFS)
· FFS: Scheduling gap periodicity
· FFS: Scheduling gap time offset
· FFS: Threshold for enabling scheduling gap 

Agreement
For unicast, a scheduling gap containing an MPDCCH transmission can be used for indication of early termination of ongoing PUSCH transmission(s).
· FFS: Whether a UE is required to monitor MPDCCH during the scheduling gap
· FFS: Whether the above also applies for PDSCH

In the following, we consider the ranges of the following aspects of scheduling gap configuration:
· Scheduling gap duration with granularity(FFS)
· Scheduling gap periodicity
· Scheduling gap time offset
· FFS: Threshold for enabling scheduling gap 
 
Scheduling gap duration
In [6], it was observed that one of the major reasons for supporting scheduling gaps was to allow other UEs to be scheduled during an ongoing MTBG transmission. The MTBG scheduling gap thus provides unallocated time and frequency resources within the MTBG transmission to allow PDSCH / PUSCH to be transmitted to and from other UEs, including non-MTC UEs (such as smartphones or other legacy LTE devices).
In supporting scheduling other UEs in the scheduling gaps, there are two possible modes of operation:
· The duration of the scheduling gap needs to be sufficiently long to allow all of the traffic for the other UE to be scheduled within the scheduling gap. [6] showed that for the web browsing / HTTP traffic model [4], the scheduling gap would need to be between 20 and 120 subframes long. This length of scheduling gap seems excessive.
· The duration of the scheduling gap allows for some data to be transmitted to the other UE, but if larger amounts of data needed to be transmitted, the MTBG transmission should be early terminated. The MTBG transmission can then potentially be re-started at a future time. We suggest that the length of the scheduling gap in this case should be configurable up to 16 slots. E.g. possible scheduling gap durations could be {2,4,8,16} subframes, requiring 2 bits of RRC signaling.

Proposal 1: The UE can be configured with a scheduling gap duration from the set of {2,4,8,16} subframes.
Scheduling gap periodicity
The scheduling gap periodicity affects the latency of the other UE that would be scheduled within the scheduling gap. The acceptable latency for the other user depends on the traffic model applied for the other user. It is assumed that the other user is using a bursty traffic model (if the other user had a non-bursty traffic model, it would be unlikely to be sharing physical resources with an eMTC MTBG transmission). If the other user is operating in a DRX mode (for bursty traffic), it would be reasonable that the extra latency incurred by having to wait for an MTBG scheduling gap should be comparable to the DRX cycle length (which is {10ms, 20ms, 32ms, 40ms}) etc. There is no point in having a very large scheduling gap periodicity (if the periodicity is too high, the scheduler might as well not use scheduling gaps and simply schedule the other user when the MTBG transmission completes: the latency implications on the other user would be similar).
Observation 1: The scheduling gap periodicity for MTBG transmissions should be similar to the DRX cycle length.
Proposal 2: The UE can be configured with a scheduling gap periodicities from the set of {10, 20, 32, 40} ms.
Hence the latency introduced to the other user by the use of MTBG with scheduling gaps should be similar to the latency introduced by DRX for that other user.
Scheduling gap offset
A major use case of MTBG scheduling gaps is to support the scheduling of other UEs (e.g. smartphones) during an ongoing MTBG transmission. If scheduling gaps were non-aligned between eMTC narrowbands, it would not be possible to schedule other (non-eMTC) UEs across the entire system bandwidth. This issue is illustrated in Figure 1, where a non-eMTC UE cannot be scheduled across the system bandwidth due to non-alignment of the scheduling gaps in narrowbands 1 and 2.
[image: ]
[bookmark: _Ref24149447]Figure 1 - Blocking of wideband scheduling of non-eMTC UEs when scheduling gaps are not aligned between narrowbands
In order to align the scheduling gaps between narrowbands, the scheduling gaps should occur at fixed time intervals, i.e. occur at fixed times relative to SFN, rather than at start times relative to the start of the MTBG transmission. Figure 1 shows how inserting scheduling gaps relative to the start of the MTBG transmission would impede the ability to schedule wideband transmissions to non-eMTC UEs.
Figure 2 shows how transmissions to non-eMTC UEs can span the system bandwidth if the scheduling gaps occur at fixed times relative to the SFN.
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[bookmark: _Ref24150028]Figure 2 - Wideband transmissions for non-eMTC UEs can span the system bandwidth when scheduling gaps are aligned to SFN

Proposal 3: The offset of scheduling gap timing is relative to SFN, rather than relative to the start of the MTBG transmission.
Threshold for enabling scheduling gap
As discussed above, scheduling gaps between narrowbands should align, to allow for wideband transmissions for non-eMTC UEs. It hence does not matter what the length of an MTBG transmission is: as long as part of the MTBG transmission traverses the relevant SFN, a scheduling gap should be inserted.
Proposal 4: There is no threshold for enabling scheduling gaps.

In the following, we consider the following issues related to early termination:
For unicast, a scheduling gap containing an MPDCCH transmission can be used for indication of early termination of ongoing PUSCH transmission(s).
· FFS: Whether a UE is required to monitor MPDCCH during the scheduling gap
· FFS: Whether the above also applies for PDSCH

Monitoring of MPDCCH during scheduling gap
In order to support early termination during the scheduling gap, there needs to be a DL signaling message instructing the UE to perform early termination. This DL signaling needs to be carried either directly in MPDCCH or in a PDSCH that is scheduled by MPDCCH. Hence the UE needs to monitor MPDCCH during the scheduling gap.
Proposal 5: The UE monitors MPDCCH during the scheduling gap.
Applicability of early termination for PDSCH
In order to schedule a non-eMTC in the UL during an ongoing UL MTBG transmission, the MTBG eMTC UE clearly has to be sent early termination signaling (such that the UL MTBG transmission and the transmission from the non-eMTC UE do not collide).
In the DL, if a non-eMTC UE is scheduled during an ongoing DL MTBG transmission, it is not strictly necessary to inform the eMTC MTBG UE that the MTBG transmission is being terminated and that there is a pre-empting transmission to the non-eMTC UE. It would be possible to allow the non-eMTC transmission to corrupt the soft buffers of the eMTC UE’s MTBG transmission and once the non-eMTC transmission had finished, the buffers of the eMTC UE could be flushed (by toggling the NDI bit). However this mode of operation wastes the DL resources that were initially used to transmit to the eMTC UE.
In order to improve efficiency, it should be possible to send early termination signaling relating to a DL MTBG transmission.
Proposal 6: The scheduling gap can be used for indication of early termination of ongoing PDSCH transmissions.
When the UE receives early termination signaling related to PDSCH on MTBG transmissions, the UE is likely to have successfully decoded (depending on BLER and whether interleaving is applied or not) the transport blocks of the MTBG transmission that preceded the early termination signaling. The UE should thus report the HARQ ACK / NACK status of those transport blocks via UCI signaling (e.g. via PUCCH), as shown in Figure 3.
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[bookmark: _Ref24152294]Figure 3 - Reporting the HARQ ACK/NACK status of those DL MTBG transport blocks that precede early termination signalling in a scheduling gap
Proposal 7: When a DL MTBG transmission is terminated early, the UE reports the HARQ ACK/NACK status of those DL transport blocks that preceded the early termination signal.
3. HARQ ACK-bundling support in CE Mode A
The following agreements related to HARQ ACK / NACK bundling were made at RAN1#98 Prague:
Conclusion
There is no consensus on the support of HARQ-ACK bundling in CE mode B for unicast multi-TB scheduling

Agreement
For unicast multi-TB scheduling, HARQ-ACK multiplexing in CE mode B is not supported

The following agreements were made in RAN1#98bis Chongqing:
Agreement
For UEs that support multi-TB scheduling with HARQ-ACK bundling, the bundling is enabled/disabled/configured by RRC and the actual bundle size is indicated by DCI

Agreement
· For UEs that support multi-TB scheduling with HARQ-ACK bundling, the maximum bundle size is 4.
· Strive to reuse Rel-14 HARQ-ACK bundling feature as baseline at least for the non-interleaving case

HARQ bundling size.
When HARQ bundling is applied, all of the ACK-NACK bits for the individual transport blocks are combined via a logical-AND operation. If one of the transport blocks is in error, then the whole HARQ bundle is reported as NACK and is subject to re-transmission. The probability of a bundled-HARQ reporting NACK depends on the bundle size, ‘n’, and the PDSCH BLER. Assuming PDSCH transport blocks are subject to failure independently, the probability of the HARQ-bundle reporting NACK is:
 
Figure 4 shows the probability of a NACK being reported as a function of bundle size for PDSCH BLERs of 10% and 20%. At the agreed maximum bundle size of 4, the probability of the HARQ bundle reporting a bundled NACK is approximately 35% at a PDSCH BLER of 10% and 60% at a PDSCH BLER of 20%.     
Observation 2: For a HARQ bundle size of 4, the probability of reporting a bundled NACK is 35% / 60% for raw PDSCH BLER = 10% / 20%.
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[bookmark: _Ref528962804]Figure 4 - Probability of HARQ bundle reporting NACK as bundle size increases
The Release-14 HARQ bundling feature provides a baseline mechanism for HARQ bundling for MTBG transmissions in Release-16. In Release-16, there is still scope for improving the baseline performane of HARQ bundling when the HARQ bundle reports NACK.
When a HARQ bundle reports NACK, the eNB ideally needs to know which of the constituent transport blocks associated with the HARQ bundle needs to be re-transmitted. In order to allow signalling of the ACK / NACK status of individual transport blocks, it is proposed that if the HARQ ACK-NACK bundle indicates NACK, the UE additionally transmits separate PUCCH indcating the ACK / NACK status of the individual DL PDSCH transport blocks, as shown in Figure 5.
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[bookmark: _Ref528964455]Figure 5 – Transmission of individual ACK / NACK indications after a transmission of a HARQ-bundled NACK
Figure 5 shows:
· When all PDSCH are ACK-ed, a single bundled-ACK bit is sent on PUCCH. From Figure 4, when operating at a BLER target of 20%, this case occurs 40% of the time with a bundle size of 4. i.e. nearly half the time there is no need to send individual ACK-NACK indications.
· When some PDSCH are NACK-ed, a single NACK bit is sent on PUCCH, followed by individual ACK-NACK bits sent on individual PUCCH. Note that the transmission of individual PUCCH is the default behaviour in any case.
The average number of PUCCH that need to be transmitted using the scheme shown in Figure 5 is shown in Figure 6. It is seen that the average number of PUCCH transmitted by the UE is signficantly reduced when individual ACK / NACK indications are only transmitted following a HARQ-bundled NACK. For example with the maximum HARQ bundle size of 4, there is a 20% reduction in PUCCH transmission at BLER = 20% and a 40% reduction at BLER = 10%.
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[bookmark: _Ref528966136]Figure 6 - Average number of PUCCH transmitted when individual PUCCH are transmitted following a HARQ-bundled NACK
Based on the reduced number of PUCCH transmitted (and hence reduced UE power consumption), the following proposal is made:
Proposal 8: When a HARQ-bundled NACK is transmitted, individual PUCCH are transmitted following that HARQ-bundled NACK, indicating the ACK / NACK status of individual PDSCH transport blocks.
4. Summary of Proposals
This contribution has considered the scheduling of multiple DL / UL transport blocks and makes the following observations and proposals:
Scheduling gaps
Observation 1: The scheduling gap periodicity for MTBG transmissions should be similar to the DRX cycle length.
Proposal 1: The UE can be configured with a scheduling gap duration from the set of {2,4,8,16} subframes.
Proposal 2: The UE can be configured with a scheduling gap periodicities from the set of {10, 20, 32, 40} ms.
Proposal 3: The offset of scheduling gap timing is relative to SFN, rather than relative to the start of the MTBG transmission.
Proposal 4: There is no threshold for enabling scheduling gaps.
Proposal 5: The UE monitors MPDCCH during the scheduling gap.
Proposal 6: The scheduling gap can be used for indication of early termination of ongoing PDSCH transmissions.
Proposal 7: When a DL MTBG transmission is terminated early, the UE reports the HARQ ACK/NACK status of those DL transport blocks that preceded the early termination signal.
HARQ bundling
Observation 2: For a HARQ bundle size of 4, the probability of reporting a bundled NACK is 35% / 60% for raw PDSCH BLER = 10% / 20%.
Proposal 8: When a HARQ-bundled NACK is transmitted, individual PUCCH are transmitted following that HARQ-bundled NACK, indicating the ACK / NACK status of individual PDSCH transport blocks.
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