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1 Introduction
In the RAN1 #98b meeting [1], much progress has been made. However, there are still some remaining issues for the design of Option 4, including the mechanisms of TBS determination, frequency hopping, RV determination, and the impact to UCI on PUSCH. In this contribution, we discuss the above issues. 
2 Time domain mapping rule
2.1 The value of L
Firstly, introducing L>14 critically increases the available S+L combinations that can be selected into the TDRA table, which imposes higher UE capability and leads to complicated configurations of the TDRA entries at the gNB side. Secondly, it has no obvious gain since a similar reliability performance can alternatively be achieved by using more repetitions with shorter duration for each repetition. Thirdly, in terms of average latency, as shown in [2], using a shorter duration with more repetitions performs much better than a single PUSCH with longer duration. Therefore, it is not necessary to support L>14.
Observation 1: Supporting L>14 achieves no obvious gain but leads to more specification work and also performance loss in terms of PUSCH transmission latency.
Proposal 1: It is not necessary to introduce L>14.
2.2 Interaction with DL/UL directions
In RAN1#98 meeting, several candidate options have been identified for interaction with DL/UL directions. In RAN1#98b meeting, option 1-2, 1-4, 2-2, 2-3 have been precluded for dynamic grant PUSCH, and option 1-4 has been precluded for configured grant PUSCH.
	Conclusion:

In terms of how to handle the interaction of enhanced PUSCH with DL/UL directions, consider the following options:
· For DG PUSCH

· If dynamic SFI is not configured,

· Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.

· If dynamic SFI is configured

· Option 1: behavior not dependent on dynamic SFI

· Option 1-1: Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.

· FFS whether the conflict between dynamic SFI and symbols used for PUSCH transmission is considered as an error case, e.g.

· Option 1-1a: The UE does not expect any semi-static flexible symbol to be indicated as DL within the PUSCH transmission time window.

· Option 1-1b: No error case is defined and in general all semi-static flexible symbols are used for PUSCH within the PUSCH transmission time window.

· Option 1-2: Semi-static DL/flexible symbols are not used for PUSCH. Segmentation occurs around semi-static DL/flexible symbols.

· Option 1-3: Dynamic indication in UL grant on which set of semi-static flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL and the dynamically indicated invalid symbols.

· Option 1-4: Pre-defined rules to determine which set of semi-static flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL and the invalid symbols as defined in the rules.

· Option 2: the UE uses SFI to determine the symbols to transmit

· In case SFI is configured and received 

· Option 2-1: Segmentation occurs around semi-static DL symbols and dynamic DL/flexible symbols

· Option 2-2: Dynamic flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL symbols and dynamic DL symbols

· Option 2-3: Dynamic flexible symbols are used for PUSCH. A repetition is not transmitted if it conflicts with a dynamic DL symbol.

· Option 2-4: A repetition is not transmitted if it conflicts with a dynamic DL/flexible symbol

· In case SFI is configured and not received

· A repetition is not transmitted if it conflicts with a semi-static flexible symbol.

· For CG PUSCH other than the first Type 2 CG PUSCH (including all the repetitions) activated by an UL grant

· If dynamic SFI is not configured,

· Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.

· If dynamic SFI is configured

· Option 1: behavior not dependent on dynamic SFI

· Option 1-1: Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.

· This does not seem to make much sense for CG. If semi-static flexible symbols are always used for CG PUSCH, the gNB can essentially configure these symbols as UL in semi-static configuration. – no need for this option?

· Option 1-2: Semi-static DL/flexible symbols are not used for PUSCH. Segmentation occurs around semi-static DL/flexible symbols.

· Option 1-3 from DG is not applicable for CG.

· Option 1-4: Pre-defined rules to determine which set of semi-static flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL and the invalid symbols as defined in the rules.

· Option 2: the UE uses SFI to determine the symbols to transmit

· In case SFI is configured and received 

· Option 2-1: Segmentation occurs around semi-static DL symbols and dynamic DL/flexible symbols

· Option 2-2 does not make sense for CG. (Dynamic flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL symbols and dynamic DL symbols)

· Option 2-3 does not make sense for CG. (Dynamic flexible symbols are used for PUSCH. A repetition is not transmitted if it conflicts with a dynamic DL symbol.)

· Option 2-4: a repetition is not transmitted if it conflicts with a semi-static DL symbol and a dynamic DL/flexible symbol

· In case SFI is configured and not received

· A repetition is not transmitted if it conflicts with a semi-static flexible symbol.


As for the definition of Option 4, the PUSCH repetitions should be split into multiple actual PUSCHs if it is expected to cross the DL/UL boundary. Therefore, the basic principle is that the UE should span across the DL/UL boundary and transmit actual PUSCHs on the UL periods. 

If the dynamic SFI is missed by the UE, the gNB would be confused with the R16 PUSCH transmissions. For example, the number of actual PUSCH repetitions between what gNB expects and what UE transmits are different. Thus, option 1, that UE behavior is not dependent on dynamic SFI, would be more suitable for DG and CG PUSCH considering the reliability requirement of URLLC. If option 1-1 is applied to DG PUSCH, which is ‘Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols’, more time domain resources including flexible symbols can be used for URLLC PUSCH mapping. And for configured grant, only option 1-2 is left in option 1.
Proposal 2: The following option can be supported to handle the interaction of enhanced PUSCH with DL/UL directions for DG PUSCH:
· Option 1-1: Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
Proposal 3: The following option can be supported to handle the interaction of enhanced PUSCH with DL/UL directions for CG PUSCH: 

· Option 1-2: Semi-static DL/flexible symbols are not used for PUSCH. Segmentation occurs around semi-static DL/flexible symbols.

2.3 Enabling and disabling of dynamic indication of repetition number
In the previous meetings, it has been agreed that

	Agreements in RAN1#96b:
For option 4, dynamic indication of the nominal number of repetitions in the DCI scheduling dynamic PUSCH is supported for PUSCH enhancements. The dynamic indication can be enabled or disabled by the gNB.

· FFS the exact signaling method

· FFS the exact DCI format(s)

· FFS the exact mechanism to enable or disable

· FFS the DCI activating type 2 configured grant PUSCH

Agreements in RAN1#98b:

For the dynamic indication of the number of repetitions for dynamic grant:

· Jointly coded with SLIV in TDRA table, by adding an additional column for the number of repetitions in the TDRA table 


The existence of a nominal value of PUSCH repetitions in the TDRA table for R16 transmission scheme is a prerequisite to later define a method to disable the dynamic indication. If dynamic indication is disabled for R16 PUSCH transmission, the repetition number in the TDRA table would be invalid and the UE may fall back to the R15 PUSCH transmission scheme, either with or without slot aggregation. UE should know that the slot aggregation is not supported after disabling the dynamic indication without ambiguity. And R15 PUSCH transmission scheme doesn’t support PUSCH mapping crossing slot boundary if the UL grant indicates a row in the TDRA table that S+L>14. 
Proposal 4: When dynamic indication of repetition number is disabled by gNB, UE should support R15 PUSCH transmission without slot aggregation.
2.4 Remaining details of TDRA table configuration
In Rel-15, for type 1 CG, if RRC parameter PUSCH-Config has provided a table, then this table is used for PUSCH transmission. However, two separate TDRA tables are configured for DCI format 0_1 and DCI format 0_2 in Rel-16, so how to decide which TDRA table is used by type 1 CG should be discussed. Details are in our companion paper[3]. TDRA table selection for Type 1 configured grant follows the rules defined for a DCI format (either 0_1 or 0_2) on UE specific search space which is configured with the same PUSCH repetition type (either type A or type B) as that for Type 1 configured grant. If none of the two DCI formats is configured with the same PUSCH repetition type as that for Type 1 configured grant, TDRA table selection for Type 1 configured grant follows the Rel.15 rules for UE specific search space defined in Table 6.1.2.1.1-1 of TS38.214. If both the two DCI formats are configured with the same PUSCH repetition type as that for Type 1 configured grant, TDRA table selection for Type 1 configured grant by default follows the rules for one of the two formats (e.g. format 0_1) on UE specific search space.
Proposal 5: If TDRA table is configured separately for DCI format 0_1 and DCI format 0_2, the TDRA table used by  type 1 CG should be decided.
2.5 Handling of orphan symbols
One motivation for introducing Option 4 to allow the UE to span the slot/DL boundary is to resolve the orphan symbol issue of Option 1. Although it is still possible for an orphan symbol to occur when there is only one symbol left before or after the slot/DL boundary and the DMRS is not configured to be FDMed with data, this may not frequently happen and can be avoided by smart scheduling or configuration of the gNB. In particular, the gNB can delay the start of all of the transmissions or adjust K or L to avoid the occurrence of orphan symbols. E.g., to avoid the nominal PUSCH with 2OS length to span the slot boundary, the gNB can delay all of the transmissions by 1OS, which causes negligible impact to latency.
Proposal 6: It can be up to the gNB implementation, e.g., by delaying the start of all of the transmissions or adjusting K or L, to avoid the orphan symbol issue.

2.6 DMRS design

As a simple way, the DMRS positions should be determined for each actually transmitted PUSCH, regardless of whether the PUSCH is a nominal PUSCH or a shortened PUSCH after splitting. 
3 Other specification impacts
In this section we discuss other specification impacts, including TBS determination, RV determination, frequency hopping, and impact to UCI on PUSCH repetitions.
3.1 TBS determination
Several TBS determination mechanisms were raised for PUSCH repetitions as shown in the following. 
· Method 1: TBS is calculated based on the first PUSCH as Rel-15
· Method 2: TBS is calculated based on the shortest PUSCH
· Method 3: TBS is calculated based on all PUSCHs

· Method 4: TBS is calculated based on the longest/nominal PUSCH
For Method 1, the first PUSCH may be a short PUSCH due to the split of the first nominal PUSCH. In this case, the effective coding rate is lowered for the remaining nominal PUSCHs which are not split, thus the spectrum efficiency would be suboptimal due to the unmatched combination of the modulation order and the effective coding rate. Another drawback of this method is that the upper bound of the calculated TBS depends on the size of the first PUSCH. E.g., the TBS is very small if the first PUSCH starts close to the slot/DL boundary. There are similar drawbacks for Method 2 which always adopts the shortest PUSCH to calculate the TBS. 
Although TBS calculated based on the whole duration as Method 3 would lead to higher spectrum efficiency, it has a risk of overbooked TBS issue where the TBS is too big to be carried on each PUSCH repetition so that partial systematic bits are dropped for each PUSCH repetition. For RV pattern 0000 and 0303 for CG, each PUSCH repetition carries almost the same encoded bits, thus the dropped systematic bits cannot easily be recovered by other repetitions. Therefore, it is preferred to calculate the TBS based on one certain repetition to guarantee that all transmissions are self-decodable.
Method 4 can guarantee the whole transmissions are self-decodable regardless of the RV pattern. E.g., for RV 0000 or 0303, the whole transmissions can be self-decodable since the longest PUSCH would carry full systematic bits. On the other hand, this method achieves better resource utilization efficiency than Method 1/2 since it can achieve the higher upper bound of the TBS and guarantee more appropriate combination of modulation order and effective coding rate. 
Under Method 4, it is straightforward to utilize the nominal PUSCH for TBS calculation if at least one nominal PUSCH is generated without splitting. In addition, it needs further discussion of the situations where all the generated repetitions are split PUSCHs. 

One example is that each of the nominal PUSCH(s) is split into segments by the slot boundary. As shown in Figure 5 (a), where K=1 and the nominal PUSCH is split by slot boundary, the set of transmissions consists of two PUSCH segments. Another example is that the nominal PUSCH may be omitted due to the conflict with semi-static DL symbols. As shown in Figure 5 (b), where K=2, and the 2nd nominal PUSCH as well as the 2nd segment of the 1st nominal PUSCH are omitted due to the collision with semi-static DL symbols. 
For the above two examples, the overbooked TBS issue may still occur if the TBS is calculated based on the nominal PUSCH, where too large effective coding rate may be applied for the actually transmitted PUSCH segment(s). To guarantee that all transmissions are still self-decodable, the TBS needs to be calculated based on the longest PUSCH segment after splitting and omitting (due to the conflict with semi-static DL). Therefore, adopting the longest PUSCH after splitting and omitting for TBS calculation can be considered as the unified solution. 
Observation 2: Calculating the TBS based on the longest PUSCH can guarantee that all transmissions are self-decodable while on the other hand achieving better resource utilization efficiency.

Proposal 7: RAN1 should support to calculate the TBS based on the longest PUSCH after splitting and omitting if any.The longest PUSCH equals the nominal PUSCH, if at least one nominal PUSCH is generated without being split or being omitted.
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Figure 1 All the generated PUSCH(s) are split PUSCH segment(s)
3.2 RV determination
In Rel-15, RV of the nth (1<=n<=K) TO among K repetitions is associated with the (mod(n-1,4)+1)th value of an RV sequence, and the RV sequence is indicated by DCI and RRC for dynamic grant and configured grant respectively. To fully use the available symbols in a slot, PUSCH durations of different repetitions are not necessarily to be the same in Rel-16. In this case, RV determination method in Rel-15 may be no longer optimal, as RV0 may be associated with a very short TO so that systematic bits may be dropped. 
As an improvement, when the durations of the K TOs are not equal, RV determination should guarantee the TO with the longest duration (e.g., L symbols where L is derived from SLIV) is associated with RV0 to transmit as many systematic bits as possible. And if there is a set of TOs with the same longest duration, RV cycling for these TOs should be supported. A simple principle is the kth TO with the long TO set is associated with the (mod(k-1,4)+1)th value of the RV sequence. For example, as illustrated in Figure 6, the 2nd and the 4th TOs are associated with RV0 and RV2, respectively, if RV sequence is {0231}. RV cycling could be performed for the remaining TOs by time order using the remaining RV values in the RV sequence. E.g. RV3 and RV1 are applied to the 1st and the 3rd TO, respectively.

As the RV mapping could be based on the predefined rule as mentioned above, the RV field in the DCI could be reinterpreted for dynamic indication of repetition number, which introduces no extra L1 signaling overhead.
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Figure 2  RV cycling for transmission occasions with different durations

Another possible way for RV determination enhancement is to introduce more candidate RV sequences configured by RRC. However, for dynamic grant, this increases L1 signaling overhead as more bits in DCI are needed to indicate the selected RV sequence. And for configured grant, as the PUSCH repetition pattern may vary among CG periods due to the irregular occurrence of the slot boundary or DL symbols, the mismatch of the two is not always avoidable. To match the RV pattern with the repetition pattern, a further enhancement may be needed to associate the configured RV pattern with the configured SLIV entry, CG period and DL/UL pattern, which complicates the RRC configuration.
Proposal 8： RV determination should guarantee the TO with the longest duration can be associated with RV0, and if there are a set of TOs with the same duration, RV cycling among these TOs should be adopted.
3.3 Frequency hopping design
The PUSCH repetitions can have equal length or unequal lengths depending on the positions of the UL periods, slot boundary or the SLIV(s) signaled by the DCI. When the PUSCH repetitions are with equal length, inter-slot PUSCH hopping and inter-PUSCH hopping can be supported as agreed for Option 1. When the PUSCH repetitions have unequal lengths, inter-slot PUSCH hopping and inter-PUSCH hopping can also be supported to achieve diversity gain. 
In addition, as the nominal PUSCH could be split by the slot/DL boundary, it should be further discussed whether the hopping occurs for each actual PUSCH after splitting or occurs for each nominal PUSCH (i.e., the split PUSCHs are within one hop) for inter-PUSCH hopping. In our perspective, to guarantee better diversity, the hopping could occur in the unit of nominal PUSCH so that each hop can have even length. Figure 7 shows two nominal PUSCHs signaled by the gNB, wherein the second nominal PUSCH is split into two actual PUSCHs by the slot boundary. If the hopping occurs for each actual PUSCH, different hops may have unequal PUSCH length, and there is a risk of losing diversity gain in case a short PUSCH is in a different frequency from the other long PUSCHs as shown in Case 1. On the other hand, the diversity gain can be better guaranteed as each hop has the same length as shown in Case 2.
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Figure 3 Two inter-PUSCH hopping patterns
Intra-PUSCH frequency hopping may cause additional DMRS overhead, especially for the short PUSCH length, so that the benefit of intra-PUSCH hopping may be marginal due to the loss of coding gain. As an alternative, the gNB can signal relatively short PUSCH length and enable inter-PUSCH hopping to achieve a similar effect with the Rel-15 intra-slot hopping.
Proposal 9: Inter-slot hopping and inter-PUSCH hopping can be supported. 
· The hopping could occur in the unit of nominal PUSCH for inter-PUSCH hopping.
Proposal 10: It is not necessary to support intra-PUSCH hopping.

3.4 Impact to UCI on PUSCH repetitions
In Rel-15, a timeline is defined for UCI multiplexing, including UCI piggyback on PUSCH with UL-SCH, which is 
(1) The first symbol of overlapping PUCCHs and/or PUSCH is N1+X away from the ending symbol of corresponding PDSCHs (if one PUCCH carries ACK/NACK), and 
(2) N2+Y away from the scheduling UL Grant (if PUCCHs overlaps with one GB PUSCH). 
For R16 URLLC, PUCCH with ACK/NACK can possibly collide with PUSCH repetition. If reusing R15 approach, whether UCI piggybacks on PUSCH depends on satisfying the timeline conditions between the overlapping PUSCH repetition(s) and PUCCH with ACK/NACK. The PUCCH with A/N and the overlapped PUSCH repetition may not satisfy the timeline conditions, while it could satisfy the timeline with at least one non-overlapped PUSCH repetition. It is not reasonable to take it as an error case without piggybacking and drop the UCI. Thus, the UCI should piggyback on the PUSCH repetition which is the first to satisfy the timeline conditions with the PUCCH.
Proposal 11: PUCCH with A/N should piggyback on the first PUSCH repetition that satisfies the time conditions.
In Rel-15, the UCI can be piggybacked on PUSCH with UL-SCH when collision happens, and the amount of UCI resources Q’ is calculated based on the ratio of PUSCH RE number to the UL-SCH TBS. Take HARQ-ACK on PUSCH for instance, the number of modulation symbols [image: image4.wmf]ACK
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 is derived with the following equation
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 denotes the available RE number of the current PUSCH piggybacking the UCI, and [image: image7.wmf]ULSCH
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 denotes the TBS of the PUSCH. 
For Rel-15 multi-slot PUSCH, Q’ is always the same over all repetitions irrespective of which repetition the UCI is piggybacked on, since all repetitions have equal length. For Rel-16 URLLC, however, if the PUSCH for calculating TBS is unequal length with the current PUSCH due to the split, it would result in inappropriate Q’. E.g., if the UL-SCH TBS is calculated based on the nominal PUSCH as a big value, but the current PUSCH is a split PUSCH which has less available REs, Q’ would be calculated to be too small. The compressed UCI resources will lead to aggressive UCI effective coding rate, which may even exceed 0.95 at the worst case and the systematic bits are lost. As shown in Figure 8, the TBS is calculated based on the nominal PUSCH#1, which has N-fold larger resources and N-fold larger code rate than the split PUSCH#2’. Under the same beta-offset and TBS, the effective coding rate for UCI#2 on PUSCH#2’ is N-fold larger than UCI#1 on PUSCH#1 and it may probably exceed the UCI target coding rate.
Although the gNB can configure or indicate a relatively large beta-offset value by implementation to guarantee the UCI coding rate for potentially the shortest PUSCH, it would also apply to other longer PUSCHs, for which the UL-SCH resources will shrink due to overbooked UCI resources. This in turn harms the performance of UL-SCH which could possibly carry URLLC traffic.
To balance the resources for UCI as well as UL-SCH and also satisfy the UCI target code rate, it is desired to determine the UCI resources amount Q’ regardless of the length of the current PUSCH. E.g., the UCI calculation equation could be modified where the RE number of the PUSCH, i.e.,[image: image8.wmf](
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, should be re-defined as the RE number of the PUSCH used for TBS calculation, instead of the RE number of the current PUSCH piggybacking the UCI. 
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Figure 4 Inappropriate Q’ calculation for PUSCH repetitions with unequal length
Observation 3: For PUSCH repetitions with unequal lengths, the target REs for calculating UL-SCH TBS may not match with the PUSCH piggybacking the UCI, which results in inappropriate amount of UCI resources and thereby causing too aggressive UCI code rate to meet the UCI target code rate.
Proposal 12: For UCI piggybacked on PUSCH, modify the UCI resources Q’ calculation equation by using the RE number of the PUSCH used for TBS calculation instead of the current PUSCH piggybacking the UCI.
4 Conclusions 
In this contribution, we provide remaining details for Option 4. In addition, the mechanisms of TBS determination, RV determination, frequency hopping, and impact to UCI on PUSCH are also discussed. Based on the discussions, the observations and proposals are given as follows.
Observation 1: Supporting L>14 achieves no obvious gain but leads to more specification work and also performance loss in terms of PUSCH transmission latency.
Observation 2: Calculating the TBS based on the longest PUSCH can guarantee that all transmissions are self-decodable while on the other hand achieving better resource utilization efficiency.
Observation 3: For PUSCH repetitions with unequal lengths, the target REs for calculating UL-SCH TBS may not match with the PUSCH piggybacking the UCI, which results in inappropriate amount of UCI resources and thereby causing too aggressive UCI code rate to meet the UCI target code rate.
Proposal 1: It is not necessary to introduce L>14.
Proposal 2: The following option can be supported to handle the interaction of enhanced PUSCH with DL/UL directions for DG PUSCH:
· Option 1-1: Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
Proposal 3: The following option can be supported to handle the interaction of enhanced PUSCH with DL/UL directions for CG PUSCH:
· Option 1-2: Semi-static DL/flexible symbols are not used for PUSCH. Segmentation occurs around semi-static DL/flexible symbols.

Proposal 4: When dynamic indication of repetition number is disabled by gNB, UE should support R15 PUSCH transmission without slot aggregation.
Proposal 5: If TDRA table is configured separately for DCI format 0_1 and DCI format 0_2, the TDRA table used by  type 1 CG should be decided.
Proposal 6: It can be up to the gNB implementation, e.g., by delaying the start of all of the transmissions or adjusting K or L, to avoid the orphan symbol issue.
Proposal 7： RAN1 should support to calculate the TBS based on the longest PUSCH after splitting and omitting if any.The longest PUSCH equals the nominal PUSCH, if at least one nominal PUSCH is generated without being split or being omitted.
Proposal 8: RV determination should guarantee the TO with the longest duration can be associated with RV0, and if there are a set of TOs with the same duration, RV cycling among these TOs should be adopted.
Proposal 9: Inter-slot hopping and inter-PUSCH hopping can be supported.
· The hopping could occur in the unit of nominal PUSCH for inter-PUSCH hopping.

Proposal 10: It is not necessary to support intra-PUSCH hopping.
Proposal 11: PUCCH with A/N should piggyback on the first PUSCH repetition that satisfies the time conditions.
Proposal 12: For UCI piggybacked on PUSCH, modify the UCI resources Q’ calculation equation by using the RE number of the PUSCH used for TBS calculation instead of the current PUSCH piggybacking the UCI.
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