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Introduction
In RAN plenary #83, TR 38.840 [1] for UE power saving study was approved and the study item was concluded. It was observed and concluded that cross-slot scheduling can be beneficial for UE power saving. In the same meeting, the following objectives were approved as part of the WID [2]:
The objective is to specify the UE power saving techniques with UE adaption in achieving UE power saving.  The power saving technique should address latency and performance in NR as well as network impact.  The objective of the UE power saving includes the following,

1) Specify power saving techniques with UE adaptation with focus in RRC_CONNECTED mode [RAN1, RAN4] 

a) Specify the power saving techniques with power saving signal/channel 
i) Specify the PDCCH-based power saving signal/channel triggering UE adaptation in RRC_CONNECTED
ii) Note: this objective shall not duplicate DRX operation and impact to DRX is studied at RAN2
iii) Note: Any change of PDCCH channel coding and payload interleaver  is not in the scope
b) Specify the procedure of cross-slot scheduling power saving techniques  
i) Note: The procedure is in addition to Rel-15 cross-slot scheduling procedure
2) Evaluate the required switching and interruption times for UE dynamic adaptation to the maximum number of MIMO layers [RAN4]
a) Note: Switching on/off the RF is part of the evaluation
Note: 
· These objectives are RAN1/RAN4 focus and do not consider RAN2 impact. 
·  The objectives are subject to further update in RAN#84.  The update will be based on recommendations from the completion of RAN2 study and remaining RAN1 recommendations based on the conclusion of RAN1 study.
In this contribution, the aspects for 1-b will be discussed.

Support for cross-slot scheduling for power saving
In general, adapting instantaneous power consumption to per-slot scheduling requires the use of a technique called “microsleep”. If the UE knows a-priori the range of symbols not carrying transmissions that the UE may be expected to receive or transmit, the UE may be able to put its RF and portion of the front-end hardware, and potentially other modem hardware into power saving mode for those symbols. With cross-slot DL scheduling, if it is known from a previous slot’s DL control that the current slot is not scheduled, microsleep can start as soon as the last DL control symbol ends, thereby significantly extending the duration of microsleep.
One subtlety to point out is that it is not enough for the network to be able to schedule with k0>0 by DCI indication of k0. If k0=0 is among the semi-statically configured k0 candidates in pdsch-TimeDomainAllocationList table, the UE still cannot implement extended microsleep. This is because until the UE can finish blind decoding of all PDCCH candidates, it cannot be sure that there would be no DL assignment indicating k0=0. To enable extended microsleep, what matters is that none of the k0 candidate values semi-statically configured in pdsch-TimeDomainAllocationList table should correspond to k0=0.
Minimum k0>0 configuration (i.e. cross-slot scheduling) is beneficial for UE power saving but it comes at slight expense of latency. It would be desirable to be able to switch to same-slot scheduling (k0=0) mode during a traffic burst. However, reconfiguration of pdsch-TimeDomainAllocationList has to be done through RRC signaling which is slow and takes a lot of overhead.
The same discussion generally also applies to UL scheduling (i.e. PUSCH scheduling offset indicated by k2). To guarantee cross-slot scheduling for UL, pusch-TimeDomainAllocationList table should have all entries with k2>0. For most cases, UE capability which defines N2 would dictate how fast UL grant processing needs to finish before the start of PUSCH symbol. But if k2>0 can be ensured by configuration, it would certainly further relax grant processing timeline and would likely lead to power saving benefit.
It is also necessary to consider other signal reception/transmission which is dynamically triggered by DCI. For example, when A-CSI is triggered, in order to enable extended microsleep the time offset from the grant to the A-CSI-RS should be guaranteed to be cross-slot, by the same logic as requiring minimum k0>0.
Above considerations have been discussed during UE power saving study item and summarized in TR 38.840. The following is an excerpt from the TR:
· Cross-slot scheduling    
· Minimum K0 > 0 and aperiodic CSI-RS triggering offset is not within the duration - UE could switch to micro sleep after PDCCH reception – no addition PDSCH and CSI-RS signals reception within the given duration (e.g. the same slot)
· It is known to the UE at PDCCH decoding
· Extended micro sleep time and reduce the PDCCH processing in reducing UE power consumption 
· Minimum K2 > 0 is essential to avoid the requirements of fast PDCCH processing
· UE assistance information can be considered
· The general procedure for the study of the power saving scheme when cross-slot scheduling is used 
·  gNB semi-statically configures TDRA to the UE, subject to UE capability (if any) 
· All schedulable TDRA values have K0 > = x and K2 >= x where x > 0
· Determination of value x is FFS (which may also be done in the WI phase), e.g., may also be impacted by BWP switching triggered by DCI (jointly with cross-slot scheduling, if supported), etc.
· All aperiodic CSI-RS triggering offsets are not smaller than the value x
· UE decodes PDCCH and retrieves the index of schedulable TDRA values
· UE could go to micro sleep after reception of last PDCCH symbol 
· UE processes PDSCH at the indicated starting time from TDRA values
· Note: DRX cycle assumed in the evaluation results summarized in the table below is not necessary long DRX cycle; detailed DRX cycle assumption can be found in each reference
· The following table is subject to further update, particularly regarding evaluation results/assumptions
Based on the observations and conclusions in the TR, at least the following aspects can be considered for specification during work-item phase:
· At least the minimum k0, A-CSI triggering offset, and k2 should be considered to implement cross-slot scheduling for power saving
· Minimum k0 >= x, minimum k2 >= x, where x>0
· Minimum A-CSI triggering offset >= x
· The supported values of x should be determined and a value greater than 1 is not precluded.
· Power saving can be achieved by extending “microsleep” by expediting the entrance to it, and/or reducing the PDCCH processing power consumption
· There is no strict definition for “microsleep”. Common understanding is that it should at least allow RF and front-end to go into low power state, as well as potentially some other modem hardware, but PDCCH processing from captured Rx samples may still be done concurrently
· Consideration for cross-carrier scheduling and/or joint consideration with BWP is not precluded
In the following discussion, “x” will be referred to as the “minimum scheduling offset”.

Rel-15 support for cross-slot scheduling
[bookmark: _Ref4934388]Issue with Rel-15 A-CSI triggering offset
In Rel-15, cross-slot DL scheduling for increased microsleep is supported by configuring pdsch-TimeDomainAllocationList table without any entries with k0=0. However, current NR specification contains a “bug” that may prevent going to microsleep early even with cross-slot scheduling. In order to put RF and frontend to sleep, not only PDSCH scheduling should be considered, but A-CSI request and CSI-RS should also be considered. If CSI-RS can come in the same slot as the UL grant that triggers the A-CSI request, this means UE cannot determine to start microsleep until all PDCCH blind decoding is done. Similar to k0>0 condition for PDSCH, for A-CSI request, the triggering offset, which defines the slot delay for the CSI-RS relative to the PDCCH, should be greater than zero.
However, in RAN1#92, the following was agreed:
For CSI acquisition, aperiodic CSI-RS triggering offset can be 0, 1, 2, 3, 4 slots.
· If all the associated trigger states do not contain QCL Type D information, aperiodic CSI-RS triggering offset is fixed to zero
This means, for certain QCL Type configuration, the A-CSI-RS trigger offset is zero and generally, extended microsleep for cross-slot scheduling would not be feasible. The issue should be corrected in the spec.
[bookmark: _Toc534394004][bookmark: _Toc528958970][bookmark: _Toc528960886][bookmark: _Toc5134613]Proposal 1: For CSI acquisition, allow non-zero aperiodic CSI-RS triggering offset in the case that all the associated trigger states do not contain QCL Type D information. The upper limit on the permissible values for the offset may be increased.
Each CSI-RS resource set is configured with an A-CSI triggering offset, and CSI-RS resource set configuration is BWP-specific in Rel-15. The minimum A-CSI triggering offset is the smallest offset across the CSI-RS resource sets that can be dynamically indicated in the CSI request field in DCI format 0_1. One way to support adaptation of different values of minimum A-CSI triggering offset is by BWP adaptation. Alternatively, non-zero A-CSI triggering offset can be configured for all CSI-RS resource sets and cross-slot CSI-RS triggering can be always used without adaptation. More about adaptation of the minimum A-CSI triggering offset will be discussed in Section 2.2.1.

BWP-specific configuration of TDRA table
Fast adaptation between cross-slot scheduling and same-slot scheduling for PDSCH can be done with BWP adaptation. Because the TDRA table (i.e. pdsch-TimeDomainAllocationList) is BWP-specific, some BWP can be configured with all entries with k0>0, whereas some BWP can be configured with entries containing k0=0. Then, switching between BWP can achieve the result of adapting between minimum k0>0 and minimum k0=0.
During BWP switch, there is a subtlety that for the DCI that triggers the BWP switch, the TDRA table configured for the target BWP is used. Because a UE does not know a-priori when it would receive a BWP-switching DCI, it may not be generally feasible to guarantee that schedulable k0 is always greater than zero, even if minimum k0 is configured to be greater than zero for the current BWP. There are two approaches to work-around this problem:
(i) For a BWP other than the current BWP (intended to support cross-slot scheduling), if k0=0 entry should be configured in the corresponding TDRA table, assign the entry with a higher index such that it is not addressable by the bit-width of the time domain RA field of the current BWP.
· For example, time domain RA field has bitwidth of 1 bit for the current BWP. For the other BWP, make sure the k0=0 entry (if any) should be assigned index 2 or larger.
(ii) BWP switch delay defined in TS 38.133 should be large enough such that the k0=0 entries in other BWPs are considered non-schedulable from the current BWP. This is because there is a requirement that the indicated k0 for cross-BWP scheduling has to accommodate BWP switch delay (which is defined to be slightly more than 2 msec by RAN4 for Type 2 switching; Less for Type 1).
Above discussion generally applies to UL as well with minimum k2 and pusch-TimeDomainAllocationList as the counterparts of minimum k0 and pdsch-TimeDomainAllocationList.
In TS 38.133, the following about BWP switch delay is specified:
For DCI-based BWP switch, after the UE receives BWP switching request at slot n on a serving cell, UE shall be able to receive PDSCH (for DL active BWP switch) or transmit PUSCH (for UL active BWP switch) on the new BWP on the serving cell on which BWP switch occurs no later than at slot n+ TBWPswitchDelay.
TBWPswitchDelay can be as small as 1 for Type 1 BWP switch delay with 15kHz SCS according to TS 38.133.
Assuming crossing one-slot for scheduling typically is the main use case for extended microsleep benefit, only (ii) is needed. (i) can be used for guaranteeing k0>x where x is larger than TBWPswitchDelay. For subsequent discussion, Approach (ii) is assumed but the same discussion can always be extended for (i) as well.

[bookmark: _Ref534838024]Handling of default and common TDRA tables
For DCI in UE-specific search space, the dedicated TDRA table is used if provided in pdsch-Config. To enable cross-slot scheduling for power saving, care can be taken to ensure all the entries are with k0>0. For DCI scrambled with SI/P/RA/TC-RNTI, monitored in Type 0/0A/1/2 CSS, the default or common TDRA table is used. Also, for DCI scrambled with CS/MCS-C/C-RNTI in CSS in CORESET 0, the common TDRA table is used. The default TDRA table is fixed in the spec [Section 5.1.2.1.1 in TS 38.214] and contains k0=0 entries. The common TDRA table can be configured and provided in pdsch-ConfigCommon. When any one of these kinds of DCI is being monitored in a slot, it may not be possible to guarantee k0>0 in all of the applicable TDRA tables. Power saving by extending microsleep may not be feasible.
To work-around this problem, if only the common table is used in addition to the dedicated table, it can also be configured with k0>0 for all entries. If this is not feasible, or if the default table is being used, the problem should be localized in time because the default and/or common tables may not be “applicable” majority of the time. The TDRA table is only “applicable” when a DCI with corresponding RNTI and search space type is being detected as a PDCCH candidate. But the duty cycle for monitoring DCI scrambled with SI/P/RA/TC-RNTI should be small, so even if k0=0 has to be supported it would not impair k0>0 power saving for the majority case. There are also ways to avoid or reduce monitoring DCI scrambled with C-RNTI in CORESET 0, in case k0>0 cannot be guaranteed in the common TDRA table.
[bookmark: _Toc5134605]Observation 1: In Rel-15, the default TDRA tables have very little to no support for cross-slot scheduling. On the other hand, it is expected that usage of the default TDRA table can be infrequent enough to not hamper UE power saving due to cross-slot scheduling.

[bookmark: _Ref535002048]Explicit minimum scheduling offsets (“x”) for Rel-16
[bookmark: _Ref4935620]Motivation
While Rel-15 can support minimum k0>0 and adaptation of different minimum k0 values by BWP switching, one remaining thing is to address the A-CSI trigger offset issue described in Section 2.1.1. For Rel-16, our view is that if cross-slot scheduling should be used as a predominant scheme for UE power saving, we still need to make the feature more usable, as well as extend the feature to other important use cases, such as cross-carrier scheduling. We have identified at least three aspects that need additional specification work for Rel-16:
1) Adaptation of minimum A-CSI triggering offset
· This belongs to the category of DCI-triggered DL signal reception
2) Adaptation of other parameters to facilitate cross-slot scheduling power saving
· Including DCI-triggered UL signal transmission (e.g. aperiodic SRS)
3) Mechanisms for management and adaptation of minimum k0 / k2
· Unified mechanism with handling of DCI-triggered signal reception/transmission

[bookmark: _Toc5134606]Observation 2: It is not complete to consider minimum k0/k2 only for UE power saving with cross-slot scheduling. DCI-triggered signal reception/transmission should have cross-slot support for minimum triggering offset (“x”).
Management of different minimum k0 across BWP is not very straight-forwarded in Rel-15. This is due to the aspect that for cross-BWP scheduling (which triggers BWP switch), the target BWP’s TDRA table would be used. Minimum k0 is a function of all the entries in the TDRA table. Also, UE does not know a-priori when and which BWP it would be triggered to switch to (in case there are more than two BWPs configured). To simplify the discussion, let’s consider the case only the dedicated TDRA table provided in pdsch-Config is used (See discussion in Section 2.1.3 for the other case). The minimum k0 that a UE has to be prepared to handle for PDSCH scheduled by DCI received in UE-specific search space can be expressed as the following:

where 
· min_k0(BWPx) is the minimum k0 across all entries in the TDRA table for BWPx, where x={0,…,numBWP-1}
· numBWP is the number of configured DL BWP
· Without loss of generality, BWP0 is assumed to be the current BWP
Above can be generalized to minimum k2 as well. Overall, minimum k0 and minimum k2 can be discussed more generally as “minimum DL scheduling offset” and “minimum UL scheduling offset” to cover requirements for aperiodic CSI-RS triggering and aperiodic SRS respectively, etc. It makes sense to use similar absolute time values for the minimum DL scheduling offset and the minimum UL scheduling offset as the smaller one of which drives the timeline requirement on PDCCH processing time and the extent of the achievable power saving.
For Rel-16, minimum scheduling offset (“x”) management should be simplified. It would be much more straight-forward to have explicit configuration of the minimum DL scheduling offset. This minimum DL scheduling offset serves the following usage:
(i) It explicitly controls the lower limit on k0 that UE is expected to handle for PDSCH-scheduling DCI scrambled with C-RNTI, MCS-C-RNTI, CS-RNTI, including the case for cross-BWP scheduling (i.e. triggering BWP switch)
· The lower limit on k0 does not apply to DCI scrambled with SI/P/RA/TC-RNTI because these RNTI are used for common signaling, but minimum DL scheduling offset configuration is UE-specific
· See Appendix 5.1 for spec reference
(ii) It defines the minimum time offset for aperiodic CSI-RS triggering
Similarly, a minimum UL scheduling offset can be explicitly configured, serving UL scheduling usage as follows:
(i) It explicitly controls the lower limit on k2 that UE is expected to handle for PUSCH-scheduling DCI, including the case for cross-BWP scheduling (i.e. triggering BWP switch)
(ii) It defines the minimum time offset for aperiodic SRS triggering
If there is no need to differentiate DL vs UL offset, a unified “minimum scheduling offset” can be defined. In TR 38.340, this corresponds to the “x” value with the following conditions:
· All schedulable TDRA values have K0 > = x and K2 >= x where x > 0
· All aperiodic CSI-RS triggering offsets are not smaller than the value x
For aperiodic CSI triggering, the actual slot timing of the CSI-RS relative to the triggering grant can be based on the minimum DL scheduling offset and the configured A-CSI triggering offset, as illustrated below.


In the above example, the A-CSI triggering offset should be greater than or equal to the minimum DL scheduling offset; Otherwise the A-CSI trigger would be dropped.
[bookmark: _Toc5134614]Proposal 2: NR should support explicit configuration/signaling of minimum scheduling offset (“x”) for Rel-16. If needed, it can be defined separately for DL and UL, i.e. minimum DL scheduling offset and minimum UL scheduling offset respectively.
[bookmark: _Toc5134615]Proposal 3: The minimum DL scheduling offset explicitly controls the lower limit on k0 that UE is expected to handle for PDSCH-scheduling DCI scrambled with C-RNTI, MCS-C-RNTI, CS-RNTI, including the case for cross-BWP scheduling.
[bookmark: _Toc5134607]Observation 3: The granularity of “x” can be defined to be slot-level. Slot granularity based on the currently active DL/UL BWP can be considered.
[bookmark: _Toc5134616]Proposal 4: Timing determination for A-CSI-RS relative to the triggering grant can be based on the configured A-CSI triggering offset and the minimum DL scheduling offset.

Need for supporting larger minimum scheduling offset
In our discussion of the required minimum k0 value to extend microsleep, we generally assume that PDCCH processing for slot n would complete within the same slot. This assumption is reasonable if PDCCH monitoring Case 1-1 is considered, and/or if PDCCH monitoring periodicity is configured to one slot. With these assumptions, it is typically also true that a minimum k0 value of 1 slot should be sufficient to achieve the microsleep enhancement benefit.
However, for PDCCH monitoring Case 1-2 and/or 2, a minimum k0 value greater than 1 slot may be required to achieve the same microsleep enhancement benefit. The extreme case is if there is a PDCCH monitoring occasion at the end of slot n. If minimum k0 is 1 slot, this guarantees that the scheduled PDSCH would start in slot n+1, but the available time may be very tight for PDCCH processing. It would defeat the purpose of power saving if PDCCH processing needs to be accelerated in order to meet the PDSCH timeline. For this case, it is reasonable to use minimum k0 value of 2 slots so that PDCCH processing does not need to be accelerated and to reap the microsleep enhancement benefit.
In another scenario, PDCCH monitoring periodicity is configured to be larger than one slot. In this case, instead of budgeting one slot for PDCCH processing, it can be further relaxed if the minimum k0 (as well as k2, A-CSI triggering offset, etc) is greater than 1. For example, if PDCCH monitoring periodicity is 2 slots, further UE power saving is possible if the minimum k0 is set also to 2 slots (and similarly, the minimum k2 and A-CSI triggering offset should not be smaller), as illustrated in the following figure.


Above consideration also similarly applies to multi-slot scheduling as well as cross-carrier scheduling with different numerologies, when the PDCCH SCS is smaller than the PDSCH SCS.
Finally, a larger value of minimum scheduling offset would be beneficial for allowing additional hardware to remain in low power state. For example, in the context of cross-carrier scheduling, larger minimum scheduling offset would be desirable, so that the hardware associated with SCell processing can be in low power state until a cross-carrier grant is detected. The minimum scheduling offset should be large enough for the latency for bringing up hardware associated with SCell processing from low to high power state. In the context of self (i.e. same-carrier) scheduling, if the minimum scheduling offset is sufficiently large, the hardware associated with PDSCH (or PUSCH) processing can be in low power state until a DL (or UL) grant is detected. Rel-16 specification for cross-slot scheduling should consider all of the above beneficial use cases and support minimum scheduling offset values that are larger than one slot.
[bookmark: _Toc5134617]Proposal 5: Minimum DL/UL scheduling offset values greater than one slot should be supported.

[bookmark: _Ref5103291]Adaptation based on BWP framework
Dynamic adaptation of the minimum DL/UL scheduling offsets is beneficial to achieve a good tradeoff between UE power saving and low latency. For example, during a traffic burst, same-slot scheduling may be desirable as cross-slot scheduling does not offer much power saving benefits but incurs latency. While it is also feasible to support dynamic signaling of the minimum DL/UL scheduling offsets (as discussed in Section 2.3.1), given that k0/k2 parameters (derived from TDRA tables) and A-CSI/A-SRS triggering offsets configurations are already BWP-specific, it is more natural to support adaptation based on the BWP framework.
In this framework, minimum DL/UL scheduling offsets should be attributes of BWP configurations. In addition to TDRA table configuration per DL BWP, the minimum DL scheduling offset can be configured per DL BWP; The same can be done for minimum UL scheduling offset and UL BWP. The minimum scheduling offset for the currently active BWP is applied to same-BWP scheduling DCI and potentially any cross-BWP scheduling DCI (which triggers a BWP switch). When there is a BWP switch, the new BWP’s minimum scheduling offset starts to apply when the new BWP becomes active.
Support for multiple minimum DL scheduling offsets per DL BWP or multiple minimum UL scheduling offsets per UL BWP may be further considered as an enhancement.


[bookmark: _Toc5134618]Proposal 6: Minimum DL scheduling offset or minimum UL scheduling offset configuration is per DL or UL BWP respectively, and RRC-configured as part of the BWP configuration.
[bookmark: _Toc5134619]Proposal 7: Adaptation of minimum scheduling offsets is based on BWP adaptation. The minimum scheduling offsets in use is the set that is associated with the currently active DL/UL BWP.

With cross-carrier scheduling
According to current NR specification, search space configuration for cross-carrier scheduling is based on the currently active BWP on the scheduled carrier. There is a linkage rule for the search space defined for the scheduled carrier to that for the scheduling carrier. Similar to self-scheduling, the minimum k0 is determined based on the configured TDRA tables across all schedulable BWP on the scheduled carrier, along with any additional conditions such as BWP switch delay.
For the cross-carrier scheduling feature, there is an even stronger motivation for introducing explicit minimum scheduling offsets. If traffic on SCell is light, there could be long gaps of no scheduling on the SCell. UE may save more power by operating in lower power mode (e.g. at reduced clock / voltage for the baseband); It may even choose to suspend processing related to SCell while it is not being scheduled. However, for such power saving to be feasible, it would be a prerequisite to guarantee a relatively large scheduling delay from the scheduling carrier (e.g. PCell) to the scheduled carrier (e.g. SCell), such that there can be enough time for hardware to transition to higher power mode to process the scheduled operations on the SCell. Similar to self-scheduling, for Rel-15, to some degree, this can be achieved by careful configuration of minimum k0 across the BWP of the scheduled carrier. Explicit minimum scheduling offsets applied to cross-carrier scheduling would make the feature much more usable.


In above example, BWP0 of CC1 can be the “power saving BWP” as it is configured with a large minimum DL scheduling offset. It can be used most of the time when traffic is sparse. When there is more traffic, BWP1 of CC1 can become the active BWP and a smaller minimum DL scheduling offset can be used for lower latency.
On a related note, minimum DL scheduling offset for cross-carrier scheduling with different numerology is a promising proposal to resolve some of the issues in buffering requirement and causality processing requirement [3]. In RAN#96, it was agreed that a positive scheduling time gap (i.e. “∆”) must be inserted between the end of PDCCH to the start of the scheduled PDSCH for the case the PDCCH SCS is smaller than the PDSCH SCS. The following is an example of minimum DL scheduling offset values (i.e. “x” in slots of the scheduled CC) for different SCS settings that may satisfy a moderately large minimum scheduling time gap (∆), for PDCCH position Case 1-1. The values in parentheses are the time margin from end of the PDCCH symbols on the scheduling carrier to the start of the corresponding PDSCH on the scheduled carrier; The end of PDCCH symbols is assumed to be the end of the 3rd symbol (worst case for Type A PDSCH allocation) and the start of the corresponding PDSCH is assumed to be at the start of the earliest slot satisfying the minimum value “x” for the scheduled carrier:
	Table 1. Example minimum scheduling offset value “x” (in slots of the scheduled CC)

	Scheduling CC
Scheduled CC
	15 kHz
	30 kHz
	60 kHz
	120 kHz

	15 kHz
	0
	
	
	

	30 kHz
	1 (285.7us)
	0
	
	

	60 kHz
	2 (285.7us)
	1 (142.9us)
	0
	

	120 kHz
	4 (285.7us)
	2 (142.9us)
	2 (196.4us)
	0


The values “x” can be adjusted (explicitly or implicitly) for PDCCH position Case 1-2 and 2 if PDCCH position later in the slot is supported for cross-carrier scheduling with different numerologies and is configured.
[bookmark: _Toc5134608]Observation 4: Explicit configuration/signaling of the minimum scheduling offsets can be a unified mechanism that works for both self-carrier scheduling and cross-carrier scheduling with same or different numerologies.
Minimum scheduling offset determination should be based on UE feedback (e.g. UE assistance or UE capability signaling), because the amount of scheduling delay that facilitates power saving is UE-implementation dependent. As discussed in [3], for the case of cross-carrier scheduling with different numerologies where the PDCCH SCS is smaller than the scheduled PDSCH SCS, determination of the minimum scheduling offset “x” needs to be based on UE capability.
[bookmark: _Toc5134620]Proposal 8: Minimum scheduling offset determination should be based on UE capability signaling and/or UE-assistance framework.

Alternative proposals
[bookmark: _Ref5121028]Adaptation of minimum scheduling offsets by signaling
In Section 2.2.3, the scheme for adaptation of minimum scheduling offsets based on BWP adaptation is described and motivated. On the other hand, if it is desirable to adapt minimum scheduling offsets independent of the BWP framework, a scheme where the minimum scheduling offsets are explicitly signaled can be considered. In this section, we will discuss the design consideration for such a scheme.

Type of signaling
RRC reconfiguration/signaling is too slow and the time/overhead is not much different compared to directly reconfiguring the TDRA tables and A-CSI/A-SRS triggering offsets in RRC. It is not considered further.
DCI-based signaling is desirable because it offers faster adaptation speed that can match or even exceed BWP adaptation. On the other hand, it requires new DCI design and also some additional mechanism to ensure robustness. To minimize the amount of information signaled on the DCI, a subset/sub-range of minimum scheduling offsets can be configured by RRC and the final values can be indicated by DCI signaling. Robustness can be ensured with acknowledgement feedback from the UE. To minimize specification effort, the DCI can be transported over the power saving channel which is currently being considered for Rel-16. The design of the power saving channel is discussed in our companion contribution [4].
MAC-CE signaling is another candidate option. It is not recommended because of its slower speed and higher overhead. Also, given that many time-domain parameters (e.g. k0/k2, triggering offsets) are BWP-specific, and BWP switch is triggered by DCI, there would be more corner cases and/or timing ambiguity if minimum scheduling offsets are signaled by MAC-CE.
[bookmark: _Toc5134609]Observation 5: DCI-signaling of minimum scheduling offsets is preferable to MAC-CE signaling. Use of the power saving channel (which is currently being specified) can be considered.

Flexibility to support adaptation
Adaptation of the minimum scheduling offsets is just one side of the design problem. The other side is the k0/k2 parameters and A-CSI/A-SRS triggering offsets, whether and how they can be flexible enough to support the minimum scheduling offsets which are adaptive. If the usage of the minimum scheduling offsets is as a threshold check against the indicated k0/k2, and dropping the scheduling DCI that indicates a k0/k2 which is smaller than the respective minimum scheduling offset, then the semi-statically configured TDRA tables should support a wide enough range of k0/k2 values to support the intended variation in the minimum scheduling offsets. For A-CSI triggering offset, given that there can be up to 6 bits to indicate a CSI-RS resource set, which can be individually configured with a triggering offset, there is enough degree of freedom to configure the CSI-RS resource sets with support for the intended variation in the minimum scheduling offsets.
However, for A-SRS, only up to two bits can be supported in the scheduling DCI, and there can only be 1 set for CB-based SRS, 1 set for NCB-based SRS. Overall, there may not be enough degrees of freedom to support the variety of the triggering offset configurations needed for adaptation. For adaptation based on the BWP framework as discussed in Section 2.2.3, each BWP can have its own A-SRS resource sets targeting different minimum A-SRS triggering offset. Adaptation is done by switching to the BWP with the desired minimum scheduling offset; As a result, there is no such degrees of freedom problem.
[bookmark: _Toc5134610]Observation 6: DCI-based A-SRS triggering may not support enough flexibility in terms of the variety of triggering offsets supported as part of SRS resource sets configuration. 
To resolve this issue, it may be considered that instead of applying the minimum scheduling offset as a threshold check on the A-CSI or A-SRS triggering offset determined from the scheduling DCI, it can be added to the triggering offset. Basically, the original option and the alternative can be summarized as follows:
· Original: If the triggering offset determined from the scheduling DCI is smaller than the minimum scheduling offset, the DCI is considered invalid
· Alternative: The final triggering offset applied is the sum of the triggering offset determined from the scheduling DCI and the minimum scheduling offset
Above alternative may also be considered for applying the minimum scheduling offset to k0/k2 determined from the scheduling DCI. However, the original option is preferred for k0/k2 for better consistency with Rel-15.

TDRA entry selection approach
It has been suggested that dynamic or semi-static selection of TDRA entries can be the mechanism to limit scheduling options known to the UE so that microsleep durations can be maximized. Because the configured values of k0 is part of the TDRA table, it has also been further suggested that this scheme can be used to facilitate cross-slot scheduling for power saving. While this looks convincing on the surface, careful examination of operation involving BWP operation reveals several issues.
TDRA tables are BWP specific; If there should be selection of TDRA entries for enabling/disabling, the selection would have to be BWP specific. The most sensible schemes would be to provide a list of the indices of the disabled entries, a.k.a. “disable-list”, or a bitmap corresponding to all the entries in the table and the bit position is associated with the index of the entry, and each bit indicates disable/enable status of the associated entry.
First, supporting dynamic/semi-static selection of TDRA entries does not address the A-CSI triggering offset issue, because TDRA is not used to determine CSI-RS timing. In general, the aspect of DCI-triggered signal reception/transmission supporting a cross-slot triggering offset for UE power saving is not addressed. On the other hand, supporting an explicit minimum scheduling offset parameter opens up some ways to address that issue as discussed in Section 2.2.
[bookmark: _Toc534920368][bookmark: _Toc5134611]Observation 7: TDRA entry selection does not address the general aspect of DCI-triggered signal reception/transmission (e.g. aperiodic CSI) for cross-slot triggering offset. It is not a complete solution.
Second, TDRA entry selection approach has some complications and inefficiency in supporting BWP operation (and applies equally to cross-carrier scheduling). Suppose the objective is to have minimum k0 not smaller than x for the current BWP, denoted as BWP0. Based on the approach of selection of TDRA entries, the “disable-list” should contain the indices of the entries with k0<x. However, suppose another BWP, denoted as BWP1, is configured with some TDRA entries smaller than x. Because it is possible that UE receives a cross-BWP scheduling DCI that triggers switch from BWP0 to BWP1, the TDRA table for BWP1 could come into play even when the active BWP is BWP0. To guarantee the scheduled k0 would be at least x, one way is to also disable the entries with k0<x for BWP1 by the “disable-list” for BWP1. Extending further, there can be another configured BWP, or even more. The same has to be done to each of the configured BWP’s “disable-list” just because k0<x should be disallowed when active BWP is BWP0. Suppose a switch to high power BWP occurs and k0>=x condition is no longer needed. Extra signaling overhead would be needed to update each and every BWP’s “disable-list”. On the other hand, the scheme described in Section 2.2 requires no extra signaling overhead on top of the existing BWP switch signaling to support the same objective and operation. 
[bookmark: _Toc534920369][bookmark: _Toc5134612]Observation 8: To guarantee k0>=x using TDRA entry selection with multiple configured BWP, update to TDRA entry selection for the non-active BWPs may be needed, leading to extra signaling overhead.

Conclusion
Observation 1: In Rel-15, the default TDRA tables have very little to no support for cross-slot scheduling. On the other hand, it is expected that usage of the default TDRA table can be infrequent enough to not hamper UE power saving due to cross-slot scheduling.
Observation 2: It is not complete to consider minimum k0/k2 only for UE power saving with cross-slot scheduling. DCI-triggered signal reception/transmission should have cross-slot support for minimum triggering offset (“x”).
Observation 3: The granularity of “x” can be defined to be slot-level. Slot granularity based on the currently active DL/UL BWP can be considered.
Observation 4: Explicit configuration/signaling of the minimum scheduling offsets can be a unified mechanism that works for both self-carrier scheduling and cross-carrier scheduling with same or different numerologies.
Observation 5: DCI-signaling of minimum scheduling offsets is preferable to MAC-CE signaling. Use of the power saving channel (which is currently being specified) can be considered.
Observation 6: DCI-based A-SRS triggering may not support enough flexibility in terms of the variety of triggering offsets supported as part of SRS resource sets configuration.
Observation 7: TDRA entry selection does not address the general aspect of DCI-triggered signal reception/transmission (e.g. aperiodic CSI) for cross-slot triggering offset. It is not a complete solution.
Observation 8: To guarantee k0>=x using TDRA entry selection with multiple configured BWP, update to TDRA entry selection for the non-active BWPs may be needed, leading to extra signaling overhead.

Proposal 1: For CSI acquisition, allow non-zero aperiodic CSI-RS triggering offset in the case that all the associated trigger states do not contain QCL Type D information. The upper limit on the permissible values for the offset may be increased.
Proposal 2: NR should support explicit configuration/signaling of minimum scheduling offset (“x”) for Rel-16. If needed, it can be defined separately for DL and UL, i.e. minimum DL scheduling offset and minimum UL scheduling offset respectively.
Proposal 3: The minimum DL scheduling offset explicitly controls the lower limit on k0 that UE is expected to handle for PDSCH-scheduling DCI scrambled with C-RNTI, MCS-C-RNTI, CS-RNTI, including the case for cross-BWP scheduling.
Proposal 4: Timing determination for A-CSI-RS relative to the triggering grant can be based on the configured A-CSI triggering offset and the minimum DL scheduling offset.
Proposal 5: Minimum DL/UL scheduling offset values greater than one slot should be supported.
Proposal 6: Minimum DL scheduling offset or minimum UL scheduling offset configuration is per DL or UL BWP respectively, and RRC-configured as part of the BWP configuration.
Proposal 7: Adaptation of minimum scheduling offsets is based on BWP adaptation. The minimum scheduling offsets in use is the set that is associated with the currently active DL/UL BWP.
Proposal 8: Minimum scheduling offset determination should be based on UE capability signaling and/or UE-assistance framework.
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Appendix
[bookmark: _Ref5090391]PDSCH time domain resource allocation
Table 5.1.2.1.1-1 of TS 38.214:
	RNTI
	PDCCH search space
	SS/PBCH block and CORESET multiplexing pattern
	pdsch-ConfigCommon includes pdsch-TimeDomainAllocationList
	pdsch-Config includes pdsch-TimeDomainAllocationList
	PDSCH time domain resource allocation to apply

	SI-RNTI

	Type0 common
	1
	-
	-
	Default A for normal CP

	
	
	2
	-
	-
	Default B

	
	
	3
	-
	-
	Default C

	SI-RNTI
	Type0A common
	1
	No
	-
	Default A

	
	
	2
	No
	-
	Default B

	
	
	3
	No
	-
	Default C

	
	
	1,2,3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	RA-RNTI, TC-RNTI
	Type1 common
	1, 2, 3
	No
	-
	Default A

	
	
	1, 2, 3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	P-RNTI
	Type2 common
	1
	No
	-
	Default A

	
	
	2
	No
	-
	Default B

	
	
	3
	No
	-
	Default C

	
	
	1,2,3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	C-RNTI, MCS-C-RNTI, CS-RNTI
	Any common search space associated with CORESET 0
	1, 2, 3
	No
	-
	Default A

	
	
	1, 2, 3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	C-RNTI, MCS-C-RNTI, CS-RNTI
	Any common search space not associated with CORESET 0

UE specific search space
	1,2,3
	No
	No
	Default A

	
	
	1,2,3
	Yes
	No
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon 

	
	
	1,2,3
	No/Yes
	Yes
	pdsch-TimeDomainAllocationList provided in pdsch-Config



The shaded entries above are the cases where the proposed “minimum DL scheduling offset” would be applicable.
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