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1	Introduction
In RAN#80, a new work item on MTC enhancements was approved (RP-181450) with the following objective:
Scheduling enhancement:
· [bookmark: _Hlk516765510]Specify scheduling multiple DL/UL transport blocks with or without DCI for SC-PTM and unicast [RAN1, RAN2]
· Enhancement of SPS can be discussed.
In RAN1#96, the following agreements were made:
Recommendation for future meetings:
The use of scheduling gaps for unicast/multicast is further studied.

Agreement
Support option 3 from below
For the case of single DCI scheduling multiple transport blocks with repetitions, scheduling of transport blocks repetitions is down selected between:
· Option 1: All the repetitions for one transport block are contiguously scheduled in valid UL/DL subframes
· Option 2: The repetitions for one transport block are interleaved with repetitions of all the other transport blocks
· Option 3: Option 1 and 2 are supported and eNB configures among them
Above applies for unicast only.

Agreement
For the DL/UL unicast for a UE, when multiple TBs are scheduled by one DCI, the parameter values for {MCS, Resource assignment, Repetitions} are the same across all the TBs scheduled by that DCI.
· If specified, in the case where one DCI schedules TB for both initial and retransmission, the above applies for TBs for both initial and retransmission

2	Use cases
The main advantage of scheduling multiple UL/DL transport blocks with a single or no DCI resides mainly on the reduced overhead of MPDCCH, releasing subframes to be used for data that would have otherwise been used for control.
In addition to the use cases already agreed thus far, we present the following use case to be studied during this work item.


VoLTE

During the enhancements in Rel-14 for VoLTE, it was clear that one of the keys to achieve the largest possible coverage is to maximize the amount of time the UE is transmitting or receiving data (i.e., excluding half duplex gaps and/or MPDCCH). Despite the optimizations introduced in Rel-14, current operation still needs two MPDCCHs for UL/DL in a frame in which UL and DL voice packet are exchanged. This overhead can be reduced by allowing for MPDCCH that schedules at least a pair of one UL and one DL transport block.


Figure 1 Example for optimized VoLTE scheduling

Proposal 1: Define scheduling enhancements for the following case:
	- One DL + One UL TBS from single MPDCCH (targeting VoLTE).
Additionally, for VoLTE, the transport block sizes are fixed depending on the codec/ROHC/etc, so the eNB should be able to configure a set of possible values (e.g. voice frame, SID, 2xvoice frame, etc) via RRC signalling, and the DCI could just point to one of these cases, and schedule the corresponding set of UL/DL TBS. In this way, the overhead of DCI is reduced, which enables compact scheduling.
Proposal 2: For the case of VoLTE, the TBS candidates (or candidate sets of UL/DL TBSs) can be configured by RRC, and the DCI only includes a pointer to one of the candidates.

3	Optimizing DCI Design
DCI fields of interest from a UE perspective
We highlight the components (fields) of the DCI across which we have scope to design better solutions than individually encoding each field separately. While for 1 DCI scheduling 1 TB, the savings from such joint designs across fields don’t buy much in terms of bit (and hence UE power) savings, the savings in the case of 1 DCI scheduling multiple TBs can be substantial, as we will show in this contribution. The DCI fields of interest, across which we can design joint encoding/decoding schemes, are as follows:
1. HARQ Process bitmap: Given that the same DCI will schedule any number from 1 to  TBs, we propose to indicate the presence or absence of every HARQ process (from 1 to ) by a single bit, thereby trivially requiring  bits (trivially) to indicate the HARQ processes scheduled. This assumes that the processes scheduled are in an increasing/decreasing order of HARQ process IDs
2. NDI bitmap: Corresponding to every HARQ process, there is an NDI indicator that toggles upon a new TB being scheduled in that HARQ Process. This requires  bits (trivially).
3. RV Index bitmap: Corresponding to every HARQ process, 2 bits are required to signal the redundancy version (RV) of the TB being scheduled in that HARQ process. This requires  bits (trivially)
4. Repetition number (common across TBs scheduled by one DCI): This requires  bits in the DCI (where typically, ). We note that one possible value of the repetition number signalled by this field is always 1.
5. MCS (preferably common across TBs scheduled by one DCI): This requires  bits in the DCI (where typically, ).
6. Frequency Hopping (FH) indicator: This is a 1-bit indication to enable or disable frequency hopping across multiple repetitions.

Individual encoding of DCI fields of interest
If we encode the above 6 fields individually when generating the “jumbo DCI” that schedules the  TBs, the previous paragraph demonstrates that we will need a total of ) bits to signal the DCI. Our goal is to compress the DCI by jointly encoding the above-mentioned DCI fields to eliminate potentially redundant and unlikely combinations. 
Table 1: Bits required to separately encode relevant DCI fields for  TBs scheduled by one DCI
	DCI Fields of Interest
	Number of bits to encode separately

	HARQ Processes Scheduled
	

	NDI for HARQ Processes
	

	RV Indices for HARQ Processes
	

	Repetition Number (common across  TBs)
	

	MCS (common across  TBs)
	

	Frequency Hopping Indicator
	

	Total
	



Joint encoding and decoding of DCI—combining HARQ IDs, NDIs and RV Indices

[bookmark: _Hlk528835194]We observe that by jointly encoding the HARQ Process ID, NDI and RV Index fields, we can eliminate several redundant combinations of these three fields from the DCI—specifically, when a HARQ process is not scheduled, the NDI and RV index fields for that HARQ process are redundant. This way, across these three fields, we end up with  jointly valid combinations per HARQ process (1 from when the process is not scheduled, and 8 from when the process is scheduled, and any combination of NDIs and RV indices are possible). The total number of bits required to signal these combinations is therefore . With respect to separate, per-field encoding, this saves  bits in DCI, which, for  TBs scheduled by one DCI, turns out to be  bits of savings.
Observation 1: For  TBs scheduled by a single DCI, jointly encoding HARQ Process, NDI and RV index fields saves  bits in DCI. For  TBs, this results in a saving of 6 bits.
Proposal 3: Jointly encode at least the HARQ Process IDs, NDIs and RVs in the DCI to eliminate redundant combinations across these fields. FFS: Consider further joint encoding incorporating other fields.
To decode the jointly encoded DCI, a UE may implement an approach of recursive division of the decimal equivalent of the bitstream by the appropriate base, while determining the values of the individual fields from the remainders of the division at every step. For the joint encoding described above, the appropriate base is . A sample UE algorithm to interpret the individual fields from the jointly encoded DCI is presented (as a pseudocode) below. In the code snippet, we assume that the decimal values of the jointly encoded bitstream range from  to . 

Pseudocode for UE decoding of jointly encoded HARQ Process, NDI and RV
Initialize temp = bin2dec (-bit DCI)
For 
mod (temp, 9);		/* Decoder enters  HARQ Process */
      /* HARQ bitmap value is 0 or 1 */
If  
mod ()     /* NDI if process scheduled */
mod (, 4) /* RV if process scheduled */
End If
temp = ⌊temp/9⌋;			/*  HARQ process parameters decoded */
End For

Impact of repetition number on RV Indices, MCS and Frequency Hopping indicator
The number of repetitions for the TBs scheduled by 1 DCI plays a key role in helping us prune the possible jointly valid/viable combinations across all the relevant DCI fields, by conditioning on the number of repetitions configured. The fields that see an impact due to this conditioning are listed below, together with a description of the impact, and the ensuing preclusions and restrictions on the number of combinations addressed by the joint DCI. 
1. Impact on RV Index indication: When the number of repetitions per TB is greater than or equal to 4, the RVs may cycle through the repetitions in a semi-statically configured/pre-determined fashion, and the specific RV index does not need to be signalled. Moreover, if the repetition number is 2, possible signalled values of the RV index may be reduced from 4 to 2—for example by signalling the possibilities from the tuples {RV0, RV1} and {RV2, RV3}. When the repetition number is 1 however, all 4 possibilities of the RV index need to be signalled. By conditioning on the repetition number, as discussed above, we significantly reduce the number of jointly valid combinations, as we will illustrate in an ensuing example. 
2. Impact on MCS: We can limit the possible MCS values that are used, depending on the repetition number. This makes sense, because a large repetition number typically implies that a UE is in poor coverage, and as a result, the entries corresponding to high modulation orders and coding rates in the MCS table are unlikely to be used. The simplest way to impose such a restriction is the following: if the number of repetitions is 1, configure from all the  MCS values; if repetition number is greater than 1, configure from a subset of size  MCS values. This approach can of course be extended to include finer degrees of granularity in the design of the joint encoding scheme.
3. Impact on Frequency Hopping indicator: When the number of repetitions per TB is 1, we don’t need to signal the FH indicator; in all other cases, we do.


Table 2: Impact of Repetition Number on Joint Encoding Design of DCI Fields
	DCI field jointly encoded with Repetition Number
	Repetition Number = 1
	Repetition Number = 2
	Repetition Number >= 4

	RV Index
	4 possible values
	2 possible values
	Not Signalled

	MCS
	 possible values
	Restricted, e.g.,  values
	Restricted, e.g.,  values

	Frequency Hopping
	Signalled (enabled/disabled)
	Not Signalled
	Not Signalled



Jointly encoding HARQ IDs, NDIs, RV Indices, MCS and repetition number—an example 

To illustrate the bit savings obtained from jointly encoding across all the relevant DCI fields as described above, we consider the following example:
1. Single DCI schedules  TBs
2. The possible repetition numbers are , where .
3. If repetition number = 1, all  MCS values are allowed; else,  smallest values are allowed
4. Dependence on RV index signalling on repetition number is as shown in Table 2.
5. Dependence of Frequency Hopping indicator signalling on repetition number is as shown in Table 2.
We now proceed to count the number of jointly valid combinations across all the fields as follows:
1. For repetition number = 1, we have  jointly valid combinations across HARQ Process ID, NDI, RV Index and MCS. The rationale behind the term  is explained before in the discussion on joint encoding of HARQ Process, NDI and RV Index.
2. For repetition number = 2, we have  jointly valid combinations across the other fields. The term  arises from the fact that now there are only 2 possibilities for RV index, as opposed to 4 for repetition number = 1. The additional 2 in the product (compared to the case of repetition number = 1) represents the combinations arising from enabling/disabling the Frequency Hopping
3. For each of the  values of repetition number ranging from  through , we have  jointly valid combinations across the other fields. The term  arises from the fact that the RV index is not signalled for HARQ processes in this setting.

Thus, the total number of jointly valid combinations across all the relevant DCI fields is given by: 

The bit savings in DCI with this approach, over the individual encoding approach in Table 1 is given by:
( bits
For a typical setting with , the joint encoding approach outlined above saves 10 bits from of a potential 40 bits required for individual encoding
Proposal 4: Restrict the set of possible values for RV index, MCS and Frequency Hopping indicators based on the repetition number configured.
Proposal 5: Jointly encode the repetition number, RV indices, MCS, FH indicator, HARQ Process IDs and NDIs to eliminate signalling redundant and restricted combinations across these fields.
Observation 2: For a typical scenario with  TBs scheduled by one DCI, (separate) 3-bit repetition number signalling, (separate) 4-bit MCS signalling, and an MCS restriction to 2-bits for repetition numbers greater than 1, joint encoding across relevant DCI fields saves 10 bits (from a potential 40) vis-à-vis encoding fields separately.
4      Scheduling new/retransmissions separately/together
It is proposed in [1] to schedule new transmissions (termed “NewTx” from here on) and retransmissions (termed “ReTx” from here on) separately—i.e., under such an approach, a single DCI cannot schedule both new transmissions and retransmissions in one go. It has been argued that such proposals obviate the need for an NDI bit per HARQ process scheduled by the DCI, by essentially employing a -bit “NewTx/ReTx” indicator for the TB bundle, thereby saving up to  bits in the DCI (where  is the number of TBs scheduled by the DCI) w.r.t the (trivial) separate encoding approach outlined in Section 3. It has also been argued that a “ReTx” implicitly signify a starting RV, and that RV be mandated to be the same for all TBs scheduled by the DCI. In the following, we discuss some potential issues with this approach—(i) inefficiencies and packet drops within the ACK/NACK framework, (ii) loss in throughput w.r.t scheduling both “NewTx” and “ReTx” together, and (iii) loss in time-diversity gains from interlacing

Inefficiencies of “NewTx/ReTx” vs classical NDI (toggle on received ACK)

The NDI mechanism used in practice toggles the NDI bit (from 01 or 10) for a HARQ process only when the eNB has received an ACK from the UE and schedules a new packet associated with the same HARQ process. The “NewTx/ReTx” indicator, on the other hand, to function meaningfully, must have the following features: 
1. It will start off with a “NewTx” packet on a HARQ process, and switch the same packet (and HARQ process) to the “ReTx” queue if and only if it has received a NACK from the UE;
2. It will also only replace an existing “ReTx” packet in a HARQ process with a “NewTx” packet (and hence, move this process to the “NewTx” queue) if and only if the eNB receives an ACK from the UE.
3. If the eNB does not receive any feedback (ACK/NACK) from the UE (we call this DTX), it must assume that the UE did not receive the packet, and hence it will not change the state of the HARQ process from “NewTx””ReTx” and vice versa.
With the above in mind, let us focus into two control-channel detection-error cases that may lead to inefficiencies and packet drops for the “NewTx/ReTx” scheme:
1. ACKDTX error: In this setting, the UE successfully decodes MPDCCH and transmits an ACK, but the eNB fails to receive it. By the definition above (in point 3) the eNB does not know what caused this DTX, and will retransmit the same packet again, as a “NewTx” packet still. The UE is anyway expecting a “NewTx” packet and will again decode the same packet and send it to higher layers—in contrast, with the classical NDI toggle, it would deduce from the untoggled NDI bit that the eNB had a DTX, and will simply ignore decoding this packet, which it can’t deduce in the “NewTx/ReTx” signalling framework. This will burn unnecessary UE power, use extra transmit resources in case the second packet needs to be retransmitted, and require RLC and above layers to remove redundancies.
2. DTXNACK error in a “NewTx” transmission: In this setting, the UE is expecting a “NewTx” transmission but MPDCCH decoding fails. Moreover, the DTX is erroneously received as a NACK by the eNB due to PUCCH decoding errors. As described above, upon receiving a NACK, the eNB must switch the packet to a “ReTx” state and send it to the appropriate queue—if it did not do so upon a NACK, it is equivalent to not supporting HARQ in the first place. As a result, the UE that is expecting a “NewTx”, will receive the new packet as “ReTx”, and hence discard it, assuming the eNB sent the previous packet again. This will lead to a PHY layer packet drop, and subsequent RLC recovery will be needed. The classical NDI protects against this—upon subsequent reception at UE, it will see the bit toggled w.r.t its previous reception, enabling it to deduce that a new packet has been sent.

A summary of control channel detection errors and their effects are provided below:
	Control channel detection error
	Worst Effect with classical NDI
	Worst Effect with “NewTx/ReTx”

	ACKNACK
	Loss of efficiency + quick recover
	Loss of efficiency + quick recover

	NACKACK (low probability)
	Packet lost in PHY layer (need RLC recovery)
	Packet lost in PHY layer (need RLC recovery)

	ACKDTX
	Loss of efficiency + quick recovery
	Loss of efficiency with slow recovery (need to decode new packet + RLC to discard)

	NACKDTX
	Use wrong RV (loss in PHY performance)
	Use wrong RV (loss in PHY performance)

	DTXACK (low probability)
	Packet lost in PHY layer (need RLC recovery)
	Packet lost in PHY layer (need RLC recovery)

	DTXNACK (low probability)
	Use wrong RV (loss in PHY performance)
	Packet lost in PHY layer (need RLC recovery)



Observation 3: Using a “NewTx/ReTx”-type indicator to schedule new and retransmissions separately leads to additional packet drops and system inefficiencies at physical and higher layers w.r.t employing the classical NDI per scheduled HARQ process.
Loss in throughput

With the approach of scheduling either “NewTx” or “ReTx” TBs at a time, a typical scheduler at the eNB may prioritize the pending HARQ processes before scheduling new packets—this is typically done to avoid jitter in the packet delivery from which upper layers may suffer. Thus, for the case of not allowing simultaneous scheduling of new and pending packets, a new set of packets will only be scheduled when all the pending HARQ processes have been cleared. In contrast, when scheduling both “NewTx” and “ReTx” packets with the same DCI (and retaining an interpretation of the classical NDI per process), this loss in throughput is avoided, since the eNB can always schedule up to the maximum number of TBSs ( for eMTC) with one DCI. This throughput loss is most significant when a small number of repetitions are used, which is also the circumstance where scheduling multiple TBs with a single DCI provides maximum throughput gains over legacy approaches.
In the following, we explain our method of throughput calculation and quantify the benefits of scheduling “NewTx” and “ReTx” together with the same DCI over using separate scheduling as well as legacy approaches.
We define the time taken to transmit  TBs with one DCI as follows:
 milliseconds, where  is used to denote the number of repetitions, and  is used to denote the gap durations.
In the above equation, the terms that are “scheme specific” terms are:
1. The “evolution” of  over time, during transmission of a (large) buffer of queued TBs at the eNB.
2. The gap  which is implicitly related to  by , where 
For each of the schemes, we calculate the total time taken to empty a buffer of  TBs at the eNB as    where the summation over  takes into account the evolution of the “scheme-specific” stochastic process  at the  DCI transmission (where each transmitted TB is assumed to have a failure rate, modeled by the BLER), and continues until all  packets have been successfully transmitted. The scheme-specific throughput is then given by . Table 3 summarizes the throughput gains obtained from numerical analysis of these stochastic processes for different schemes. We use the shorthand  to denote throughput, and the three schemes compared are (i) : where we schedule both new and retransmissions with the same DCI, (ii) : where new and retransmissions are scheduled separately, as in [1], and (iii) : where a single DCI schedules a single TB. In the evaluations, a maximum of 8 TBs may be scheduled by a DCI,and .
Table 3: Throughput gains from scheduling new and retransmissions together
	
	Initial Transmission BLER = 
	Initial Transmission BLER = 

	
	1. 
2. 
	1. 
2. 

	
	1. 
2. 
	1. 
2. 



We see from the above, that for settings where we gain the most w.r.t legacy by using a single DCI to schedule multiple TBs (low CE repetitions regime), we suffer approximately up to  for reasonable target BLERs of the initial transmission. 
Observation 4: Scheduling new and retransmissions separately incurs up to a  throughput loss over scheduling new and retransmissions together with the same DCI.
[bookmark: _Hlk983419]Proposal 6: Enable scheduling of new transmissions and retransmissions together by a single DCI. Further enable an interpretation of a new data indicator field for relevant scheduled HARQ processes that follows the methodology of the legacy NDI field. 
Loss in time-diversity gains from interlacing

Scheduling new and retransmissions separately essentially implies that at each multi-TB transmission scheduled by a DCI, there will be less than the maximum number of possible TBs (8 for CE Mode A) scheduled most times. This in turn reduces the time diversity gains possible by interlacing the repetitions of multiple TBs with each other—the less the time duration (i.e., the number of scheduled TBs), the less the harnessing of time diversity. This, in turn will affect the physical layer performance negatively w.r.t scheduling initial and retransmissions together, where maximal time-diversity harnessing via interlacing is always possible.
Observation 5: Scheduling initial and retransmissions separately results in physical layer performance degradation due to less diversity gains from TB interlacing.
DCI size comparisons

While we demonstrated that scheduling new and retransmissions separately and restricting RV choices degrades throughput and physical layer performance, and potentially causes inefficiencies at the higher layers, this approach does represent an extreme limit in terms of DCI size compression, since it strips away the per-TB NDI and RV indicators. Moreover, it is proposed in [1] to apply a restriction on the allowable MCSs per multi-TB scheduling, providing a further 2-3 bits of saving in DCI size.
However, as we have detailed in Section 3, significant bit savings in DCI are still possible with joint-encoding across DCI fields, where we do not have to make the compromises proposed in [1], and thereby retain most of the flexibility and performance benefits by carefully removing redundant inter-field combinations from the DCI signalling. To revisit the results from Section 3, our joint encoding scheme for  (where  denotes the maximum number of TBs scheduled,  denotes the number of bits required to signal number of repetitions,  denotes the number of bits required to signal the MCS, and  denotes the MCS restriction parameter as described in Section 3) brings the size of a 40 bit (separately encoded) multi-TBS DCI (across these fields) down to 30 bits. Across the same fields (HARQ, NDI, RV index, Frequency Hopping Indicator, MCS, and number of repetitions), the scheme in [1] would require anywhere between 18 and 20 bits (considering the “MTBG indicator” in [1]), depending on how many (anywhere from 2 to 4) bits are used for MCS signalling. In our view, especially for CE Mode A—where up to 8 TBs may be scheduled by a single DCI—the approach in [1] does not represent a graceful trade off in terms of bit savings and performance/flexibility.
[bookmark: _Hlk4764515]Observation 6: For 8 TBs scheduled by one DCI, 3-bit repetition number signalling, 4-bit MCS signalling, and an MCS restriction to 2-bits for repetition numbers greater than 1: 
- Separate unrestricted encoding requires 40 bits; 
- Joint encoding (proposed in Section 3) requires 30 bits, while still retaining per-TB flexibility and high throughput; 
- The restricted encoding approach in [1] requires 18-20 bits with significant losses in throughput and efficiency, across the same set of DCI fields. 

5     Same DCI parameter values across TBs—interpretation
While it is desirable (and agreed in RAN1#96) to have the same parameter values signalled for certain DCI fields across all the TBs scheduled by that DCI to eliminate redundancy and maintain a reasonable DCI size, it is important to keep in mind that these same parameter values across the TBs may have differences in interpretation (distinct from the signalling of the parameter value) across the TBs.
As an example, we consider the interpretation of the MCS parameter value, which is agreed to be signalled the same across all TBs scheduled by a DCI transmission. For the case when both initial and retransmissions are scheduled by the same DCI, it is important to note that the signalled (common) MCS parameter value in any given DCI will be interpreted as such exclusively for the new TBs—i.e., the TBs in the HARQ processes that receive a “toggled NDI” with respect to the immediately previous transmission. For TBs that are retransmissions—i.e., the NDI is not toggled for that HARQ process—the MCS (or at least the TBS value) continues to be the one that was indicated in the MCS parameter value during the initial transmission on that HARQ process. In other words, for each TB, the MCS parameter value is interpreted exactly once—during the initial transmission of that TB—and kept in memory till the NDI for that process toggles. This is a subtle but critical interpretation, since without this, HARQ combining will be infeasible across different RVs when initial and retransmissions are scheduled by the same DCI.
Proposal 7: The TBS determination for multi-TB grants is as follows:
- For initial transmission, the TBS is derived based on the signalled MCS value.
- For retransmissions, the TBS is derived based on the initial MCS value. 

6     Summary
In this contribution we presented our views on scheduling of multiple UL-DL transport blocks. The following observations and proposals are made:
Proposal 1: Define scheduling enhancements for the following case:
	- One DL + One UL TBS from single MPDCCH (targeting VoLTE).
Proposal 2: For the case of VoLTE, the TBS candidates (or candidate sets of UL/DL TBSs) can be configured by RRC, and the DCI only includes a pointer to one of the candidates.
Observation 1: For  TBs scheduled by a single DCI, jointly encoding HARQ Process, NDI and RV index fields saves  bits in DCI. For  TBs, this results in a saving of 6 bits.
Proposal 3: Jointly encode at least the HARQ Process IDs, NDIs and RVs in the DCI to eliminate redundant combinations across these fields. FFS: Consider further joint encoding incorporating other fields.
Proposal 4: Restrict the set of possible values for RV index, MCS and Frequency Hopping indicators based on the repetition number configured.
Proposal 5: Jointly encode the repetition number, RV indices, MCS, FH indicator, HARQ Process IDs and NDIs to eliminate signalling redundant and restricted combinations across these fields.
[bookmark: _Hlk1130519]Observation 2: For a typical scenario with  TBs scheduled by one DCI, (separate) 3-bit repetition number signalling, (separate) 4-bit MCS signalling, and an MCS restriction to 2-bits for repetition numbers greater than 1, joint encoding across relevant DCI fields saves 10 bits (from a potential 40) vis-à-vis encoding fields separately.
Observation 3: Using a “NewTx/ReTx”-type indicator to schedule new and retransmissions separately leads to additional packet drops and system inefficiencies at physical and higher layers w.r.t employing the classical NDI per scheduled HARQ process.
Observation 4: Scheduling new and retransmissions separately incurs up to a  throughput loss over scheduling new and retransmissions together with the same DCI.
Proposal 6: Enable scheduling of new transmissions and retransmissions together by a single DCI. Further enable an interpretation of a new data indicator field for relevant scheduled HARQ processes that follows the methodology of the legacy NDI field. 
Observation 5: Scheduling initial and retransmissions separately results in physical layer performance degradation due to less diversity gains from TB interlacing.
Observation 6: For 8 TBs scheduled by one DCI, 3-bit repetition number signalling, 4-bit MCS signalling, and an MCS restriction to 2-bits for repetition numbers greater than 1: 
- Separate unrestricted encoding requires 40 bits; 
- Joint encoding (proposed in Section 3) requires 30 bits, while still retaining per-TB flexibility and high throughput; 
- The restricted encoding approach in [1] requires 18-20 bits with significant losses in throughput and efficiency, across the same set of DCI fields.


Proposal 7: The TBS determination for multi-TB grants is as follows:
- For initial transmission, the TBS is derived based on the signalled MCS value.
- For retransmissions, the TBS is derived based on the initial MCS value. 
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