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Introduction
The following agreements have been reached on UCI enhancement in the previous RAN1 meetings.
	Agreements RAN1#95:
· Multiple PUCCHs for HARQ-ACK within a slot should be supported in R16.




	R1-1901287	Summary of RAN1#AH1901 Tdocs on  UCI enhancements for URLLC	OPPO
Agreements:
· For a R16 UE, at least two HARQ-ACK codebooks can be simultaneously constructed, intended for supporting different service types for a UE
· FFS more details (including procedures when applicable)
· FFS: How to identify a HARQ-ACK codebook 
· FFS applicability to semi-static HARQ-ACK codebook, or dynamic HARQ-ACK codebook, or both
· FFS more than 2
· FFS whether or not CBG configuration is supported for Rel-16 URLLC



In the first part of the contribution, we provide the rationale for the following design choices, and reflect on previous alternative proposals:
· Optional codebook-less HARQ feedback, signalled via special K1 value
· Optional half-slot partitioning used in PUCCH resource configuration and HARQ codebook segmentation
· HARQ procedures having separate HARQ codebook instances, configurations, and intra-UE priority levels
· HARQ procedure selection by mapping DL HARQ Process IDs to HARQ procedures
· (Type-2) dynamic codebook format used with URLLC
The second part addresses UCI vs. UCI (Scenario 4) and UCI vs. data (Scenario 5) resource conflicts in response to the LS from RAN2 [1], [2]. We propose a set of high-level rules and solution paths as targets for an initial agreement. 
    
Multiple PUCCH’s for HARQ-ACK within a slot
Section 2.1 provides a structured walk through the HARQ procedure design. Section 2.2 offers a comparison to alternative HARQ codebook segmentation proposals.
Multiple-HARQ-procedure design
By HARQ procedure we mean a separate ensemble of HARQ codebook instances, HARQ configurations (slot partitioning, codebook type, PUCCH resource allocation), behaviour (PUCCH timing, PUCCH resource overriding) and intra-UE priority level. Each DL-DCI should be served by either of three HARQ procedures operated concurrently in the UE as explained in the sequel. The goal is not to associate a priority level to each service with a different set of requirements but to enable the UE to choose between a very limited set of behaviours (prioritize one or the other or multiplex) when scheduled resources overlap. Therefore, priority levels are not strictly tied in with services or traffic types.    
Design priorities
The highest priority aspect of the design is to 
· Minimize or control PUCCH alignment delay for URLLC
· Flexible trade-off points between delay and spectral efficiency   
· Ensure 0 delay is always an available option       
· Minimize false alarms and miss detects
Lower priority aspects:
· Minimize restrictions to PDCCH, PUCCH scheduling flexibility  
· Minimize DCI overhead  
· Maximize spectral efficiency
· Prevent, if possible, complex resource allocation conflicts (refer to Section 3) 
· Minimize standardization effort (e.g. reuse type-1, type-2 codebook formats, PUCCH indication mechanism, PUCCH resource over-riding rule, etc.)
According to these priorities, the corner point for the design is the flexibility to control latency. 
Codebook-based and codebook-less HARQ_ACK feedback
URLLC air interface latency requirements range from 1 ms (30 kHz SCS) to a few milliseconds by application. Factory automation, which is a major potential application domain for the technology, is on the more stringent, lower end of this range. At SCS=30kHz – a predictably common deployment choice below 6 GHz, Rel-15 UE capability class 2 only enables single-shot transmissions within 1ms. Rel-16 would need to specify a capability class with shorter UE processing timelines to enable at least single retransmissions within these settings [1]. Under such circumstances, it stands to reason to minimize PDCCH/PUCCH alignment delays to begin with, and even to the point of supporting zero PUCCH alignment delay. 
Observation 1: Zero PUCCH alignment delay should always be an available option.
The only scheme that can deliver zero PUCCH alignment delay is codebook-less HARQ feedback, i.e., when the PUCCH resource configuration cannot be overridden. In the contrary case, as soon as AN feedback is gathered into a HARQ codebook, and PUCCH resource configuration can be overridden, one HARQ process needs to wait for the other. Furthermore, codebook segmentation rules formulate restrictions (e.g. maximum one HARQ codebook per slot or sub-slot; forbidding out-of-order-HARQ) that can introduce a delay itself. 
On the other hand, HARQ codebook construction is useful in reducing resource allocation conflicts and enhancing spectral efficiency. Therefore, these two methods complement each other and should be simultaneously supported in a network. In such a hybrid scheme, codebook-based method is used by default, and codebook-less feedback is there to serve the corner cases that would cause a latency problem. 
The fundamental difference in behaviour between codebook-based and codebook-less procedure is that the former applies the PUCCH resource overriding rule while the latter does not. The simplicity of codebook-less HARQ could also allow defining shorter UE processing timeline N1. Out-of-order HARQ sending between same type of traffic might be forbidden to that end. PUCCH timing for codebook-less HARQ feedback is addressed in the next section.   
Observation 2: PUCCH alignment delay of HARQ feedback transmission stems from three factors:
1. insufficient time density of configured PUCCH resources
2. codebook assembly from different HARQ processes (PUCCH resource overriding)
3. specific codebook segmentation constraints (e.g. maximum one HARQ codebook per slot or sub-slot, forbidding out-of-order-HARQ) 
Observation 3: Codebook-less HARQ feedback sending can be enabled by dropping the PUCCH resource overriding rule
Observation 4: Only codebook-less HARQ feedback sending can achieve zero PUCCH alignment delay.
Observation 5: Codebook-less and codebook-based HARQ feedback should simultaneously be supported for URLLC traffic in the same UE.
Observation 6: The simplicity of codebook-less HARQ could allow defining restricted UE processing timelines.
Observation 7: Codebook-less HARQ can be implemented by Type-2 codebook format, and a dynamic signalling that (1) resets the DAI counter and (2) disables PUCCH resource overriding. 
In a mixed traffic scenario, beyond the need of simultaneous codebooks, the PUCCH resource configuration should address the latency and reliability constraints of each traffic type. Hence, these resources as well as the HARQ codebook format and segmentation should be separately configured for the HARQ procedures used by different traffic.
Proposal 1: on whether “two or more HARQ-ACK codebooks can be simultaneously constructed?”
HARQ-ACK feedback should be channelized towards one of three concurrently operated HARQ procedures per UE:
1. Codebook-based, ”slow” (low-priority) HARQ procedure
2. Codebook-based, “fast” (high-priority) HARQ procedure
3. Codebook-less, “fast” (high-priority) HARQ procedure (PUCCH resource overriding disabled)
Different HARQ procedures operate on independent HARQ codebook instances and can have separate configurations of codebook type, PUCCH allocation, sub-slot size definition and K1 table. Codebook-based and codebook-less procedures differ in behaviour as well. The procedures are not strictly tied in with traffic type. 
K1 and PRI fields
Resource allocations are non-deterministic even with deterministic periodic traffic because of time varying channel conditions and unpredictable retransmissions. Therefore, the only certain means to meet the zero-delay requirement by the PUCCH resource configuration is to ensure that an adequate PUCCH resource is available with any OFDM symbol start time within a slot. 
Observation 8: In the case of URLLC traffic, PUCCH resource configuration should support HARQ sending starting at the earliest OFDM symbol that meets the processing timeline. 
With the currently defined 3-bit PRI, all but PUCCH resource set 0 are limited to 8 elements, which is less than the number of OFDM symbols in a slot, 14. This can easily become a bottleneck for flexible scheduling in time and frequency. Therefore, to be on the safe side, the achievable time density of PUCCH resources should be doubled with respect to Rel-15. 
One way to double the achievable time density of PUCCH resources is to keep K1 in units of slots and increase PRI bit-width to four. Another way is to keep the 3-bit PRI, and specify K1 in units of half-slots. A further option is to specify K1 in units of even smaller sub-slots, allowing the decrease of the PRI bitwidth. Although K1 and PRI bitwidths are in a flexible trade-off with respect to PUCCH selection, their role is asymmetric as far as K1 also governs codebook segmentation, and cannot be overridden as PRI can. Therefore, the first two options should be preferred for flexibility. Out of these two, the 3-bit PRI option leads to more economic design, as half-slot partitioning solves the issue of multiple HARQ codebook sending per slot as well. This point is illustrated by the example given in Table 1. If K1 is in units of slots then an extra bit field is needed to distinguish between HARQ codebook instances. 
[bookmark: _Ref5109496]Table 1: Examples for different K1 vs. PRI bit-width trade-offs
	PUCCH config
	K1 unit, width
(1-3 bits)
	PRI
	Codebook instances
	Total bits
	Comments

	Per half-slot
	Half-slots, n bits
	3 bits
	Max 1  per half-slot
	n+3
	Harmonized bitwidth.

	Per slot
	Slots,
max(1,n-1) bits
	4 bits
	Max 2 per slot
1 bit indication
	Min. n+4
	Mixed traffic: K1,PRI field length requirements mismatch.

	Per two symbols
	Two-symbols
n+2 bits
	1 bit
	Max 1 per two symbols
	n+3
	K1 cannot be overridden, PUCCH flexibility decreased



Meanwhile half-slot partitioning should be a configurability option per BWP (and traffic type), since e.g. K1 units in slots could be more economic at SCS=120 kHz, and still provide sufficient PUCCH time density.   
This is summarized in the following observations and proposals. 
Observation 9: The achievable time density of PUCCH resources should be doubled with respect to Rel-15.
“How to determine PUCCH resource for each PUCCH?”
Proposal 2: For HARQ codebook sending the PUCCH resource selection should use the Rel-15 mechanism adapted to sub-slots. 
“How to indicate the starting symbol of different PUCCHs?”
Proposal 3: PUCCH resource sets should be configured per sub-slot and the starting symbol index should be referenced to the start of the sub-slot. 
 “How to indicate K1, e.g. in unit of slot, half-slot, a number of symbols or symbol?”
Proposal 4: PRI should be maintained 3-bit, while K1 unit should be configurable between slots and half-slots per HARQ procedure and BWP.   
Codebook-less sending is only used when delays need to be minimized. Therefore, the earliest sub-slot that meets the UE timelines is selected for sending the selected PUCCH resource. Using the PRI in the selection of the transmission sub-slot does not cause a chicken-egg problem, unlike with the codebook methods, where the transmission sub-slot needs to be fixed for the codebook segmentation before the codebook size and the PUCCH resource could be determined. 
Proposal 5: For codebook-less procedure, the PUCCH resource assigned by the PRI should be sent in the earliest sub-slot that abides by the timelines. 
In fact, we notice that code-bookless sending does not require a K1 indication. Hence, an economic way to select codebook-less sending is to define a specific K1 index or K1 value that selects codebook-less sending when high-priority HARQ transmission has been indicated. This is illustrated in Figure 1. The scheme is applicable even with 1-bit K1 indicator. (This DCI field has configurable length of 1 to 3 bits.)
Proposal 6: When configured so, a specific K1 (index) value should select codebook-less HARQ_ACK sending, unless the low-priority procedure has been indicated. 
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[bookmark: _Ref528760659]Figure 1: Special K1 value to select between codebook-based and codebook-less HARQ
Maximum number and segmentation of HARQ codebooks 
Considering the slot duration of 0.5 ms at 30k Hz SCS, realistic traffic patterns and UE processing capabilities bring down the targeted maximum number of HARQ codebooks to three per slot: one for eMBB and two for URLLC. Exceptional traffic patterns can still be handled by codebook-less HARQ feedback.
The simplest, most flexible and most efficient solution for URLLC HARQ codebook segmentation is to rely on half-slot partitioning and allow a single HARQ codebook per half-slot. Alternative choices are reviewed in Section 2.2.     
Observation 10: Three HARQ codebooks per slot (one for eMBB and two for URLLC) are typically sufficient in most application scenarios at any SCS. 
Observation 11: Stringent latency corner cases can be addressed by codebook-less HARQ feedback the most efficiently. 
Proposal 7: On “how to separate HARQ-ACK multiplexing windows for different PUCCHs?”
Primarily based on sub-slot partitioning. The sub-slot size can be configured per BWP and HARQ procedure, and the selectable options should be restricted to 7 or14 OS.
The codebook-less HARQ feedback may also be indicated to the UE for meeting the URLLC requirements in exceptional traffic timing scenarios. 
HARQ procedure indication
The following options for signalling the selectable HARQ procedure have been looked at:
· New DCI bit – increases DCI size
· Reuse of existing DCI field
· special K1 index values in DCI
· HARQ process ID
· Implicit signalling via scheduling – restricts DL scheduling flexibility
· Search space configuration
· Type of DCI
· New RNTI – increases false alarm rate
The HARQ process ID, which is a fixed 4 bits field, could be suitable for implicit signalling. For this purpose, HARQ process ID’s would be split into two groups by RRC configuration. The size of the two groups would set the bound to the complexity of the codebooks per each traffic type. As already proposed above, once the high-priority procedures are selected, a specific K1 value could indicate the codebook-less procedure. The high and low priority procedures would have separate K1 tables configured.
In fact, by using a single common K1 table and electing two ore more special K1 values, the signalling can entirely be taken care of. E.g. Special value “A” would select codebook-less HARQ, special value “B” would select high priority codebook-based procedure with K1=1, (possibly special value could select the same procedure as “B” but with a different K1 value) and the remaining values would indicate K1 index for the low-priority procedure. 
Proposal 8: Selection between HARQ procedures should be indicated by reusing existing fields, such as HARQ process ID and K1 index.   
Dynamic vs. static format codebooks
The rationale behind each codebook determination method is explained by the way they ensure predictable codebook format and size despite occurrences of DCI reception failures; codebook size also plays a role in decoding the PUCCH assignment, hence the stakes to get it right. Type-1 (semi-static) guarantees the format by including padding bits to cover all PDSCH reception opportunities regardless of the successfully detected DCI’s. Padding bits make this method inefficient. Type-2 (dynamic format) applies modulo-4 sequence indexing (DAI counters) to DCI’s, which allows detecting failing DCI’s as long as a burst of four or more failures does not occur. While such burst can be produced in eMBB over time, in scenarios having URLLC traffic alone they can virtually be precluded. Hence, no need to look further to solutions based on Type-1 method.           
Observation 12: DAI counter mechanism in Type-2 HARQ codebook is very reliable with URLLC traffic alone. 
 “How to determine dynamic HARQ-ACK codebook?”
Proposal 9: Type-2 HARQ codebook determination should be applicable to sub-slots as an option, and K1 time offset should be interpreted as the number of uplink sub-slot boundaries overlapped by the offset. DAI counter excludes transmissions reported by different HARQ procedures or sub-slots.
“How to determine semi-static HARQ-ACK codebook?”
The semi-static HARQ codebook format has the advantage of fixed size and format, hence robustness. It also allows reusing the DAI field for the purpose of indicating codebook-less HARQ feedback (without allowing another codebook in the same slot). However, these advantages vanish in the URLLC scenario, where dynamic HARQ codebook format can be just as robust and codebook-less HARQ feedback can be triggered easily by other means. 
Due to the padding bits, Type-1 format is impractical for URLLC transmissions, and should be avoided. Therefore, it requires no enhancements. Meanwhile, in mixed traffic scenarios, Type-1 might be considered to be a safer configuration to use with eMBB traffic. 
Proposal 10: Semi-static HARQ codebook does not need enhancement.
“How to do PUCCH resource overriding for HARQ-ACK multiplexing?”
With dynamic (Type-2) HARQ codebook format, the size of the codebook dynamically changes as new DL-DCI’s to be reported in the same slot get successfully received by the UE. Also, the PUCCH resource overriding mechanism is absolutely necessary to select the appropriate PUCCH resource. Not so with the codebook-less transmission, which strictly works without overriding.
Proposal 11: The PUCCH resource overriding should apply separately for the low- and high-priority procedure, separately. Whereas for codebook-less procedure the overriding rule does not apply.
Summary of main design choices
For better illustration and to avoid repeating the detailed proposals in the previous sections or the summary in Section 1, we capture the conclusions by Figure 2 and Table 2.  
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[bookmark: _Ref5116932]Figure 2: A possible solution for dynamic signalling of HARQ procedure
[bookmark: _Ref5116948]Table 2: Definition of procedures
	Procedure
	PUCCH assignment
	Partitioning:
PUCCH and segmentation
	PRI
	K1 index
	K1 table(s)
	Format
	Priority-level
(Section 3)
	Out-of-order
HARQ

	C) code-book-less
	no overriding
inferred timing
	half-slot or slot
	3 bits;
common allocation
	Same bit width
	common
	Type-2 (trivial)
	high
	Only with respect to “B”

	A) fast
	overriding
	
	
	
	
	Type-2
	high
	

	B) slow
	
	slot
	3 bits
	
	Separate unless K1 used in selection
	Type-1 or Type-2
	low
	No



Comparison of HARQ codebook segmentation schemes
With each scheme we can assume that codebook-less HARQ is available as a complementary option if necessary. We assume that the configuration only applies where needed, i.e., only with the high-priority procedure and possibly only with specific BWPs.
The most stringent requirements with respect to PUCCH alignment delay in terms of OFM symbols will arise with SCS=30 kHz once that a new capability class enables single retransmissions within 1 ms latency. 
Half-slot partitioning
Per BWP, the sub-slot size should be configurable between slot or half-slot.
Half-slot partitioning doubles the time density of PUCCH resources for legacy selection mechanism and 3-bit PRI size. Thus zero PUCCH alignment delay is always available. At SCS=30 kHz the duration of a sub-slot is 0.25 ms. If this amount of PUCCH alignment can be tolerated then any packet inter-arrival time can be supported. Codebook-less HARQ feedback can be used when latency cannot be met otherwise. 
Signalling of codebook-less HARQ by special K1 value is affordable. As a worst case, consider the example of 1-bit K1 index field in DCI. Value 0 selects codebook-less HARQ_ACK, value 1 selects codebook-based HARQ_ACK feedback in next half-slot (pragmatically at the start of it).  
One or two symbol partitioning
This option targets zero PUCCH alignment delay. However, this is superfluous when codebook-less HARQ can be triggered as a complementary option. On the other hand, for codebook construction this partitioning is impractical. K1 cannot be overridden as PRI can!  3-bit PRI is over-kill with this partitioning, hence needs to be decreased. 
Freely configurable partitioning
This option targets flexibility. However, there is no traffic pattern that would justify this. At 30 kHz SCS, it would assume tight latency and at least three packets per 0.5, simultaneously. It is inefficient to tune a sub-slot partitioning to outliers. Much better is the approach to meet the requirements for the typical inter-arrival time and serve the outliers by the complementary codebook-less HARQ_ACK.  
Dynamic PDSCH grouping based segmentation
The absolute maximum of HARQ codebook instances transmitted in a slot is 14. A 4-bit field included in the DL-DCI could indicate the HARQ codebook instance within a slot, and hence define the codebook segmentation along with K1. Similarly, a 3-bit instance selector could achieve the same when K1 is in units of half-slots.  One of the inconvenience of such a method would be the lack of PUCCH selection overriding. Similarly to K1, the instance selector cannot be overridden unlike the PRI!  
The other issue would be the redundancy with PRI. While the instance selector refines the segmentation, the PUCCH configuration is still defined over the whole slot. To double the time density PRI needs to increase to 4 bits. 
It would be hard to optimize the width of the bitfields. Instead of sizing for the worst case, the outliers should be served by the complementary codebook-less HARQ_ACK.    
Semi-static PDSCH grouping based segmentation
This option is motivated by Type-1 (semi-static) codebook construction. However, it has not been proven that Type-2 (dynamic) codebook construction is not sufficient for URLLC.  PUCCH-based partitioning goes against zero-PUCCH-alignment delay, or it degenerates to codebook-less HARQ if PUCCH resources are available in every OFDM symbol. 
To double the time density PRI needs to increase from 3 to 4 bits.
Conclusion
Half-slot partitioning tunes the PUCCH allocation time density and the codebook segmentation simultaneously. Thereby solving two issues with a single RRC parameter configuration in an efficient and simple manner. 
A hybrid scheme comprising codebook-based and codebook-less HARQ feedback options can handle both typical patterns and outliers efficiently. Codebooks inherently imply additional delay. If such a delay cannot be tolerated, the only remaining option is “codebook-less” HARQ feedback, whether it is called a separate codebook itself or not. It can be co-operate with various HARQ codebook segmentation schemes. 
  
 Intra-UE multiplexing and prioritization of UCI
Scenario #4: Intra-UE UL Prioritization – Resource Conflict between Control Channel and Control Channel
Conflicting eMBB and URLLC HARQ feedback
Let us consider the resource conflict shown in Figure 3. Here eMBB PUCCH has been scheduled already by the time URLLC DL transmission is initiated, and the eMBB PUCCH is blocking the low-latency HARQ feedback for URLLC. Multiplexing not only risks meeting the URLLC latency and reliability requirements but can often be impossible due to UE processing timelines (“guard gap”). Multiple UCI PUSCH overlaps would have to be considered making multiplexing further cumbersome. Therefore prioritization should be the neat and preferred approach.
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[bookmark: _Ref534992255]Figure 3: Already scheduled eMBB HARQ feedback conflicting with URLLC HARQ feedback: attempt to multiplex
Simply aborting PUCCH carrying eMBB HARQ is not always the best strategy as it tends to trigger multiple superfluous retransmissions of large chunks of data in the downlink. For instance, if 10% of eMBB HARQ transmissions is aborted, the eMBB DL BLER degrades by 10%. Therefore, this should be accounted for unless it occurs infrequently. 
A better solution to dropping an eMBB HARQ transmission is to abort it but save the actual codebook for later resending in full. 
In some cases the gNB might decide to prioritize eMBB actually. For instance, the cost of single-shot URLLC transmission is lower than the cost of triggering superfluous eMBB retransmissions. Or a timely retransmission occasion for URLLC is not available at all. In these circumstances the URLLC HARQ can still be required (e.g. for statistics) but the latency and (possibly) reliability are no longer concerns. In such a case, the gNB can select between:
· Multiplexing URLLC HARQ with eMBB HARQ (if timelines are met) by indicating the same, low-priority HARQ procedure in the DL-DCI
· Scheduling URLLC HARQ after eMBB HARQ with either low or high reliability HARQ procedure indication. (Low seems to be the more pragmatic choice.)  
Observation 13: Multiplexing would be complex and in some cases impossible between URLLC UCI and eMBB HARQ.
Observation 14: gNB can deprioritize URLLC HARQ when it make sense by simple scheduling.
Proposal 12: Do not support multiplexing URLLC HARQ with eMBB HARQ.
Conflicting HARQ and SR
The occurrence of positive SR is not predictable by gNB scheduler, hence overlapping transmissions cannot easily be avoided (unless scheduling around SR occasions, which is not a pragmatic choice in many cases). 
There is no risk in dropping eMBB SR when it conflicts with URLLC HARQ, but it might be necessary that L1 reports such an event to MAC. 
On the other hand, URLLC SR would need to have priority vs. other PUCCH in order not to risk violation of URLLC requirements, with the exception that multiplexing using Rel-15 rules should be allowed between PUCCH format 0 UCI’s or PUCCH format 1 UCI’s of the same traffic type.
In conclusion, the opposite prioritization rules seem adequate for SR based on its traffic type. Therefore, MAC layer would need to determine a binary priority level for PHY prioritization along with each SR request to L1. This would be based on the mapping between SR and logical channel groups, and the MAC priority levels assigned to each logical channel in the MAC. 
Proposal 13: Priority at PHY is determined by MAC layer for the purpose of PHY prioritization.   
Observation 15: There is no drawback in dropping eMBB SR when it conflicts with URLLC HARQ.
Proposal 14: URLLC SR should have priority over other UCI. Multiplexing with HARQ should only be allowed between same traffic type and PUCCH format. 
Conflicting P/SP-CSI and HARQ/SR
P/SP CSI is used to optimize scheduling for better spectral efficiency. URLLC reliability is not directly dependent on it.
Observation 16: P/SP CSI is used to optimize scheduling for better spectral efficiency. URLLC reliability is not directly dependent on it.
If P/SP CSI scheduled for eMBB conflicts with URLLC SR or HARQ it should be deprioritized by puncturing or abortion. Failing P/SP CSI can be made up for by requesting an A-CSI.
P/SP CSI scheduled for URLLC is unlikely to conflict with URLLC SR or HARQ when URLLC traffic is periodic. For non-periodic traffic P/SP CSI can be safely dropped, and an A-CSI requested, because P/SP scheduling was not optimized to the temporal distribution of the traffic, which is unknown. In conclusion, it is safe to drop P/SP-CSI scheduled for URLLC when it conflicts with URLLC SR/HARQ, and requesting A-CSI.
Proposal 15: Deprioritize P/SP-CSI when it conflicts with URLLC SR or HARQ or PUSCH.
gNB is able to schedule eMBB HARQ/PUSCH around P/SP CSI scheduled for URLLC. The conflict should be avoided especially when URLLC traffic is periodic and timely CSI feedback is important.
Proposal 16: Multiplex P/SP-CSI with eMBB HARQ or PUSCH when Rel-15 conditions are met.
Scenario #5: Intra-UE UL Prioritization – Resource Conflict between Control Channel and Data Channel
This scenario considers a case where the resources of uplink control transmission overlaps in time with uplink data transmission. Three scenarios should be considered for traffic types:
· URLLC UL-data vs. eMBB UCI
· eMBB UL-data vs. URLLC UCI
· URLLC UL-data vs. URLLC UCI.
In these conflicts we assume that eMBB is scheduled first. If overlapping resources can be multiplexed, then they should by multiplexed unless gNB sends some inhibitory signalling (e.g. beta=0). If multiplexing is not possible or inhibited then the resource scheduled by the later DCI should take precedence over the other. 
In the case of conflicting SR, eMBB SR should always be deprioritized, and URLLC SR should always be prioritized. Note that if URLLC PUSCH is transmitted, any new request can be multiplexed onto it as BSR. Thus SR will not get triggered during PUSCH of the same traffic type. 
Observation 17: PUSCH will never conflict with SR of the same traffic type. 
Proposal 17: eMBB PUSCH conflicting with URLLC SR or URLLC HARQ should be deprioritized (aborted or punctured). Details: FFS.
Proposal 18: URLLC PUSCH should always be prioritized over eMBB UCI. Details: FFS.
Proposal 19: PUSCH should be multiplexed with HARQ of same traffic type when timelines are met. Otherwise, it should be prioritized over HARQ.
Proposal 20: When two PUSCH’s conflict in time, the one scheduled by the later UL-DCI should be transmitted and the other should be aborted.

Conclusion
In the first part of the contribution we had the following observations and proposals on multiple HARQ procedures:
Observation 1: Zero PUCCH alignment delay should always be an available option.
Observation 2: PUCCH alignment delay of HARQ feedback transmission stems from three factors:
1. insufficient time density of configured PUCCH resources
2. codebook assembly from different HARQ processes (PUCCH resource overriding)
3. specific codebook segmentation constraints (e.g. maximum one HARQ codebook per slot or sub-slot, forbidding out-of-order-HARQ) 
Observation 3: Codebook-less HARQ feedback sending can be enabled by dropping the PUCCH resource overriding rule
Observation 4: Only codebook-less HARQ feedback sending can achieve zero PUCCH alignment delay.
Observation 5: Codebook-less and codebook-based HARQ feedback should simultaneously be supported for URLLC traffic in the same UE.
Observation 6: The simplicity of codebook-less HARQ could allow defining restricted UE processing timelines.
Observation 7: Codebook-less HARQ can be implemented by Type-2 codebook format, and a dynamic signalling that (1) resets the DAI counter and (2) disables PUCCH resource overriding. 
Proposal 1: on whether “two or more HARQ-ACK codebooks can be simultaneously constructed?”
HARQ-ACK feedback should be channelized towards one of three concurrently operated HARQ procedures per UE:
1. Codebook-based, ”slow” (low-priority) HARQ procedure
2. Codebook-based, “fast” (high-priority) HARQ procedure
3. Codebook-less, “fast” (high-priority) HARQ procedure (PUCCH resource overriding disabled)
Different HARQ procedures operate on independent HARQ codebook instances and can have separate configurations of codebook type, PUCCH allocation, sub-slot size definition and K1 table. Codebook-based and codebook-less procedures differ in behaviour as well. The procedures are not strictly tied in with traffic type. 
Observation 8: In the case of URLLC traffic, PUCCH resource configuration should support HARQ sending starting at the earliest OFDM symbol that meets the processing timeline. 
Observation 9: The achievable time density of PUCCH resources should be doubled with respect to Rel-15.
“How to determine PUCCH resource for each PUCCH?”
Proposal 2: For HARQ codebook sending the PUCCH resource selection should use the Rel-15 mechanism adapted to sub-slots. 
“How to indicate the starting symbol of different PUCCHs?”
Proposal 3: PUCCH resource sets should be configured per sub-slot and the starting symbol index should be referenced to the start of the sub-slot. 
 “How to indicate K1, e.g. in unit of slot, half-slot, a number of symbols or symbol?”
Proposal 4: PRI should be maintained 3-bit, while K1 unit should be configurable between slots and half-slots per HARQ procedure and BWP.   
Proposal 5: For codebook-less procedure, the PUCCH resource assigned by the PRI should be sent in the earliest sub-slot that abides by the timelines. 
Proposal 6: When configured so, a specific K1 (index) value should select codebook-less HARQ_ACK sending, unless the low-priority procedure has been indicated. 
Observation 10: Three HARQ codebooks per slot (one for eMBB and two for URLLC) are typically sufficient in most application scenarios at any SCS. 
Observation 11: Stringent latency corner cases can be addressed by codebook-less HARQ feedback the most efficiently. 
Proposal 7: On “how to separate HARQ-ACK multiplexing windows for different PUCCHs?”
Primarily based on sub-slot partitioning. The sub-slot size can be configured per BWP and HARQ procedure, and the selectable options should be restricted to 7 or14 OS.
The codebook-less HARQ feedback may also be indicated to the UE for meeting the URLLC requirements in exceptional traffic timing scenarios. 
Proposal 8: Selection between HARQ procedures should be indicated by reusing existing fields, such as HARQ process ID and K1 index.
Observation 12: DAI counter mechanism in Type-2 HARQ codebook is very reliable with URLLC traffic alone. 
 “How to determine dynamic HARQ-ACK codebook?”
Proposal 9: Type-2 HARQ codebook determination should be applicable to sub-slots as an option, and K1 time offset should be interpreted as the number of uplink sub-slot boundaries overlapped by the offset. DAI counter excludes transmissions reported by different HARQ procedures or sub-slots.
“How to determine semi-static HARQ-ACK codebook?”
Proposal 10: Semi-static HARQ codebook does not need enhancement.
Proposal 11: The PUCCH resource overriding should apply separately for the low- and high-priority procedure, separately. Whereas for codebook-less procedure the overriding rule does not apply.
In the first part of the contribution we had the following observations and proposals on intra-UE prioritization and multiplexing of UCI:
Observation 13: Multiplexing would be complex and in some cases impossible between URLLC UCI and eMBB HARQ.
Observation 14: gNB can deprioritize URLLC HARQ when it make sense by simple scheduling.
Proposal 12: Do not support multiplexing URLLC HARQ with eMBB HARQ.
Proposal 13: Priority at PHY is determined by MAC layer for the purpose of PHY prioritization.   
Observation 15: There is no drawback in dropping eMBB SR when it conflicts with URLLC HARQ.
Proposal 14: URLLC SR should have priority over other UCI. Multiplexing with HARQ should only be allowed between same traffic type and PUCCH format.
Observation 16: P/SP CSI is used to optimize scheduling for better spectral efficiency. URLLC reliability is not directly dependent on it.
Proposal 15: Deprioritize P/SP-CSI when it conflicts with URLLC SR or HARQ or PUSCH.
Proposal 16: Multiplex P/SP-CSI with eMBB HARQ or PUSCH when Rel-15 conditions are met.
Observation 17: PUSCH will never conflict with SR of the same traffic type. 
Proposal 17: eMBB PUSCH conflicting with URLLC SR or URLLC HARQ should be deprioritized (aborted or punctured). Details: FFS.
Proposal 18: URLLC PUSCH should always be prioritized over eMBB UCI. Details: FFS.
Proposal 19: PUSCH should be multiplexed with HARQ of same traffic type when timelines are met. Otherwise, it should be prioritized over HARQ.
Proposal 20: When two PUSCH’s conflict in time, the one scheduled by the later UL-DCI should be transmitted and the other should be aborted.
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