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Background
Working assumption (together with NB-IoT WUS)
on eMTC WUS/sync:
· For eMTC, a new periodic synchronization signal is introduced.
· The new periodic sync signal is configurable (including OFF/ON configuration)
· FFS on the functionality/information provided by the synchronization signal, including 
· whether the additional synchronization signal can provide WUS-related information for a subset or a group of POs
· In case the additional synchronization signal provides WUS-related information, FFS whether there is an additional WUS/DTX signal, which may be separately configured.
· In case the additional synchronization signal does not provides WUS-related information, there is an additional WUS/DTX signal
· System information change notification
· FFS on location of the sync signal
· The new synchronization signal can be used also for non-WUS purposes (e.g. by UEs that need to synchronize after exiting PSM state)
· FFS whether the “new sync signal” can reuse the NB-IoT WUS sequence or a different sequence.
Agreement
The new periodic synchronization signal has the following characteristics:
· The new periodic synchronization signal can be used for re-synchronization
· One (or more) complex valued base sequence(s) Si spanning at least one symbol
· FFS: New synchronization signal may include a cover code that may be applied to the repetitions. Candidate operations for the cover code include 
· Multiplication with {+1, -1}, i.e. {Si, -Si}
· Multiplication with {1, e-ja}
· Complex conjugation, i.e. {Si, Si*}
Other operations are not precluded.
For further study: 
· Base sequence selection
· New synchronization signal bandwidth
· Information content and provision (if any)
· Configurability 
· Time and frequency domain location 
· Diversity schemes (if any)

As introduced in our previous contribution [1] (and in [2], [3]), the Resynchronization Signal (RSS) for eMTC in Rel-15 has been proposed to be constructed along the following lines.
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Figure 1: Construction of the RSS (control symbols omitted for illustration)
A complex-valued frequency-domain “base sequence” , of a certain length and occupying a certain bandwidth, forms the basis of the RSS design. As depicted in Figure 1, the RSS (typically several subframes long, e.g., 40ms) is then constructed by serially concatenating either (i) the symbol-wise IFFTs of  and  according to a binary index sequence, or (ii) the symbol-wise IFFTs of  and  (the complex conjugate of ) according to a binary index sequence, while skipping the first three OFDM symbols in each subframe, which are reserved for control information. In another variant of this design, two such (uncorrelated) base sequences  and  may also be used in conjunction with the binary index sequence.
In [1], we presented the detection performance of our RSS designs and outlined approaches to reduce UE complexity via time-domain and frequency-domain design optimizations without adversely affecting detection performance.
In this contribution, we delve deeper into the design and analysis of the RSS for Rel-15 eMTC.
Memory and Complexity Requirements
Given the significantly long duration of the RSS (mandated by the need to serve UEs at -164 dB MCL), careful thought needs to be put into the computational complexity and memory constraints at an UE, which has to do all the heavy-lifting in accurately detecting the RSS. An industry-standard method of approaching the detection of synchronization signals such as the RSS is described in what follows. We then present our qualified views (based on analysis) on signalling configurations that are best suited from an UE perspective, while harnessing the benefits provided by the presence of the RSS.
For each frequency hypothesis being tested, a time-search has to be performed by the UE, which implies computing the cross-correlation between the received signal and the local copy of the RSS at the UE for every timing hypothesis (cross-correlation lag). This time-search is, in essence, the most demanding requirement for the UE—both in terms of operations, as well as on-chip and external memory (typically DDR-RAM). With the mother-sequence based design for the RSS, an UE performing this time search will typically proceed in two steps:
· The UE will compute the cross correlation of the received signal with the mother sequence(s)—for example (i) with  or (ii) with  and , in a primary correlator and write the correlation outputs for all the lags onto external memory, typically DDR-RAM (since on-chip memory is insufficient for this purpose). The rate at which this primary correlator needs to process complex samples depends on:
· The sampling frequency—the lower the sampling frequency , the lower the processing rate at the primary correlator.
· The length (in samples) of the mother sequence : the longer the , the higher the processing rate at the primary correlator.
· The overall cross-correlation output (with the UE’s local copy of the RSS) at each lag is then computed by reading the primary correlator outputs from the DDR-RAM corresponding to the appropriate lags (governed by the binary index sequence) and performing necessary addition operations to arrive at the final output. The rate at which complex samples need to be read from the DDR-RAM depends on
· The sampling frequency—as with the primary correlator, the lower the , the lower the read rate from the DDR-RAM.
· The length of the binary index sequence—the DDR-RAM read rate linearly increases with the length of the binary index sequence. This leads to the following subtle relationship: for a given duration of the RSS, a shorter mother sequence , increases the DDR-RAM read rate, by implicitly necessitating a longer binary index sequence.

It is thus apparent that for a given RSS duration, there is a fundamental trade-off between the primary correlator computation rate and the DDR-RAM read rate—a trade-off that is reliant on the length of the mother sequence . Of course, reducing the signal bandwidth helps both computation and memory read rates—as a result, the minimum bandwidth that doesn’t adversely affect detection performance should be employed for the RSS design. From the results in Section 3, we find that a 2 PRB bandwidth is best suited for the task.
Table 1 summarizes the computation and memory-read rates for RSS detection at the UE for various configurations of bandwidth, signalling method ( vs ) and length of  (denoted by ) for a 40 milliseconds long RSS. Scheme No. 1 represents the “first-pass” design philosophy for the RSS—occupying the entire 6 PRB bandwidth and using a mother sequence duration of 1 OFDM symbol. However, we see from the last column that with this configuration, the DDR-RAM read rate is  complex samples per second, per frequency hypothesis tested. This DDR-RAM read rate is significantly beyond what any typical UE hardware for this purpose can achieve. In fact, we find that Scheme No. 2, which reduces the bandwidth from 6 PRBs to 2 PRBs, also doesn’t bring down the DDR-RAM read rate within acceptable limits. On the other hand, the UE hardware typically has more leeway to accommodate a higher computation rate at the primary correlator. We find that a combination of a 2 PRB signal (even with an -based approach) with the mother sequence  spanning 1 subframe in time allows both the computation rate as well as the DDR-RAM read rate to remain within acceptable limits. 
Moreover, we demonstrate in Section 3 that Scheme No. 3 in Table 1 breaks down in terms of detection performance, necessitating the use of Scheme No. 4 in our designs. We once again note that unlike conventional signals (that are much shorter in length than possible configurations of the RSS), the DDR-RAM read rate is by far the limiting factor in implementing an RSS receiver at the UE—from extensive UE-side analysis, we thus strongly advocate the use of a mother sequence that spans 1 subframe. 
Table 1: Complexity and memory requirements at an UE (per 40 ms RSS sequence to be detected)
	Scheme No.
	RSS
Bandwidth
	Signaling
Method
	Length of S
()
	Sampling Frequency
()
	Correlator Rate/ Freq. Hypo
(Samples @)
	DDR Reads/          Freq. Hypo
(in samples/sec)

	1
	6 PRB
	
	1 OFDM Symb
	1.92 MHz
	138
	0.845 

	2
	2 PRB
	 
	1 OFDM Symb 
	0.64 MHz
	46
	0.282

	3
	2 PRB
	 
	1 Subframe 
	0.64 MHz
	506
	0.026

	4
	2 PRB
	
	1 Subframe 
	0.64 MHz
	1012
	0.026



[bookmark: _Hlk510644452][bookmark: _GoBack]Proposal 1: The base unit of the RSS is a complex-valued sequence  in frequency domain, which, after symbol-wise IFFT and CP addition, occupies the last 11 OFDM symbols of an LTE subframe (with the first three OFDM symbols in each subframe reserved for control information).
Proposal 2: The complex-valued frequency-domain base sequence  occupies a contiguous bandwidth of 2 PRBs.

Performance of  and  designs for 
In this section, we present simulation results for our RSS design, with the 1 subframe long mother sequence proposed above. Table 2 summarizes the simulation settings. Figures 2 through 4 depict (for ETU, EPA and EVA channels respectively) the detection performance of (i) our proposed RSS when the mother sequence  spans 1 millisecond in time and (ii) a baseline RSS comprising a long PN sequence of duration . The following trends are clear from the results:
· In presence of residual CFO, and reasonable coherent combining lengths (e.g., 250 Hz residual CFO and 1 ms coherent combining), the -based design retains “near optimal” (w.r.t the long sequence baseline) detection performance, while the -based design breaks down. This is because the distinguishability encoded in the signs of the -based design is lost under noncoherent combining with coherent length of 1ms or less, thus rendering the design to be equivalent to a simple repetition-based approach.
· Under all three channel models tested—ETU, EPA and EVA, we find that a 2 PRB bandwidth signal (with a 3x power boost) provides the best trade-off between UE complexity and performance (in terms of harnessing frequency diversity). The penalty (at error rates of 1 percent) with respect to a 6 PRB design is under  dB. Yet, as we demonstrated in our previous contribution [1], a 1 PRB design is not able to achieve comparable performance because of its inability to harness the frequency diversity in the system adequately.

[bookmark: _Ref510626596]Table 2: Simulation Settings
	Parameters and Metrics
	Value/Description

	Timing Drift, 
	288 milliseconds

	Duration of RSS Signal, 
	40 milliseconds

	Duration of mother sequence, 
	 subframe (1 millisecond)

	Type of mother sequence 
	Pseudorandom Noise (PN) sequence

	Binary index sequence
	(i) 40-bit Gold sequence for -based RSS
(ii) 40-bit Computer Generated Sequence for -based RSS

	Signal Bandwidth
	(i) 6 PRB (with no power boost)
(ii) 2 PRB (with 3x power boost)

	Transmit diversity
	2 Tx antenna switching at every subframe (1 millisecond)

	Channel Model
	(i) ETU 1Hz (Independent across Tx antennas)
(ii) EPA 1Hz (Independent across Tx antennas)
(iii) EVA 1Hz (Independent across Tx antennas)

	Residual Carrier Frequency Offset
	(i) No CFO; (ii) 250 Hz

	Coherent Combining Duration
	 (i) 40 ms () for No CFO; (ii) 1 ms for 250 Hz CFO

	Sampling Frequency
	1.92 MHz

	Detection Metric
	Probability that the detected timing is within a detection window of the actual timing 

	Detection window for detecting timing
	[-2 10] sample deviation from true timing (Long CP duration = 10 samples)
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Figure 2: Detection performance of RSS under ETU 1Hz channel. Left: 6 PRBs, Right: 2 PRBs
[image: ]
Figure 3: Detection performance of RSS under EPA 1Hz channel. Left: 6 PRBs, Right: 2 PRBs
[image: ]
Figure 4: Detection performance of RSS under EVA 1Hz channel. Left: 6 PRBs, Right: 2 PRBs

Proposal 3: The RSS is constructed by mapping a sequence of symbol-wise IFFTs (with appropriate CPs) of the complex-valued frequency-domain base sequence  and its complex conjugate according to a binary index sequence of length equal to the number of subframes spanned by the RSS, where each element of the binary index sequence determines whether  or  is mapped to a given subframe.
Proposal 4: Transmit antenna diversity with at least 2 antennas is supported for the RSS. The UE can assume that the same antenna port is used in X consecutive subframes, where X is FFS (typically, X = 1 or 2).

Inter-Cell RSS Interference 
To address the important issue of having sufficient distinguishability across the RSSs transmitted by the respective cells, we present some relevant analysis in this section. At the outset, we would like to mention that we adopt a fairly conservative approach to this problem. First, we assume that we will equip each of the 504 cells with two (2) potentially uncorrelated sequences—while we feel this significantly increases the burden on the UE both in terms of complexity and in terms of memory requirements, there have been proposals from some companies to incorporate additional information (such as the indication of a system information change) into the RSS (these may need further study), which could require up to 2 sequences per cell. Second, in our analysis, we assume that all these  sequences are transmitted in the same frequency band—this is the worst-case assumption from an interference perspective, and will almost certainly not be the case in a real deployment scenario, where we would expect the frequency allocation for each cell’s RSS to depend on the Cell ID.
The way we study and analyse the problem of inter-cell interference from other cells’ RSSs is as follows: 
RSS generation across cells
· To each of the 1008 RSS sequences with two sequences per cell, we assign a base Gold sequence of length , which is initialized by the Cell ID and an additional information bit. The number 24 corresponds to the 24 subcarriers in the 2 PRBs, the number 11 corresponds to the number of OFDM symbols spanned by the base sequence, and the number 2 corresponds to the real and imaginary parts of the frequency-domain base sequence , which is essentially composed of QPSK symbols. 
· Each cell’s RSS is constructed by placing its own unique base sequence (according to the process described above) according to a global computer-generated sequence of length 40 bits (for an RSS duration of 40 milliseconds). The binary index sequence is the same for every cell.
Analysis of RSS cross-correlation across cells
· For each RSS sequence , , we generate  frequency shifted sequences , where , , represents frequency offsets 
· We compute normalized cross-correlations (using a 1 millisecond coherent combining duration) between  and  for  and  and store the absolute value of the highest peak (in dB)
· We plot the CDF of the above  values on the right-hand side of Figure 5. For comparison, on the left-hand side of Figure 5, we plot a similar CDF but for the scenario where there is no frequency offset in the system and as a consequence, noncoherent combining is not required

From Figure 5 (right-hand side), we see that even in this conservative setting, for  of the cases, the interference at an UE from an unintended cell’s RSS is less than dB. Of course, any degree of (Cell ID initialized, or configured by network implementation) FDM in the system bandwidth will further reduce this interference. Also, the fact that this analysis was done with a 2 PRB RSS, demonstrates that the cross-correlations between sequences remain well-behaved at this proposed lower bandwidth configuration.



[image: ]
Figure 5: CDF of (normalized) interference power from other cells' RSSs. Each cell’s base sequence in initialized by the cell ID. The binary index sequence is the same for all cells. For the figure on the right, interference with 5 frequency-shifted versions of each cell's sequence is considered, to model multiple frequency hypotheses tested. The results are normalized to ensure that each cell’s autocorrelation power is  dB.

Proposal 5: The complex-valued frequency-domain base sequence  is Cell ID specific.

Potential Interactions with Wake-Up Signals
There has been a suggestion from certain companies to tie the RSS with the wake-up signal (WUS) with regards to placement and/or configuration and/or functionality. In this section, we present our informed view opposing the potential tie-up of the two signals—RSS and WUS.  
At the outset, we would like to recall that the RSS and the WUS serve different purposes in eMTC. To that end, some of the key points of difference in their potential design philosophy are as follows:
· The RSS is a broadcast signal, which any UE in the cell can use to re-synchronize to its camped cell. The WUS on the other hand is specific to a (group of) UEs that may need to monitor paging.
· By definition, the RSS (or any variation of it, which serves a synchronization purpose) is an “always on” signal, configured with a certain duration and periodicity. The WUS, on the other hand, can (and should, to minimize overhead) accommodate a discontinuous transmission (DTX) feature, whereby the WUS may not be transmitted if there is no paging for the intended (group of) UEs.
· Since the WUS is specific to the UEs of an associated PO or a UE group of the associated PO, there is ample possibility to “tune” the number of repetitions (in essence, the WUS length) in the WUS to the downlink channel quality at the UEs/UE group of an associated PO. The RSS, on the other hand, is designed to (ideally) cater to the worst UE in the cell and cannot (and should not) be tailored to any specific UEs/UE group of an associated PO.

From the above, the most apparent observations are that combining WUS and RSS would significantly increase the signalling overhead by (i) precluding the option of a WUS/DTX transmission, thereby forcing the combined (RSS and WUS) signal to operate in a wake-up/go-to-sleep mode and (ii) expending more resources than required in UE groups that have better downlink channel quality and can operate with a shorter WUS.
To further illustrate the myriad problems that arise from trying to couple the RSS and WUS, we compute the time intervals between successive paging occasions (POs) for configurations with an extended DRX (eDRX) cycle of T = 512 radio frames and 16384 UE IDs (for one paging narrowband). The results of this computation are listed in Table 3. It is worth noting that while Table 3 reflects inter-PO intervals for the eDRX cycle of 5.12 seconds, the results for shorter (non-extended) DRX cycles are similar—the main difference being that the maximum inter-PO spacing is capped according to the value of the DRX cycle (which, for eMTC, can be 0.32 seconds, 0.64 seconds, 1.28 seconds, or 2.56 seconds).
From the numbers, it is apparent that for several configurations (notably, configurations 1 through 7), the overhead considerations end up becoming preclusive when pegging the RSS transmissions to the POs (to carry WUS info). Indeed, in configurations 1 through 5, the inter-PO spacing itself is mostly insufficient to accommodate any reasonable configuration of the RSS (see [1], [2] and [3] for further reference). While exact configurations (in terms of length and periodicity) of the RSS are FFS, there is broad consensus towards RSS lengths being in the 10s of milliseconds (we recommend 40ms), with a periodicity in the 100s of milliseconds (we recommend 400ms) to satisfy its (primary) purpose of synchronizing -154dB and =164 dB MCL UEs faster than legacy PSS/SSS/PBCH-based synchronization, while maintaining reasonable (close to ) overhead. In fact, since the value of T in DRX is governed by the shortest UE-specific DRX cycle, in practice, almost all of the possible configurations will be precluded from accommodating an RSS with an acceptable overhead. 
While configurations 1 through 5 in Table 3 do not have sufficient inter-PO spacing to accommodate a reasonable RSS, configurations such as 11 are too sparse in terms of reasonable RSS periodicity—if the RSS is tied to the WUS in configuration 11, the potential “waiting time” for an UE to detect the RSS will be of the order of seconds, resulting in significant delays in system acquisition. This problem of POs being too sparse for RSS purposes is further magnified for longer eDRX cycles (T=512 is, in fact, the shortest eDRX cycle).
It should be noted that the UEs in a cell that are in DRX mode (especially the ones with short DRX cycles) can get WUS-related information from a much shorter duration signal (than a typical RSS) after short light-sleep periods; on the other hand, for UEs in the cell that are configured with long eDRX cycles and also for UEs that are in the Power Saving Mode (PSM), the RSS serves to significantly reduce system acquisition time (w.r.t legacy PSS/SSS/PBCH-based approaches) after long periods of deep sleep. Such a (by definition broadcast) long signal is overkill (and mostly infeasible from an overhead standpoint) to carry WUS information for a typical DRX UE in the cell.
In addition to the (mostly preclusive) overhead constraints (configurations 1 through 7 in Table 3), there is another consideration that favours the RSS not carrying any WUS related information—that of memory and computational complexity at the UE, as highlighted in Section 2. Carrying WUS information would, by default, necessitate the use of two (uncorrelated) RSS sequences per cell ID (this was mentioned in [4]). As outlined in Section 2, the UE capabilities already get stretched to the limits with the “per RSS sequence” numbers provided there; using two RSS sequences per cell at the minimum doubles the DDR-RAM read rates compared to using one RSS sequence per cell—this has the potential of being prohibitive from the standpoint of an RSS receiver implementation at the UE.
Table 3: Interval between Paging Occasions for configurations with eDRX cycle of T = 512 radio frames.
	Configurations (Defined by values of ‘nB’ in 3GPP TS 36.304—Idle Mode Procedures)
	Interval Between Paging Occasions (All UEs combined)

	1. (nB = 4T)
	1 or 4 milliseconds

	2. (nB = 2T)
	5 milliseconds

	3. (nB = T)
	10 milliseconds

	4. (nB = T/2)
	20 milliseconds

	5. (nB = T/4)
	40 milliseconds

	6. (nB = T/8)
	80 milliseconds

	7. (nB = T/16)
	160 milliseconds

	8. (nB = T/32)
	320 milliseconds

	9. (nB = T/64)
	640 milliseconds

	10. (nB = T/128)
	1280 milliseconds

	11. (nB = T/256)
	2560 milliseconds



Proposal 6: The placement in time and/or frequency, as well as the length and periodicity of the RSS shall be independent of all paging occasions (POs) in the cell. Moreover, the information carried by the RSS shall not include any wake-up or go-to-sleep indications to any UE.
Proposal 7: A configuration with RSS duration of 40ms and RSS periodicity of approximately 400ms is supported.

Summary of Proposals
With regard to the Resynchronization Signal (RSS) for eMTC in Rel-15, adopt the following proposals: 
Proposal 1: The base unit of the RSS is a complex-valued sequence  in frequency domain, which, after symbol-wise IFFT and CP addition, occupies the last 11 OFDM symbols of an LTE subframe (with the first three OFDM symbols in each subframe reserved for control information).
Proposal 2: The complex-valued frequency-domain base sequence  occupies a contiguous bandwidth of 2 PRBs.
Proposal 3: The RSS is constructed by mapping a sequence of symbol-wise IFFTs (with appropriate CPs) of the complex-valued frequency-domain base sequence  and its complex conjugate according to a binary index sequence of length equal to the number of subframes spanned by the RSS, where each element of the binary index sequence determines whether  or  is mapped to a given subframe.
Proposal 4: Transmit antenna diversity with at least 2 antennas is supported for the RSS. The UE can assume that the same antenna port is used in X consecutive subframes, where X is FFS (typically, X = 1 or 2).
Proposal 5: The complex-valued frequency-domain base sequence  is Cell ID specific.
Proposal 6: The placement in time and/or frequency, as well as the length and periodicity of the RSS shall be independent of all paging occasions (POs) in the cell. Moreover, the information carried by the RSS shall not include any wake-up or go-to-sleep indications to any UE.
Proposal 7: A configuration with RSS duration of 40ms and RSS periodicity of approximately 400ms is supported.
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