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1 Introduction
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During the Rel-11 CoMP work item, an agreement was made to limit the UE processing complexity for aperiodic CSI reporting, as a function of the number of supported CSI processes. The agreement is reflected in TS36.213 [1] as copied below:

These rules are the reflection of the agreement reached at RAN1#71:

· In case of multiple CSI requests exceeding X unreported aperiodic CSI processes on CC N, the UE is not expected to update the CSI processes on CC N exceeding X, counting upwards from the lowest indexed CSI process, corresponding to the latest CSI request.
The rules basically define a processing budget for the UE CSI computation. The eNB should strive to trigger CSI requests that would not exceed the processing budget, otherwise the rules specify which of the CSIs that exceed the processing budget are not expected to be updated (but will nevertheless be reported). The finite number of triggering sets (1 or 2 bits CSI request) limits the flexibility of the eNB for sending CSI requests for specific CSI processes, thus such cases of exceeding the processing budget could occur in practice on rare occasions.

This contribution discusses whether clarifications might be needed for the interpretation of this rule, and specifically how the UE is expected to count Nu. For the purpose of this discussion, we assume the following definition (for one component carrier): 

· One “CSI” is the association of a CSI process index and a CSI request received in one UL grant.
The common understanding at RAN1#71 was that a “CSI process” in the agreement is equivalent to a “CSI” as defined here. Thus the unit for counting Nu should clearly be a “CSI” and not a “CSI process index”.
Based on this understanding, the following aspects are addressed in this contribution:
· How should “other Nu unreported CSI processes associated with other aperiodic CSI requests for the serving cell” be interpreted?

· In which subframes is Nu expected to be determined by the UE?

· Does Nu include CSIs requested in the subframe where Nu is determined?

· Does Nu include CSIs reported in the subframe where Nu is determined?

· Is the rule too restrictive for practical implementation?
2 Discussion 
Question 1: How should “other 
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 unreported CSI processes associated with other aperiodic CSI requests for the serving cell” be interpreted?

The correct interpretation is that Nu includes all unreported CSIs associated with other CSI requests than the current CSI request, irrespective of the CSI process indices associated with the CSI requests. A possible ambiguity arises from the double use of the word “other”. The first instance of “other” could be mis-interpreted as follows: if CSI process X is requested in the current subframe, and a previous CSI request still unreported had also been received for CSI process X, then all CSIs associated with CSI process X in previous CSI requests would not be counted in Nu. Clearly this is not the intended behavior, since all CSI processes requested in earlier subframes would in general contribute to the UE processing complexity. This ambiguity could be simply resolved by deleting the first instance of “other”.
Note that if Nu was counted in terms of CSI processes (and not in terms of CSIs), then Nu would never exceed Nx (i.e. NCSI-P for FDD). In addition, if only other CSI processes were counted, then Nx-Nu would always be greater than or equal to the number of newly requested CSI processes, so the UE would always be capable of computing all the newly requested CSIs and the entire rule would become unnecessary. So this interpretation can clearly not be made.

Proposal: If seen as ambiguous, delete the first instance of “other” in “other Nu unreported CSI processes associated with other aperiodic CSI requests for the serving cell”.

Question 2: In which subframes is Nu expected to be determined by the UE?
The UE is expected to determine Nu in every subframe where a CSI request is received. The UE should not update Nu in subframes where no CSI request is received, and the UE should not change a decision to update or not update a previously requested CSI in a subframe where no CSI request is received. Otherwise, this may lead to a mismatch between the UE and the eNB in the determination of CSIs that are not expected to be updated, which can only be determined by the eNB according to the CSI requests sent by the eNB.
Question 3: Does Nu include CSIs requested in the subframe where Nu is determined?

Nu clearly excludes the CSIs requested in the current subframe (“other aperiodic CSI requests”), otherwise that would defeat the entire purpose of the complexity reduction rule.
Question 4: Does Nu include CSIs reported in the subframe where Nu is determined?

If, on a given DL subframe N, the UE receives an aperiodic CSI report request and also transmits a CSI report on UL subframe N, then does this transmitted report on UL subframe N count as reported or unreported for the purpose of deciding whether or not to update the CSI for the request received on DL subframe N? This case could occur when the UE has simultaneous DL and UL subframes (in FDD or with inter-band TDD CA with different UL/DL configurations). Since a first CSI to be reported in subframe N would have already been computed and started to be transmitted when the UE completes decoding a CSI request in the DCI received in subframe N, thus the first CSI should be counted as already reported in subframe N. That also makes sense since the UE no longer needs to provision computational resources for that CSI. Therefore, Nu does not include CSIs reported in the subframe where Nu is determined. The specifications are however not clear on this point, so this could be clarified if it is not considered to be obvious.

Question 5: Is the rule too restrictive for practical implementation?
Specifically, this question relates to the fact that if many consecutive CSI requests are received by a UE, many CSIs would not be expected to be updated, even after the first few CSIs have been reported. Effectively, that could lead to a UE not updating any CSI after some time even though the UE has the processing budget available for computing new CSIs, for specific CQI requests patterns.

This is shown in a lesser manner in the example below, where some CSIs can be updated while others are not expected to be updated. In this example, two definitions of Nu are shown:

· Nu = all unreported CSIs (the agreed definition)
· Nu = all unreported CSIs that are allowed to be updated (thus excluding CSIs that have already been determined not to be expected to be updated)

The example in Table 1shows CSI requests with Nx = NCSI-P = 4. Tx(U) denotes reporting with updated CSI, while Tx(O) denotes reporting of not updated CSI (e.g. repetition of a previously reported CSI, if any). The example includes earlier unreported CSIs that were requested in subframe 7 in the previous radio frame, and shows a mixture of CSIs that can be updated and CSIs that are not expected by the eNB to be updated. It is assumed that in subframe 1, the UE has three unreported CSIs expected to be reported in subframe 4, and the UE is reporting the only other three CSIs that were yet unreported. Among the three CSIs requested in subframe 0, CSI-P2 is allowed to be updated while CSI-P3 and CSI-P4 are not expected by the eNB to be updated, because the processing budget in subframe 0 is equal to 1 (for both definitions of Nu). With the second rule where Nu counts only CSIs that are unreported and allowed to be updated, the UE is allowed to update one CSI requested in subframe 3 and one CSI requested in subframe 4. On the other hand, with the current rule no CSIs are expected to be updated in subframes 3 and 4.
Table 1 – Example of aperiodic CSI requests (Nx = NCSI-P = 4)
	Subframe
	0
	1
	2
	3
	4

	CSI request field
	11
	
	10
	11
	01

	CSI process
	Trigger set
	
	
	
	
	

	CSI-P 1
	01, 10
	
	
	trig
	
	trig

	CSI-P 2
	01, 10, 11
	trig
	Tx(U)
	trig
	trig
	Tx(U)

trig

	CSI-P 3
	01, 11
	trig
	Tx(U)
	
	trig
	Tx(O)

trig

	CSI-P 4
	11
	trig
	Tx(U)
	
	trig
	Tx(O)

	Nx-Nu

Nu = all unreported CSIs
	4-3=1
	No trigger
	4-3=1
	4-5=-1
	4-5=-1

	Nx-Nu

Nu = all unreported CSIs that are allowed to be updated
	4-3=1
	No trigger
	4-1=3
	4-3=1
	4-3=1


Although the second definition of Nu would allow the UE to update more CSI processes, it might pose problems to track at the eNB. There are other cases where a UE might not update a CSI, for example where consecutive CSI requests for the same CSI process correspond to the same CQI reference resource. Then the UE may choose not to update the CSI corresponding to the second CSI request. Since this depends on UE implementation, the eNB has no way to know how the UE determines the exact number of CSIs that the UE would not update. There may be other reasons due to UE implementation choices leading to the same behaviour. So the current definition of Nu where the eNB and UE just need to track the number of unreported CSIs based on CSI requests is more robust.
Even in this example, the triggering sequence from the eNB is questionable. Why would CSI requests for the same trigger sets be received within 5 ms, since NZP CSI-RS and CSI-IM have a minimum period of 5 ms? The only case where back-to-back requests for the same CSI process make sense is when a CSI process is configured with 2 subframe sets and consecutive subframes belong to different subframe sets.
While some instances of CSIs not expected to be updated could occur in practice, a reasonable eNB implementation should avoid this case as much as possible. An eNB is not expected to waste UE computational resources with a long sequence of consecutive CSI requests. A more reasonable way to obtain frequent updates for a CSI process is to configure the UE with periodic CSI reporting for this CSI process. Therefore, the current rule is not too restrictive for practical implementation.
3 Conclusion

The following clarifications are given for Rel-11 CoMP aperiodic CSI reporting:

· “CSI process” in the agreement and in the relevant specification text is equivalent to a “CSI”, where a “CSI” is the association of a CSI process index and a CSI request received in one UL grant
· The UE is expected to determine Nu in every subframe where a CSI request is received
· Nu excludes the CSIs requested in the current subframe
· Nu excludes CSIs reported in the subframe where Nu is determined
· Nu includes all unreported CSIs, including the unreported CSIs that were already determined not to be expected to be updated
These points are understood to be non-ambiguous in the current specifications and given a reasonable interpretation of UE and eNB implementation, therefore no specification change is proposed for these clarifications.
The potential ambiguity related to the duplicated instance of the word “other” may be corrected as follows:
Proposal: If seen as ambiguous, delete the first instance of “other” in “other Nu unreported CSI processes associated with other aperiodic CSI requests for the serving cell”.
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If a UE is configured with more than one CSI process for a serving cell, the UE on reception of an aperiodic CSI report request triggering a CSI report according to Table 7.2.1-1B is not expected to update CSI corresponding to the CSI reference resource (defined in clause 7.2.3) for all CSI processes except � EMBED Equation.3  ��� lowest-indexed CSI processes for the serving cell associated with the request when the UE has other � EMBED Equation.3  ��� unreported CSI processes associated with other aperiodic CSI requests for the serving cell, where � EMBED Equation.3  ���is the maximum number of CSI processes supported by the UE for the serving cell and:


for FDD � EMBED Equation.3  ���; 


for TDD 


if the UE is configured with four CSI processes for the serving cell , � EMBED Equation.3  ��� 


if the UE is configured with two or three CSI processes for the serving cell, � EMBED Equation.3  ���.
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