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1 Introduction

Efficient support for VoIP whilst meeting the required QoS profile is an important consideration in designing the evolved UTRAN, since voice traffic is still likely to play a significant role in the evolved packet switched network. The profile of VoIP traffic is such that relatively small packets of data are delivered on a regular basis and with a relatively strict latency and delay jitter requirement that means that they cannot be accumulated in a transmit buffer. Typically, less than a single resource block is necessary for transmission of a VoIP packet. This implies that fast, channel sensitive time/frequency scheduling methods that assign multiple resource blocks and are applicable to other types of traffic can become inefficient for scheduling VoIP traffic. Furthermore, the low variance of VoIP packet size implies that AMC is not an appropriate link adaptation strategy.

This paper discusses specific VoIP related scheduling and link adaptation issues and recommends development of a scheduling mechanism specialised for efficient VoIP traffic that can exist in parallel with time/frequency scheduling for other traffic types.
2 VoIP characteristics

Fundamentally, VoIP originates from a speech coder that produces output frames of coded speech at a regular frame rate (typically 20msec) during periods of speech or alternatively parameters relating to background noise conditions during silence periods. Unlike CS speech, VoIP is routed through a packet switched IP network and typically accumulates a relatively large amount of header information. The header is compressed using ROHC. Due to the routing through the packet network, there will be a certain amount of jitter in the timing of received VoIP packets at the UTRAN edge node.

Typical VoIP packets include:

· Packets containing uncompressed headers; these are typically large (40 bytes) but also infrequent (arising at session start and occasionally during the session, in particular following a run of block errors)

· Packets containing voice and compressed headers; typically e.g. 28 bytes  for 7.95kbps AMR
· Packets containing silence parameters and compressed headers; typically 15 bytes
· SIP Packets (Infrequent; mainly at session start)
Although uncompressed header packets are infrequent, they require additional air interface resources when they arise.

In order to avoid echo or delay jitter effects VoIP packets must keep to a latency budget; typically 10-20msec in the physical layer.

3 VoIP scheduling and user multiplexing

3.1 Multiplexing users

As agreed at RAN1#46, the basic LTE resource block size is 2 subframes * 12 subcarriers. For QPSK this implies ~280 coded bits; this of course scales with the modulation order. 

	Modulation
	Coding rate
	Info bits, RB=12 sub-carriers

	
	
	O/H 1/7
	O/H 2/7

	QPSK
	1/4
	72
	60

	QPSK
	1/3
	96
	80

	QPSK
	2/5
	114
	96

	QPSK
	1/2
	144
	120

	QPSK
	2/3
	192
	160

	16-QAM
	2/5
	230
	192

	16-QAM
	1/2
	288
	240

	16-QAM
	2/3
	384
	320

	16-QAM
	5/6
	480
	400

	64-QAM
	2/3
	576
	480

	64-QAM
	5/6
	720
	600

	64-QAM
	9/10
	776
	648


Table 1 Capacity of 12 subcarrier resource blocks for QPSK, 16QAM and 64QAM 

Dependent on their position within the cell, users might require more than one or a fraction of a resource block. Table 2 depicts SNR operating ranges for varying numbers of resource blocks (including fractions of a resource block, where 2 users share the same block, and assuming a static channel and perfect channel estimation), whilst figure 1 indicates DL geometry scenarios for cases 1-4 of 25.814. Combining these two, table 3 gives estimates of the numbers of supportable VoIP users (assuming a voice activity factor of 0.5). This analytical analysis, which is somewhat optimistic, demonstrates potentially up to 20% capacity gain may be achieved by multiplexing high geometry users into the same resource block.
	Number of resource blocks in set
	Number of users in resource block set
	Modulation
	SNR range (static channel) dB

	4
	1
	QPSK
	<-3.8

	3
	1
	QPSK
	-3.8 to -1.75

	2
	1
	QPSK
	-1.75 to 3.5

	1
	1
	16QAM
	3.5 to 10

	1
	2
	64QAM
	>10


Table 2 SNR operating ranges with varying resource block allocations for VoIP and with 2 users/RB for VoIP
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Figure 1 CDF of DL C/I for simulation cases 1-4

	
	Supportable VoIP users in static channel

	No resource block sharing
	608

	Resource block sharing
	726


Table 3 Estimate of number of supportable VoIP users (5MHz, static channel, ideal channel estimation, activity factor 0.4, 1msec TTI, 12 SC RB) considering allowing for sharing of resource blocks between 2 users with high C/I.

In the downlink, there exist several potential means for multiplexing users into the same TTI:

· Jointly code MAC-PDUs for the users and indicate the intended user for each PDU using a MAC header

· Additional overhead for MAC header

· Requires any power control to be adjusted to the worst case user

· Not well compatible with HARQ as the whole block must be retransmitted until the last user has received it correctly

· Jointly code MAC-PDUs for the users with a prior indication of MAC-PDU to user allocation

· Avoids additional overhead for MAC header

· Requires any power control to be adjusted to the worst case user

· Not well compatible with HARQ as the whole block must be retransmitted until the last user has received it correctly

· Allocate the users separate time/frequency regions within the PDU; use additional L1 control signalling to indicate which user has which region

· Allows for separate coding and ACK/NACK

· Additional L1 signalling overhead

· Allocate the users separate time/frequency regions within the PDU and indicate in advance which user gets which region

For the UL, it is not possible to jointly code users. Thus two options are available:

· Allocate the users separate time/frequency regions within the PDU; use additional L1 control signalling to indicate which user has which region

· Allows for separate coding and ACK/NACK

· Requires additional L1 signalling overhead to be signalled in advance in the DL

· Allocate the users separate time/frequency regions within the PDU and indicate in advance which user gets which region

3.2 Persistent scheduling

The general model for DL resource scheduling is that the Node B allocates resource blocks to terminals based on their UL/DL transmit buffers, QoS profiles and CQI using layer 1 signalling. Such a model allows for efficient channel sensitive scheduling to maximise throughput. However such an approach to scheduling is not effective for VoIP due to the characteristics of the traffic and the large number of users:

· The traffic arrives in small packets that need to be transmitted within a narrow time frame

· Scheduling of a large number of users within a TTI would lead to an untenably large L1 control overhead

· The QoS requirements limit the effectiveness of time/frequency scheduling

· UL scheduling is particularly challenging as it requires the UE to inform the Node B that it has a VoIP packet and to be scheduled within the time constraints

Thus for VoIP traffic, so-called persistent scheduling is more appropriate. In its most basic form, the Node B can allocate a periodically recurring scheduling allocation to the terminal, as depicted in figure 2.
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Figure 2 Persistent scheduling

However such a basic approach to persistent scheduling is not satisfactory as it leads to further issues:

· The arriving VoIP packets will arrive with delay jitter due to variances in the timing of transmission through the IP network. Should a packet arrive after the persistently scheduled transmission instant, then delay will be incurred
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Figure 3 VoIP packet (3) arrives shortly after the persistently scheduled resources and ends up delayed and transmitted with 4
· Silence periods and retransmissions become harder to manage

· There is no possibility of channel sensitive scheduling
To overcome such issues, persistent scheduling could be made to a small group of terminals. For each persistently scheduled TTI, in the downlink the basestation could select one or more members of the group to make a downlink transmission based on e.g. buffer status, channel quality etc. The identity of the selected UE could be indicated using MAC signalling or a reduced L1 ID. For the UL, the basestation would need to indicate in advance of the scheduling instant which UE(s) are to transmit using some form of reduced L1 signalling.
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Figure 4 Persistent scheduling with user groups. The persistent resources occur more often, and the user receiving data changes in each scheduled resource set; the user is indicated using AMC or reduced L1 signalling

As outline in section 3.1, dependent on their geometry conditions VoIP users may require more than one resource block per packet, or alternatively several users may be multiplexed into a resource block. Thus if persistently scheduled users are to be grouped, then it will be necessary to group users with similar geometry conditions.

The use of persistent scheduling to groups of UEs would therefore overcome the constraints of fast scheduling based on L1 signalling whilst not causing additional issues managing packet arrival times, retransmissions and silence periods.

Note that it may necessary for a terminal to be scheduled additional resource blocks on an ad-hoc basis using time/frequency scheduling and L1 control signalling; an example of this being the case might be where occasional transmission of packets containing uncompressed headers is required.

4 Link adaptation
4.1 Adaptive modulation and coding

The nature of VoIP traffic means that in general, fast adaptive modulation and coding is difficult as the required PDU size is mostly similar. Adaptation of the number of resource blocks and modulation format on a slow basis is required if the user is moving and his long term geometry changing.

4.2 Power control

As an alternative to adaptive modulation and coding, power control can be employed. This is certainly likely to be necessary for the UL but should be considered for the DL in addition. As a large number of users are to be expected, CQI and power control information exchange between the basestation and terminal will by necessity need to be restricted and hence power control will be slow (i.e. >10msec).

5 Hybrid ARQ

Although the use of hybrid ARQ should in general improve capacity for VoIP, it will also necessitate a significant amount of ACK/NACK feedback if a large number of users are served along with an increase in L1 control overhead in the L1 control information due to the transmission of the HARQ parameters. Thus the value of full HARQ should be carefully compared to other alternatives; e.g. automatic retransmissions
6 Transmission format
6.1 Distributed/localised transmissions

If persistent scheduling is applied for VoIP, then the system is not able to exploit multi-user diversity and should instead aim to exploit frequency diversity. Thus distributed transmissions should be used for VoIP. Any CQI feedback should be based on wideband measurements

6.2 L1 control signalling

The L1 control signalling for VoIP can be reduced if persistent scheduling is used. Thus our proposal for L1 control signalling is as follows:

Cat 1: No information (No time/frequency scheduling)

Cat 2: Modulation information not needed if persistent scheduling is used. Payload size indication should be reduced as far as possible, since the variation in payload sizes for VoIP will be low; possibly blind detection of TF could be considered.
Cat 3: As discussed in section 5, the benefit of adding additional L1 control signalling for HARQ should be compared to alternatives; e.g. automatic retransmissions.

Conclusions

VoIP is likely to remain a significant source of traffic for LTE that merits additional attention being paid to the design of an appropriate scheduling mechanism. We propose that two scheduling mechanisms are defined:

· Time/Frequency scheduling using L1 control signalling

· Persistent scheduling for VoIP

A terminal that is receiving VoIP using persistent scheduling should also be capable of decoding additional resource blocks allocated by time/frequency scheduling (FFS whether in the same TTI or only in TTIs where there are no persistently scheduled RBs).

The persistent scheduling mechanism should have the following characteristics:

· Groups of several UEs with similar geometry are allocated periodic VoIP resources

· Allocated resources may be a single or multiple resource blocks

· For users with good geometry, it should be possible to transmit to / receive from more than one user in a resource block

· At each TTI that contains resources, the intended user is indicated using MAC signalling or reduced L1 signalling

· No fast AMC, however slow power control should be considered

· HARQ should be considered carefully against automatic retransmissions considering additional ACK/NACK and L1 overhead
· L1 control signalling should be minimised; if possible only multi-antenna information and a reduced transport format indicator
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