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Introduction

Rel-17 IIoT/URLLC working has been approved and scope was revised recently [1]. Among other objectives, the first objective says:
1. Study, identify and specify if needed, required Physical Layer feedback enhancements for meeting URLLC requirements covering:
a. UE feedback enhancements for HARQ-ACK [RAN1]
b. CSI feedback enhancements to allow for more accurate MCS selection [RAN1]
Note: DMRS-based CSI feedback is not in scope of this WI 

In this paper we present our view on several types of CSI feedback enhancements.  
[bookmark: _Ref178064866]Discussion
Support Aperiodic CSI Report on PUCCH
In RAN1#102e, it was agreed that RAN1 should study new triggering methods for aperiodic CSI (A-CSI).  Additionally, as endorsed in the conclusions of RP-202872: “RAN1 to continue discussion on A-CSI on PUCCH, whether to specify or not.” That is, it is in scope to discuss A-CSI on PUCCH. 
In our view, the main attraction of new triggering method (e.g., DL DCI) for A-CSI on PUCCH is not performance. The main benefits are: (a) more flexible triggering mechanism of A-CSI, and (b) better PUCCH resource utilization. For example, if relying on the existing P/SP-CSI on PUCCH (instead of A-CSI on PUCCH), then PUCCH resources have to be reserved in a periodic manner, and sustained for an extended period of time. The scheduling of other UL transmissions needs to account for the reserved resources and avoid conflict. This is very expensive for system resource utilization, as compared to the trigger-based A-CSI on PUCCH, where the PUCCH resources are occupied only one time and on a need basis. 
Thus from system operation perspective alone, we support new triggering mechanism for A-CSI on PUCCH, even if no significant improvement of link performance is demonstrated.
Currently PUSCH scheduling DCI (format 0_1 and 0_2) can trigger A-CSI on PUSCH via the “CSI request” field. As an enhancement, Rel-17 can support triggering the A-CSI by a PDSCH scheduling DCI, i.e., DCI format 1_1 and 1_2. This PDSCH scheduling DCI is UE-specific and called DL DCI in the discussion below. Since there is no associated PUSCH, the triggered A-CSI is carried by PUCCH. To introduce this enhancement, the following issues are to be resolved:
· The triggering mechanism;
· A mechanism to provide timing of the triggered A-CSI transmission;
· A mechanism to provide PUCCH resource for the triggered A-CSI;

[bookmark: _Toc61904101]Introduce A-CSI triggered by a UE-specific DL DCI.

Triggering Method of A-CSI Report on PUCCH
For aperiodic CSI reporting, a CSI resource setting for channel measurement can contain more than one NZP CSI-RS resource set for channel measurement. If the CSI resource setting for channel measurement contains multiple NZP CSI-RS resource sets for aperiodic CSI report, only one NZP CSI-RS resource set can be selected and indicated to a UE. For aperiodic CSI reporting, a list of trigger states is configured (given by the higher layer parameters CSI-AperiodicTriggerStateList). Each trigger state in CSI-AperiodicTriggerStateList contains a list of associated CSI-ReportConfigs indicating the Resource Set IDs for channel and optionally for interference. For a UE configured with the higher layer parameter CSI-AperiodicTriggerStateList, if a Resource Setting linked to a CSI-ReportConfig has multiple aperiodic resource sets, only one of the aperiodic CSI-RS resource sets from the Resource Setting is associated with the trigger state, and the UE is higher layer configured per trigger state per Resource Setting to select the one NZP CSI-RS resource set from the Resource Setting.
Similar to the existing mechanism in PUSCH scheduling DCI (i.e., a DL DCI), an field of “CSI request” can be introduced to the PDSCH DCI formats 1_1 and 1_2. To control the DCI size, the same mechanism as that of PUSCH DCI can be applied to the PDSCH DCI. That is, a “CSI request” field of 0, 1, 2, 3, 4, 5, or 6 bits as determined by a higher layer parameter, for example, reportTriggerSize_DCI1_1, reportTriggerSize_DCI1_2.
Each codepoint of the DCI field "CSI request" is associated with one trigger state (see TS 38.321). Upon reception of the value associated with a trigger state, the UE will perform measurement of CSI-RS, CSI-IM and/or SSB (reference signals) and aperiodic reporting on L1 according to all entries in the associatedReportConfigInfoList for that trigger state.
[bookmark: _Toc61904102]A-CSI is triggered by a “CSI request” field in a DL DCI and transmitted on PUCCH.

Timing of A-CSI Report on PUCCH
After triggering, the timing of A-CSI report needs to be defined. Since the CSI computation delay is expected to be longer than the associated HARQ-ACK timing, the A-CSI report time can be also defined relative to the end of the PDSCH scheduled by the same DCI, except that the range of offset time for A-CSI should be configured separately from HARQ-ACK. In general, a range of longer offset should be configured for A-CSI than for HARQ-ACK.  While HARQ-ACK timing unit can be configured as slot-based or sub-slot based, A-CSI timing only needs to be slot-based. On the other hand, considering that the triggered A-CSI may overlap with sub-slot based HARQ-ACK (which is associated with a different DCI), it is simpler to also allow sub-slot based A-CSI timing, so that it is simpler to perform multiplexing between A-CSI and HARQ-ACK of the same time units.

[bookmark: _Toc61904103]The timing of DL DCI triggered A-CSI is defined relative to the end of associated PDSCH. 
[bookmark: _Toc61904104]The timing of DL DCI triggered A-CSI is at least in unit of slots.
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Figure 2.1: A-CSI timing is defined relative to the associated PDSCH, the same as HARQ-ACK.  
PUCCH Resource Configuration for A-CSI on PUCCH
In PDSCH scheduling DCI, currently there are PUCCH resource indicator (PRI) field for providing PUCCH resources for the corresponding HARQ-ACK.  There are no DCI fields to provide another set of PUCCH resources for A-CSI. Thus a mechanism needs to be introduced. 
The most straightforward way is to introduce a DCI field (e.g., ‘PRI for A-CSI’) for PUCCH resource indication. The concern here is the cost of increased DCI size. 
Alternatively, a set of periodic PUCCH resource can be configured, and the DCI only need to trigger the A-CSI, without a need to dynamically indicate PUCCH resource. After triggering, the UE knows implicitly the periodic PUCCH resource configuration, and transmit using the next PUCCH resource that is at least k’ slot away from the end of the associated PDSCH. This is illustrated in Figure 2.

[bookmark: _Toc61904105]Select a method to provide the PUCCH resource for DL DCI triggered A-CSI, either (a) introduce a DCI field to indicate an aperiodic PUCCH resource, or (b) implicitly use the next available periodic PUCCH resource.


[image: ]

Figure 2.2: A-CSI is transmitted on the next available periodic PUCCH resource.
[bookmark: _Toc47621446][bookmark: _Toc47621523][bookmark: _Toc47621562][bookmark: _Ref60909142]Introduce New CSI Report Type 
In this section we continue to evaluate the statistical CSI scheme in our earlier contribution [2]. Compared to our earlier evaluations [2], we made the following changes to the simulation setup: 
· Increased CSI-RS/IM periodicity to better match what is possible in NR. More precisely, the CSI-IM has a periodicity of ~2.9 ms and the CSI-RS has a periodicity of ~91.4 ms. The shortest periodicity for CSI-RS/IM in NR is 4 slots which corresponds to 2 ms on 30 kHz SCS. 
· CSI for URLLC UEs are restricted to at most rank 2 (compared to rank 1 in [2]).  
· ‘table 2’ (265QAM) is used for CQI reports although ‘table3’ MCS table is used. The reason is to increase the dynamic range of reported “SINR”.     
With Statistical-CSI-metric feature, statistical CSI is reported with ~91.4 ms periodicity. RI and PMI are evaluated only when a new CSI-RS is present while CQI is evaluated for every new CSI-IM conditioned the earlier determined RI and PMI as schematically illustrated in Figure 2.3. Beside RI/PMI the UE reports the mean and variance (reported as variance, ) of CQI. 
[image: ]
Figure 2.3: Schematic illustration of statistical CSI reporting scheme.
The Statistical-CSI-metric feature is compared with a Baseline-CSI-metric feature where UE reports RI/PMI/CQI with a periodicity of ~2.9 ms. I.e., for the Baseline-CSI-metric feature the UE would evaluate and report RI/PMI/CQI every time a CSI-RS and/or CSI-IM measurement resource is present. Assuming that mean and variance of CQI would both be reported using 4-bits indicators, then the reporting cost for Baseline-CSI-metric is more than 15 times (4 bits compared to 8 bits, but  times more often) the reporting cost for Statistical-CSI-metric feature. Since UE for Statistical-CSI-metric only need to evaluate RI/PMI when a new CSI-RS is present the computational burden on the UE is likely considerably lower although the UE need to determine the mean and variance of CQI. The complexity for CSI reporting for Statistical-CSI-metric is thus less complex compared to Baseline-CSI-metric as summarized in Table 2-1.   
     Table 2-1: Summary of complexity difference between Statistical-CSI-metric and Baseline-CSI-metric. 
	Complexity measure
	Statistical-CSI-metric compared to Baseline-CSI-metric

	CSI reporting
	CSI report sent less frequent

	RI/PMI 
	Considerably lower computation effort for UE 

	CQI
	Slightly higher computation effort for UE (mean and variance) 




For Baseline-CSI-metric, the link adaptation for URLLC UEs is performed based on a predicted SINR , where  is the SINR corresponding to the reported CQI value and where  is fixed back-off applied for all URLLC UEs. The scheduler and link adaption select the smallest-sized allocation and an MCS yielding a TB that fit available packets such that predicted BLEP is less or equal to  if SINR equals  , i.e. scheduler and link adaption attempt, given a number of packets to send, to find the most spectral-efficient transport format that meets URLLC requirements. For Statistical-CSI-metric, scheduler and link adaptation work the same way except that is estimated based on mean-CQI and variance-CQI. The variance-CQI is a measure of the CQI uncertainty given the reported RI and PMI. Therefore, the mean- and variance-CQI are converted to corresponding SINR values and is taken as the SINR of a low percentile SINR, where SINR is assumed to be normal distributed (for simplicity reasons). Due to assumed 99.999% reliability requirement, we selected the percentile as . 
Since SINR variance is typically higher for an allocation of few RBs than for an allocation of many RBs, link adaptation makes a worst-case assumption in which the SINR in RB  is modeled as the outcome of a random variable , where the  are assumed to be IID with mean  and variance . With this assumption the ‘reported” wideband mean SINR  and variance SINR  equals 


where  is the number of wide-band RBs. For an allocation of size , the SINR variance can then be (over) estimated as . 
Based on simulation assumptions in Table A-1 we get the percentages of URLLC UEs fulfilling 1 ms latency and 99.999% reliability requirements as listed in Table 2-2 for Statistical-CSI-metric and Baseline-CSI-metric with different back-offs (5, 10, 15, 20 and 25 dB).  
Table 2-2: System-level simulation results with simulation assumptions in Table A-1. The values are results with 50k packets sent to each UE. For each entry more than 90 seeds are simulated.   
	Feature
	Percentage of URLLC UEs fulfilling 1 ms latency and 99.999% reliability 
	Resource utilization
(50-th percentile) 

	
	Indoor UEs
	Outdoor UEs
	Total
	

	Baseline-CSI-metric, dB
	19.1% 
	26.9%
	25.3%
	64.2%

	Baseline-CSI-metric, dB
	43.5%
	39.2%
	40.1%
	64.7%

	Baseline-CSI-metric, dB
	64.1%
	53.8%
	55.9%
	72.2%

	Baseline-CSI-metric, dB
	72.8%
	79.9%
	78.5%
	76.7%

	Baseline-CSI-metric, dB
	56.8%
	69.3%
	66.8%
	84.6%

	Statistical-CSI-metric
	90.7%
	99.2%
	97.5%
	76.4%



We can see that using Statistical-CSI-metric considerably better performance is achieved. However, it can be argued that Baseline-CSI-metric can achieve same performance as Statistical-CSI-metric by determining a back-off based on statistics of the reported CSI instead of applying a fixed value. In principle this is true, but baseline CSI scheme still suffers from several drawbacks: 
· The UE computation complexity for CSI is likely higher since for Statistical-CSI-metric rank and pre-coders are only evaluated when a new channel measurement is performed while for Baseline-CSI-metric rank and pre-coders are evaluated for each occasion of CSI-RS/IM. 
· The overhead for CSI reporting is higher. To provide gNB with accurate CSI statistics frequent CSI reporting is needed. 
· Determining CSI statistics in gNB become more complicated since rank and pre-coder in reported CSI may change due to variations in interference although the channel is rather stable. Hence, the number of samples of CQI values for a given rank and pre-coder pair may thus be very low which give very low confidence in estimated uncertainty. 

[bookmark: _Toc61904094]Statistical CSI metric can achieve significantly better performance as compared to baseline CSI metric, while incurring lower computation complexity and CSI reporting overhead.

Furthermore, we will observe that results obtained by wide-band Statistical-CSI-metric can be improved further by introducing sub-band reporting of CQI variance. Below we provide results where UE additionally reports a mean scaling factor of sub-band variance-CQI. More precisely, for sub-band reporting of CQI variance the UE determines variance-CQI , for M sub-bands, where M=13 for a sub-band size of  RBs on 40 MHz with 30 kHz SCS, but reports a mean scaling factor  together with wide-band variance-CQI , where  Based on the mean scaling factor  and the wide-band variance-CQI the link adaptation can better estimate the SINR variance to assume for an allocation. In simulations the reported mean scaling factor and wide-band variance-CQI are converted to corresponding SINR variance values: 
: Wide-band SINR variance, i.e. SINR variance for N RBs  
: SINR variance for  RBs
For an allocation of  RBs, the SINR variance  is estimated as 

Bases on simulation assumptions in Table A-1 we get the percentages of URLLC UEs fulfilling 1 ms latency and 99.999% reliability requirements as listed in Table 2-3 for Statistical-CSI-metric (the results for wide-band report is repeated from Table 2-2 for reader’s convenience). 
 Table 2-3: System-level simulation results for Statistical-CSI-metric using wideband and sub-band reporting with simulation assumptions in Table A-1. The values are results with 50k packets sent to each UE. For each entry more than 90 seeds are simulated.   
	Feature
	Percentage of URLLC UEs fulfilling 1 ms latency and 99.999% reliability 
	Resource utilization
(50-th percentile)

	
	Indoor UEs
	Outdoor UEs
	Total
	

	Statistical-CSI-metric (wideband report)
	90.7%
	99.2%
	97.5%
	76.4%

	Statistical-CSI-metric (sub-band report)
	91.4%
	98.6%
	97.2%
	60.1%



From Table 2-3 we observe that there are small differences on percentages of UEs fulfilling the requirements between Statistical-CSI-metric with wideband and sub-band report while the resource utilization for sub-band report is significantly lower. Hence, sub-band report enables more spectral-efficient scheduling with maintained requirements fulfilment.  
[bookmark: _Toc61904095]Statistical CSI metric with sub-band reporting can improve system resource utilization further, as compared to wide-band reporting.


Based on our results and observations we propose: 

[bookmark: _Toc61904106]Rel-17 supports new CSI reporting with statistical CQI metric.
 
We are open to discuss further the details of new CSI reporting, such as:
· statistic measure: e.g., mean, variance (or, standard deviation), percentile 
· reported metric: e.g., CQI, spectral efficiency
· quantization of reported values

Soft-ACK to Improve Outer Loop Link Adaptation
To maintain a desired BLER, an outer loop link adaptation may be implemented by the gNB. A typical operation is to decrease a back-off with a certain value upon each ACK, and increase it with a larger amount after a NACK. Depending on the desired BLER, the ratios of the ACK and NACK adjustments can be varied. This works well in the eMBB case with a typical BLER target of 10-1, but in a URLLC scenario with much lower target BLER, there are almost no NACK events to act upon, in particular for a low-latency case where retransmissions should be avoided.
[bookmark: _Toc61904096]With low target BLER, not enough NACK events are present for outer loop to converge.

A way to make an outer-loop link adaptation work also for low BLER targets, is to make the outer loop act on events before they lead to a block error. This can be done by letting the ACK also include a measure of the decoding margin:
· ACK_high_margin:		PDSCH pass with high decoding margin
· ACK_low_margin:		PDSCH pass with low decoding margin
· NACK:				PDSCH fail

Compared to schemes that add additional information to the NACK, as a form of a soft-NACK, this soft-ACK conveys information for adjusting an outer loop without missing the first transmission attempt. Instead of operating on the NACK/ACK ratio, an outer loop could operate on the ratio (NACK + ACK_low_margin) / ACK_high_margin.
In order to let the ACK/NACK feedback fully utilize two bits, the three codepoints (ACK_high_margin, ACK_low_margin, NACK) could be extended into four, by adding one more ACK level (e.g. ACK_medium_margin), or by introducing also a soft-NACK: splitting the NACK into low and high amount of extra information needed, such as the MCS margin to achieve successful decoding.
How to generate the ACK and NACK bits may be according to UE implementation, and could e.g. be based on LDPC coder iterations, soft values, or comparing flipped bits before and after LDPC decoding, or UE’s recommendation of MCS change as compared to the MCS of the current PDSCH. Since the actual implementations may vary, the behavior could be verified by RAN4 tests, e.g. such that the number of ACKs with high and low margin vary properly with varying SINR at a fixed MCS.
[bookmark: _Toc61904097]How to decide between low or high margin ACK may be up to UE implementation, and may be based e.g. on LDPC coder iterations, or comparing flipped bits before and after LDPC decoding, or UE’s recommendation of MCS change.

Illustrating simulations are shown in Figure 2.4 (simulation assumptions are listed in Table A-3). In addition to a baseline case, where the outer loop is triggered on NACKs, other curves show the case where the outer loop is triggered on both NACK and ACK_low_margin, where the ACK_low_margin is reported if the LDPC decoder succeeded, but not within a limited number of iterations. The simulation uses an outer loop target rate of 1%, a value that is chosen smaller than for the MBB case, but not so small that convergence will be impossible. The resulting BLER will then be lower than the outer loop target rate, since the decoder is allowed to run several additional iterations even after ACK_low_margin is reported. The actual resulting BLER value will depend on where the event threshold is set. A smaller number of iterations before reporting an ACK_low_margin will lead to a lower BLER but will due to the larger resulting back-off also reduce the resulting throughput, which can be seen comparing the curves for 3 and 5 iteration thresholds. As is visible from the figure, to reach a low resulting BLER also at lower SNR, a lower threshold may be used. The curve marked “3/4/5” iterations uses different thresholds for different modulations: 3 iterations for QPSK, 4 for 16QAM and 5 for 64QAM. In this way the BLER is further reduced on lower SNR; while on higher SNR, excessive backoff is avoided.
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[bookmark: _Ref61526378][bookmark: _Ref54174718]Figure 2.4. Resulting BLER and throughput after triggering outer loop on decoding success after a limited number of decoding iterations. 52 PRB allocation. Outer-loop target rate of 1%. If the outer loop is triggered before the decoder is finished decoding, the resulting BLER will decrease.
While Figure 2.4 used a wide allocation of 52 PRB, Figure 2.5 shows the similar simulations with a smaller allocation size of 11 PRB. Here, a lower iteration threshold is needed in order to reach a low enough BLER, since the full decoding performance is achieved already after a lower average number of iterations. Also in this picture, simulations (marked “2/3/4” iterations) with different iteration thresholds are shown: 2 iterations for QPSK, 3 for 16QAM and 4 for 64QAM.
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[bookmark: _Ref61526385]Figure 2.5. Resulting BLER and throughput after triggering outer loop on decoding success after a limited number of decoding iterations. 11 PRB allocation. Outer-loop target rate of 1%. If the outer loop is triggered before the decoder is finished decoding, the resulting BLER will decrease.

[bookmark: _Toc61904098]Actual thresholds between reporting low or high margin ACK may depend on TBS and MCS.

From the above, we see that bundling a small amount of extra information about the decoding margin to the ACK/NACK feedback can improve outer loop performance.
[bookmark: _Toc61904107]In Rel-17, study HARQ-ACK transmission of successful reception (i.e., ACK) with bundled information of decoding margin. 

The decoding margin described above refers to information send on successful decodings. A goal with such reporting is to increase the probability of first-transmission decoding success. Additional information can also be transmitted along with NACKs, as mentioned above, and proposed by different companies. This would help transmitter to do a retransmission with adequate amount of resources so that the retransmission is successful while meeting a latency bound of a small number of retransmissions. 
However, the amount of information to bundle along with a HARQ-NACK should likely be limited. An ACK is transmitted the majority of times, and when the occasional NACK is transmitted, the return channel may also be more likely to be in a fading dip, making the reception harder. Reserving a lot of resources for a very infrequent event also implies overhead, that needs to be justified.
An alternative is to, as discussed above, use a two-bit ACK/NACK to allow for two levels of both ACK and NACK, for a total of 4 states of soft HARQ-ACK. This two-level NACK can then provide additional feedback (e.g., move to a lower MCS) to the gNB to assist with subsequent scheduling.
[bookmark: _Toc61904099]NACK transmission with bundled information may improve decoding success within latency bound, but bundled information should be limited to minimize UCI overhead.

CSI feedback for PDCCH enhancement
There have been several variations of proposals to provide CSI feedback for PDCCH.
While the intention of improving PDCCH reliability is acknowledged, we do not see a strong need for CSI feedback for PDCCH specifically. In our view, current CSI reporting schemes are flexible enough to provide gNB with an acceptable CSI accuracy. For example, a CSI process could be allocated with an enforced rank 1 restriction. This could simplify PDCCH link adaption since otherwise a conversion from rank  CSI to rank 1 CSI is required. For eMBB where high-rank transmissions can be expected, a dedicated CSI process for PDCCH link adaptation could simplify but even in this case it is questionable if the potential performance gain justify the additional complexity. For URLLC the need is even more questionable since low rank PDSCH may often be preferred due to better interference suppression capability in the receiver. Therefore, configuring CSI reporting with rank restriction may often be desired for URLLC. Hence, in case of service mix of eMBB and URLLC within same UE it may anyway be desired to configure UE with two CSI processes, one without rank restriction and one with rank restricted to perhaps even 1. 
We agree that accuracy of current CSI can be improved due to differences between PDCCH and PDSCH, e.g. coding scheme, and that CSI reflecting a preferred aggregation level could improve accuracy. However, not even for PDSCH current CSI reporting is not completely accurate since CSI can only be reported for a sub-set of allocation sizes. For example, if CSI is a wideband report then CSI is only accurate if PDSCH is wideband. Hence, if PDSCH has a smaller allocation size then link adaption must be performed based on assumptions on what quality can be expected for the PDSCH. Typically, this is done based on a coding model of the LDPC code which can, given a quality measure e.g. SINR, map a transport format to a BLEP estimate. For link adaption of PDCCH the only difference is that the coding model is a model of polar code instead of LDPC. The accuracy in link adaption hence depends on the accuracy in the coding model. We do not see a reason why the accuracy of a polar code coding model would be much worse than that of a LDCP code. Considering also that PDCCH code rate adaption is very coarse compared to PDSCH we believe there will be no or a very small gain by introducing PDCCH-specific CSI feedback. Instead we believe that one of the main challenges for link adaptation is the SINR un-certainty often due to un-predictable interference variations. This un-certainty cannot be mitigated by improving the accuracy in reported CSI that reflects a past interference situation. For PDSCH we proposed in Section 2.2 statistical CSI to mitigate SINR un-certainty and we strongly believe that such CSI reporting scheme is beneficial also for PDCCH. 
[bookmark: _Toc61904100]Statistical CSI is beneficial also for PDCCH.
Un-certainty in SINR is often mitigated by applying a back-off to “reported” SINR, where back-off could be fixed or adjusted. For adjusted back-off the adjustment can be based on SINR statistics estimated from CSI reports (or statistical CSI reporting if introduced). Alternatively, or additionally, an outer-loop component triggered by DTX detection of HARQ-ACK and/or PUSCH transmissions could be used to determine the back-off. Clearly, DTX detection is associated with potential error cases that can occur and therefore it may be tempting to introduce a more explicit feedback for DCI detection or un-detection. But such feedback will also be associated with error cases that can occur. In some cases, a new feedback could improve gNB ambiguity whether PDCCH or PDSCH failed. In our view, the benefit of such new feedback is limited compared to a behaviour that gNB take actions that PDCCH failed as well as PDSCH failed, especially if occasions for ambiguity are relatively rare events.
Based on discussion above we propose: 
[bookmark: _Toc61904108]No Rel-17 CSI enhancements for PDCCH.

CSI feedback for SPS PDSCH
It is well known that IIoT/URLLC traffic are periodic and deterministic. DL SPS is very important feature to support such traffic, especially considering that DL SPS allows elimination of latency due to PDCCH scheduling. Based on our simulation study we strongly believe that the reliability of SPS PDSCH can be significantly affected by inaccurate CSI knowledge when the SPS configuration is activated. 
The existing CSI feedback is largely designed for dynamic PDSCH transmission. There is no CSI feature that’s designed to specifically fit the need of SPS activation, even though incorrect MCS allocation at SPS allocation has long lasting effect as compared to dynamically scheduled PDSCH. Thus, there is a need to investigate and define CSI feedback features to fit the needs of SPS activation. For example, the CSI-RS/IM configuration should fit the anticipated SPS configuration(s) as much as possible, including periodicity and antenna ports. The CSI feedback should take into account the long-term, periodic nature of DL SPS, e.g., configure a statistical CSI report to track the channel experienced by DL SPS. When a DL SPS configuration is deactivated, then reactivated with new configuration parameters such as periodicity and slot offset, the CSI-RS/IM should adapt to support the new DL SPS configuration.

[bookmark: _Toc61904109]Rel-17 CSI enhancements are specified to better fit the needs of SPS PDSCH(s).

Conclusion
Based on the discussions above, the following observations were made:

Observation 1	Statistical CSI metric can achieve significantly better performance as compared to baseline CSI metric, while incurring lower computation complexity and CSI reporting overhead.
Observation 2	Statistical CSI metric with sub-band reporting can improve system resource utilization further, as compared to wide-band reporting.
Observation 3	With low target BLER, not enough NACK events are present for outer loop to converge.
Observation 4	How to decide between low or high margin ACK may be up to UE implementation, and may be based e.g. on LDPC coder iterations, or comparing flipped bits before and after LDPC decoding, or UE’s recommendation of MCS change.
Observation 5	Actual thresholds between reporting low or high margin ACK may depend on TBS and MCS.
Observation 6	NACK transmission with bundled information may improve decoding success within latency bound, but bundled information should be limited to minimize UCI overhead.
Observation 7	Statistical CSI is beneficial also for PDCCH.

Furthermore, the following proposals were made:
Proposal 1	Introduce A-CSI triggered by a UE-specific DL DCI.
Proposal 2	A-CSI is triggered by a “CSI request” field in a DL DCI and transmitted on PUCCH.
Proposal 3	The timing of DL DCI triggered A-CSI is defined relative to the end of associated PDSCH.
Proposal 4	The timing of DL DCI triggered A-CSI is at least in unit of slots.
Proposal 5	Select a method to provide the PUCCH resource for DL DCI triggered A-CSI, either (a) introduce a DCI field to indicate an aperiodic PUCCH resource, or (b) implicitly use the next available periodic PUCCH resource.
Proposal 6	Rel-17 supports new CSI reporting with statistical CQI metric.
Proposal 7	In Rel-17, study HARQ-ACK transmission of successful reception (i.e., ACK) with bundled information of decoding margin.
Proposal 8	No Rel-17 CSI enhancements for PDCCH.
Proposal 9	Rel-17 CSI enhancements are specified to better fit the needs of SPS PDSCH(s).
[bookmark: _In-sequence_SDU_delivery]
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Appendix

Table A-1: System-level simulation assumptions 
	Parameters
	Value

	Layout
	Single layer - Macro layer: Hex. Grid

	Inter-BS distance
	500m

	Carrier frequency
	4 GHz

	Channel model 
	UMa in TR 38.901

	UE Tx power
	23 dBm

	BS antenna configurations
	4 Tx/4 Rx antenna ports 
(M, N, P, Mg, Ng; Mp, Np) = (8, 4, 2, 1, 1; 1, 2) 

dH = 0.5λ, dV = 0.8λ;

Antenna tilt: 3 degrees

	BS antenna height
	25m

	BS antenna element gain + connector loss
	8 dBi

	BS receiver noise figure
	5dB

	UE antenna configuration
	1 Tx/4 Rx antenna ports 
Panel model 1: Mg=1, Ng=1, P=2, dH=0.5
(M, N, P, Mg, Ng; Mp, Np) = (1, 2, 2, 1, 1; 1, 2) for 4 Rx;


	UE antenna height
	1.5 m

	UE antenna gain
	0 dBi

	UE receiver noise figure
	9 dB

	Total transmit power per TRxP
	49 dBm 

	BS receiver
	MMSE-IRC 

	Number of UEs per cell
	URLLC: 5, eMBB: 10 

	Simulation bandwidth 
	FDD, 40 MHz for DL and 40 MHz for UL

	SCS 
	30 kHz

	UE distribution
	80% of users are outdoors and 20% of users are indoors 
Indoor penetration loss is modelled according to low loss model 
3 km/h (URLLC indoor, eMBB) and 30 km/h (URLLC outdoor) for modeling fading channel 

	UE power control
	No UL data simulated  

	HARQ/repetition
	Adaptive HARQ

	Channel estimation
	Realistic: PDCCH, PDSCH, PUSCH
Ideal: PUCCH 

	Traffic
	FTP model 3
Intensity: URLLC: 100 pkt/s, eMBB: 800 pkt/s
Packet size: URLLC: 32 bytes, eMBB: 1500 bytes

	CSI report configuration
	Periodic CSI-RS/IM: CSI-RS: 640 TTIs, CSI-IM: 20 TTIs
Target CSI report periodicity: 20 TTIs, 640 TTIs
Rank restriction: URLLC: rank , eMBB: no restriction
TTI: 4-OS TTI (7000 TTIs per second)

	MCS/CQI tables
	CQI table: ‘table2’, i.e. up to 256QAM
MCS table: ‘table3’

	URLLC requirements 
	Latency: 1 ms, Reliability: 99.999%



Table A-3: Link-level simulation assumptions
	Parameters
	Value

	Carrier frequency
	4 GHz

	Channel model 
	TDL-C, 300ns

	SCS 
	30 kHz

	BS antenna configuration
	4 Tx

	UE antenna configuration
	2 Rx

	Number of layers
	1

	MCS table
	MCS index table 3 for PDSCH

	CQI table
	4-bit CQI table 3

	Allocation size
	52 PRB or 11 PRB
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